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Note to Instructors

The latest version of this book is an attempt at making this textbook more applicable in a wider
range of courses. Although it was originally designed for use in a follow-up course to a data
structures course for computer science majors, the current version can also be used for a discrete
mathematics course with few to no prerequisites, and can be more or less focused on proof writing
according the the needs of a course.

The book was reorganized and has had content added to make it suitable for a discrete math-
ematics course with no prerequisites for secondary mathematics education students in the state of
Michigan while continuing to serve the computer science students. I will be testing it in Spring
2025 for the first time with a mixed group of secondary mathematics education, computer science,
and potentially general education students.

Several changes were made in the past few versions to accomplish the goals stated above. The
content was rearranged to allow a course to focus on proof writing or not. For instance, Sections
3.1.3, 3.3.2, 6.1.3, and 6.1.4 separate proofs involving sets, functions, and computational complexity
so they can be skipped if desired. In fact, I currently teach a version of the course that is not proof
focused and we skip the entirety of Chapter 2 on proofs along with those sections, yet we are still
able to cover induction proofs and the students seem to still pick up on that technique.

I also attempted to provide more details about topics I previously expected were review (e.g.
programming fundamentals, sorting and searching algorithms, matrices), and in a few places I note
that examples or sections can be skipped based on the reader’s background (e.g. Section 6.3.4
on basic data structures). In addition, a section on minimum spanning trees was added so that
non-computer science students would see at least one interesting example of a graph problem and
several algorithms to solve it.

Since the textbook has gone through some major changes in the past few years, I definitely
appreciate any feedback, positive or negative (preferably constructive, though!), so that I can
continue improving it. So if you see things that seem out of place, topics that you think should be
there, notice other problems, or have suggestions, please let me know.

In the past I have used this textbook for a discrete mathematics course for computer science
students with a data structures prerequisite and have covered the vast majority of the textbook.
As mentioned above, it will be used for a no-prerequisite discrete mathematics course for secondary
mathematics education students in Spring 2025. The current planned coverage is as follows

e Sections 1.1-1.3

e Sections 3.1-3.3 (skipping 3.1.3 and 3.3.2)
e Chapter 4

e Chapter 5

e Chapter 6

e Chapter 7 (skipping 7.3.4)

e Chapter 8 (probably skipping 8.5)

e Chapter 9
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Here is an anecdote on how I personally use the book that you might find helpful. The TL;DR
version: I have them answers all exercises and reading questions before class and their unanswered
questions are where each class period begins, and often lingers. I rarely (never?) lecture through
material when I use this textbook. Students seem to like it and they are learning.

At the beginning of each semester, I have each student share a Google Doc with me called Smith
RQ, where they replace Smith with their last name. Every time I assign reading from the textbook,
I tell them to write answers to all of the exercises in the assigned sections of the book (my students
buy a printed copy of the book), and to put their answers to all of the reading questions into their
Google Doc, placing the most recent answers at the top of the document (to make it quicker for
me to find).! T quickly go through their documents to make sure they have filled out answers to
the reading questions for the day, giving them 0-4 points depending on how they did.? For sake
of time, I only grade them based on attempt, not content.? If they attempted to answer all of the
questions (including answers such as “I’'m not sure how to do this one”), they get 4 points. For
half, they get 2. If they skip it, a big fat zero! You get the idea. When I have time, I do this before
class so I can also take a brief look at some of the answers to get a sense of how the class is doing
on the material.*

At the beginning of class, I pick a random® page from the reading that has exercises on it and
ask all of them to show me their book. If they attempted to answer all of the questions on the
page (both displayed pages), they get 4 points. If they tried some of them, they get 2 or 3. If they
forgot to do it, they get 0.

I count these attempts as part of their grade so that they have motivation to do it, but since
the grades should be fairly high on these, I do not want it to count for too much. I call this
category Activities or Preparation, and it is often worth 15-20% of their final grade. My exams and
homework are generally sufficiently difficult to compensate for the fact that many of the students
will have really high scores in this category.

If one had access to a grader, a nice slight modification would be to pick a handful of questions
to grade for content, and the rest for completion. That can work for both the exercises (they can
put select answers in their Google Doc, for instance) and the reading questions. On the other hand,
since answers to the exercises and reading questions are available in the book, I am not sure that
much is gained by grading these for content.

I spend the next part of class, and often the entire class, focusing on answering questions from
the exercises and reading questions that stumped them. I rarely lecture through material in this
course. I expect that they will learn the mundane parts (e.g. basic definitions) through reading,
and we can focus our time during class on the more complicated concepts and applying the ideas.

I have used this technique for over a decade and it seems to work well. In addition, most of my
students appreciate the way the textbook is written and how I use it since it forces them to do the

IThis could be done the old-fashioned way on pencil and paper, or by having them submit it via a CMS, but using
a Google Doc means that the deadline is flexible and they do not have to repeatedly turn their answers in since they
just prepend them to the document they have already shared with me.

2Why 0-4? Since 4 is even, they can get half credit. And 5 categories seems like a good number. The way I
usually assign grades, 0-2 would also work since very rarely do I give someone 1 or 3 points. But you do you.

3 think it is very important that students know when they are being graded on effort instead of outcome since I
never want them to get a sense that they did something correct based on the fact that I did not mark it down. I make
it very clear to my students that it is their responsibility to grade their own work and they need to ask questions if
they are uncertain about any of their answers.

4When my schedule allows me a free hour before class, I have the reading questions due an hour before class.
Other semester I have them due at midnight the night before or mid-morning to allow me time to look at them before
class.

’By “random” I really mean a page that is usually in the second half of the reading and has multiple questions
on it.
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reading (that they otherwise would skip doing) and they get useful feedback along the way. On the
other hand, they do mention that it is a lot of work—reading, answering exercises, and answering
reading questions takes a lot longer than just skimming, which is what many of them would likely
do otherwise. But in the end, they definitely seem to fall on the side of liking this approach.

Charles A. Cusack
June, 2024
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Preface

This book is an attempt to present some of the most important discrete mathematics concepts
to computer science students in the context of algorithms. I wrote it for use as a textbook for half
of a course on discrete mathematics and algorithms that we offer at Hope College. Since it was
written for use in this particular context, it is important to note that the course (and therefore
this book) has as a prerequisite what is typically referred to as CS2. Thus, it is assumed that the
reader has had one or more programming courses (the example code in the book is very much like
C++ or Java), has seen basic data structures (e.g. stacks, queues, linked lists, trees), has studied
the standard sorting algorithms (e.g. selection sort, bubble sort, insertion sort, Quicksort, and
merge sort), and has seen recursion (although that material is reviewed in the book). In addition,
it is assumed that the reader has seen the binary representation of integers. Finally, limits and
derivatives are used in a few sections in the chapter on algorithm analysis because I (and I think
many students) find it much easier to prove bounds using limits instead of the formal definitions,
assuming they have had calculus. Because the majority of our students have had calculus, I do not
review those concepts. I have found that even the students who have not had calculus can tackle
this material with a little extra help, especially given the fact that the derivatives and limits they
need to compute are pretty straightforward. Alternatively, that section can be skipped (although
it makes the next section on growth rates a bit more difficult to read in detail).

Some of the material is drawn from several open-source books by David Santos. Other material
is from handouts I have written and used over the years. I have extensively edited the material
from both sources, both for clarity and to emphasize the connections between the material and
algorithms where possible. I have also added a significant amount of new material. The format of
the material is also significantly different than it was in the original sources.

I should mention that I never met David Santos, who apparently died in 2011. I stumbled upon
his books in the summer of 2013 when I was searching for a discrete mathematics book to use in
a new course. When I discovered that I could adapt his material for my own use, I decided to do
so. Since clearly he has no knowledge of this book, he bears no responsibility for any of the edited
content. Any errors or omissions are therefore mine.

I appreciate any feedback you have. Please send any typos, formatting errors, other errors,
suggestions, etc., to cusack@hope.edu.

I would like to thank the following people for submitting feedback/errata (listed in no particular
order): Dan Zingaro, Mike Jipping, Steve Ratering, Victoria Gonda, Nathan Vance, Cole Watson,
Kalli Crandell, John Dood, James Cerone, Coty Franklin, Kyle Magnuson, Karl-Dieter Crisman,
Katie Brudos, Jonathan Senning, Matthew DeJongh, Julian Payne, Josiah Brouwer, Cole Bruns,
and probably several others I forgot to mention (sorry!). I would like to especially thank Lydia
Won for helping write/compile solutions for the reading comprehension questions.

Charles A. Cusack
May, 2019
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Note to Students

As the title of the book indicates, this is not a book that is just to be read. It was written so that
the reader interacts with the material. If you attempt to just read what is written and take no part
in the exercises that are embedded throughout, you will likely get very little out of it. Learning
needs to be active, not passive. The more active you are as you ‘read’ the book, the more you will
get out of it. That will translate to better learning. And it will also translate to a higher grade. So
whether you are motivated by learning (which is my hope) or merely by getting a certain grade,
your path will be the same—use this book as described below.

The content is presented in the following manner. First, concepts and definitions are given—
generally one at a time. Then one or more examples that illustrate the concept/definition will be
given. After that you will find one or more exercises of various kinds. This is where this book differs
from most. Instead of piling on more examples that you merely read and think you understand,
you will be asked to solve some for yourself so that you can be more confident that you really do
understand.

Some of the exercises are just called Ezercises. They are very similar to the examples, except
that you have to provide the solution. There are also Fill in the details which provide part of
the solution, but ask you to provide some of the details. The point of these is to help you think
about some of the finer details that you might otherwise miss. There are also Questions of various
kinds that get you thinking about the concepts. Finally, there are Fuvaluate exercises. These ask
you to look at solutions written by others and determine whether or not they are correct. More
precisely, your goal is to try to find as many errors in the solutions as you can. Usually there will
be one or more errors in each solution, but occasionally a correct solution will be given, so pay
careful attention to every detail. The point of these exercises is to help you see mistakes before
you make them. Many of these exercises are based on solutions from previous students, so they
often represent the common mistakes students make. Hopefully if you see someone else make these
mistakes, you will be less likely to make them yourself.

The point of the exercises is to get you thinking about and interacting with the material. As
you encounter these, you should write your solution in the space provided. After you have written
your solution, you should check your answer with the solution provided in the back of the book.
You will get the most out of them if you first do your best to give a complete solution on your own,
and then always check your solution with the one provided to make sure you did it correctly. If
yours is significantly different, make sure you determine whether or not the differences are just a
matter of choice or if there is something wrong with your solution.

If you get stuck on an exercise, you should re-read the previous material (definitions, examples,
etc.) and see if that helps. Then give it a little more thought. For Fill in the details questions,
sometimes reading what is past a blank will help you figure out what to put there. If you get really
stuck on an exercise, look up the solution and make sure you fully understand it. But don’t jump
to the solution too quickly or too often without giving an honest attempt at solving the exercise
yourself. When you do end up looking up a solution, you should always try to rewrite it in the
space provided in your own words. You should not just copy it word for word. You won’t learn as
much if you do that. Instead, do your best to fully understand the solution. Then, without looking
at the solution, try to re-solve the problem and write your solution in the space provided. Then
check the solution again to make sure you got it right.

It is highly recommended that you act as your own grader when you check your solutions. If
your solution is correct, put a big check mark in the margin. If there are just a few errors, use a

ix



different colored writing utensil to mark and fix your errors. If your solution is way off, cross it out
(just put a big ‘X’ through it) and write out your second attempt, using a separate sheet of paper if
necessary. If you couldn’t get very far without reading the solution, you should somehow indicate
that. So that you can track your errors, I highly recommend crossing out incorrect solutions (or
portions of solutions) instead of erasing them. Doing this will also allow you to look back and
determine how well you did as you were working through each chapter. It may also help you
determine how to spend your time as you study for exams.

This whole process will help you become better at evaluating your own work. This is important
because you should be confident in your answers, but only when they are correct. Grading yourself
will help you gain confidence when you are correct and help you quickly realize when you are not
correct so that you do not become confident about the wrong things. Another reason that grading
your solutions is important is so that when you go back to re-read any portion of the book, you
will know whether or not what you wrote was correct.

It is important that you read the solutions to the exercises after you attempt them, even if you
think your solution is correct. The solutions often provide further insight into the material and
should be regarded as part of any reading assignment given.

Make sure you read carefully. When you come upon an Fwvaluate exercise, do not mistake it
for an example. Doing so might lead you down the wrong path. Never consider the content of an
Evaluate exercise to be correct unless you have verified with the solution that it is really correct.
To be safe, when re-reading, always assume that the Fvaluate exercises are incorrect, and never use
them as a model for your own problem solving. To help you, we have tried to differentiate these
from other example and exercise types by using a different font.

There is an expectation that you are able to solve every exercise on your own. (Note that I
am talking about the exercises embedded into the chapters, not the homework problems at the
end of each chapter.) If there are exercises that you are unable to complete, you need to get them
cleared up immediately. This might mean asking about them in class, going to see the professor or
a teaching assistant, and/or going to a help center/tutor. Whatever it takes, make sure you have
a clear understanding of how to solve all of them.

Every chapter ends with two sections called Reading Comprehension Questions and Problems.
The Problems sections are exactly what they sound like—a list of problems suitable for working on
in class or given as homework assignments.

All of the Reading Comprehension Questions should be attempted after you have finished read-
ing each section (including completing all of the exercises). They are sort of the final check of your
comprehension of the material before you move on to solving homework problems. Although some
of these questions are similar to the exercises in the sections, others are more conceptual in nature.
The majority of them are not meant to be difficult, but rather to test whether you really understand
the material from the section as whole. These can be used as a starting point for class discussion,
so be sure to ask about those that you have trouble completing and/or are unsure about.

Space is not given in the book for solutions to the Reading Comprehension Questions, so write
your answers on paper or use a Google Doc or other typesetting software to record your solutions.
(In my classes I have students share a Google Doc with me in which they place their answers to
these questions, adding the most recent answers at the top of the document to make it easier to
find their recent answers. When questions can’t easily be done in a Google Doc, they write their
solution on paper, scan or take a picture of it, and include the picture in their Google Doc.)

Solutions to the Reading Comprehension Questions are available in the back of the book. As
with the exercises throughout the book, it is highly recommended that you check your answers and
grade your own work, crossing out your solution when you were incorrect (instead of erasing/deleting
it) and replacing it with the correct solution.



Chapter 0: Motivation

The purpose of a discrete mathematics course in the computer science curriculum is to give students
a foundation in some of the mathematical concepts that are foundational to computer science. By
“foundational,” we mean both that the field of computer science was built upon (some of) them
and that they are used to varying degrees in the study of the more advanced topics in computer
science.

Computer science students sometimes complain about taking a discrete mathematics course.
They do not understand the relevance of the material to the rest of the computer science curriculum
or to their future career. This can lead to lack of motivation. They also perceive the material to
be difficult.

To be honest, some of the topics are difficult. But the majority of the material is very acces-
sible to most students. One problem is that learning discrete mathematics takes effort, and when
something doesn’t sink in instantly, some students give up too quickly. The perceived difficulty
together with a lack of motivation can lead to lack of effort, which almost always leads to failure.
Even when students expend effort to learn, they can let their perceptions get the best of them. If
someone believes something is hard or that they can’t do it, it often leads to self-fulfilling prophecy.
This is perhaps human nature. On the other hand, if someone believes that they can learn the
material and solve the problems, chances are they will. The bottom line is that a positive attitude
can go a long way.

This book was written in order to ensure that the student has to expend effort while reading it.
The idea is that if you are allowed to simply read but not required to interact with the material,
you can easily read a chapter and get nothing out. For instance, your brain can go on ‘autopilot’
when something doesn’t sink in and you might get nothing out of the remainder of your time
reading. By requiring you to solve problems and answer questions as you read, your brain is forced
to stay engaged with the material. In addition, when you incorrectly solve a problem, you know
immediately, giving you a chance to figure out what the mistake was and correct it before moving
on to the next topic. When you correctly solve a problem, your confidence increases. We strongly
believe that this feature will go a long way to help you more quickly and thoroughly learn the
material, assuming you use the book as instructed.

What about the problem of relevance? In other words, what is the connection between discrete
mathematics and other computer science topics? There are several reasons that this connection
is unclear to students. First, we don’t always do a very good job of making the connection clear.
We teach a certain set of topics because it is the set of topics that has always been taught in
such a course. We don’t always think about the connection ourselves, and it is easy to forget that
this connection is incredibly important to students. Without it, students can suffer from a lack of
motivation to learn the material.

The second reason the connection is unclear is because one of the goals of such a course is
simply to help students to be able to think mathematically. As they continue in their education
and career, they will most certainly use some of the concepts they learn, yet they may be totally
unaware of the fact that some of their thoughts and ideas are based on what they learned in a
discrete mathematics course. Thus, although the students gain a benefit from the course, it is
essentially impossible to convince them of this during the course.

The third reason that the connection is unclear is that given the time constraints, it is impossible
to provide all of the foundational mathematics that is relevant to the advanced computer science
courses and make the connection to those advanced topics clear. Making these connections would



2 Chapter 0

require an in-depth discussions of the advanced topics. The connections are generally made, either
implicitly or explicitly, in the courses in which the material is needed.

This book attempts to address this problem by making connections to one set of advanced
topics—the design and analysis of algorithms. This is an ideal application of the discrete mathematics
topics since many of them are used in the design and analysis of algorithms. We also do not have to
go out of our way too far to provide the necessary background, as we would if we attempted to make
connections to topics such as networking, operating systems, architecture, artificial intelligence,
database, or any number of other advanced topics. As already mentioned, the necessary connections
to those topics will be made when you take courses that focus on those topics.

The goal of the rest of this chapter is to further motivate you to want to learn the topics that
will be presented in this book. We hope that after reading it you will be more motivated. For
some students, the topics are interesting enough on their own, whether or not they can be applied
elsewhere. For others, this is not the case. One way or another, you must find motivation to learn
this material.

0.1 Some Problems

In this section we present a number of problems for you to attempt to solve. You should make an
honest attempt to solve each. We suspect that most readers will be able to solve at most a few
of them, and even then will probably not use the most straightforward techniques. On the other
hand, after you have finished this book you should be able to solve most, if not all of them, with
little difficulty.

There are two main reasons we present these problems to you now. First, we hope they help you
gauge your learning. That is, we hope that you do experience difficulty trying to to solve them now,
but that when you revisit them later, they will seem much easier. Second, we hope they provide
some motivation for you to learn the content. Although all of these problems may not interest you,
we hope that you are intrigued by at least some of them.

Problem A: The following algorithm supposedly computes the sum of the first n integers. Does
it work properly? If it does not work, explain the problem and fix it.

sumlToN(int n) {
return n + sumlToN(n-1);

}

Problem B: The Mega Millions lottery involves picking five different numbers from 1 to 56, and
one number from 1 to 46. I purchased a ticket last week and was surprised when none of my
six numbers matched. Should I have been surprised? What are the chances that a randomly
selected ticket will match none of the numbers?

Problem C: I programmed an algorithm recently to solve an interesting problem. The input is an
array of size n. When n = 1, it took 1 second to run. When n = 2, it took 7 seconds. When
n = 3, it took 19 seconds. When n = 4, it took 43 seconds. Assume this pattern continues.

(a) How large of an array can I run the algorithm on in less than 24 hours?
(b) How large can n be if I can wait a year for the answer?
Problem D: Is the following a reasonable implementation of the QUICKSORT algorithms? In other

words, is it correct, and is it efficient? (Notice that the only difference between this and the
standard algorithm is that this one is implemented on a LinkedList rather than an array.)
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Quicksort(LinkedList A,int 1,int r) {
if(r > 1) {
int p = RPartition(A,l,r);
Quicksort(A,l,p-1);
Quicksort(A,p+l,r);

}

int RPartition(LinkedList A,int 1,int r) {
int piv=1+(rand () %(r-1+1));
swap(A,l,piv);
int i = 1+1;
int j = r;
while (1) {
while (A.get(i) <= A.get(l) && i<r)
i++;
while (A.get(j) >= A.get(1l) && j>1)
j=—=s
if (i >= j) {
swap(A,j,1);
return j;
} else {
swap(A,i,j);
}

}

void swap(LinkedList A, index i, index j) {
int temp = A.get(i);
A.set(i,A.get(j));
A.set(j,temp);

}

Problem E: Ihave an algorithm that takes two inputs, n and m. The algorithm treats n differently
when it is less than zero, between zero and 10, and greater than 10. It treats m differently
based on whether or not it is even. I want to write some test code to make sure the algorithm
works properly for all possible inputs. What pairs (n,m) should I test? Do these tests
guarantee correctness? Explain.

Problem F: Can the following code be simplified? If so, give equivalent code that is as simple as

possible.
if ((!'x.size() <=0 && x.get(0) !'= 11) || x.size() > 0)
{
if (I (x.get(0)==11 && (x.size() > 13 || x.size() < 13))
&& (x.size() > 0 || x.size() == 13))
{
//do something
}
}

Problem G: In how many ways may we write the number 19 as the sum of three positive integer
summands? Here order counts, so, for example, 1 + 17 4+ 1 is to be regarded different from
17+1+1.
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Problem H: Consider the stoogeSort algorithm given here:

void stoogeSort(int[] A,int L,int R){
if (R<=L) { // Array has at most one element so it is sorted
return;

}

if CA[RI<A[L]) {
int temp = A[L]; // Swap first and last element
A[L] = A[R]; // if they are out of order
A[R] = temp;

}

if (R-L>1){ // If the 1list has at least 3 elements
int third=(R-L+1)/3;
stoogeSort(A,L,R-third); // Sort first two-thirds
stoogeSort(A,L+third,R); // Sort last two-thirds
stoogeSort(A,L,R-third); // Sort first two-thirds again

}

(a) Does stoogeSort correctly sort an array of integers?

(b) Is stoogeSort a good sorting algorithm? Specifically, how long does it take, and how
does it compare to other sorting algorithms?

Problem I: A cryptosystem was recently proposed. One of the parameters of the cryptosystem
is a nonnegative integer n, the meaning of which is unimportant here. What is important is
that someone has proven that the system is insecure for a given n if there is more than one
integer m such that 2-m <n <2.(m+1).

(a) For what value(s) of n, if any, can you prove or disprove that there is more than one
integer m such that 2-m <n <2-(m+1)?

(b) Given your answer to (a), does this prove that the cryptosystem is either secure or
insecure? Explain.

Problem J: A certain algorithm takes a positive integer, n, as input. The first thing the algorithm
does is set n = n mod 5. It then uses the value of n to do further computations. One friend
claims that you can fully test the algorithm using just the inputs 1, 2, 3, 4, and 5. Another
friend claims that the inputs 29, 17, 38, 55, and 6 will work just as well. A third friend
responds with “then why not just use 50, 55, 60, 65, and 70?7 Those should work just as
well as your stupid lists.” A fourth friend claims that you need many more test cases to be
certain. A fifth friend says that you can never be certain no matter how many test cases you
use. Which friend or friends is correct? Explain.

Problem K: Write an algorithm to swap two integers without using any extra storage. (That is,
you can’t use any temporary variables.)

Problem L: You are at a party with some friends and one of them claims “I just did a quick count,
and it turns out that at this party, there are an odd number of people who have shaken hands
with an odd number of other people.” Can you prove or disprove that this friend is correct?

Problem M: Recall the Fibonacci sequence, defined by the recurrence relation
0 if n=0
=<1 if n=1
o1+ fae ifn>1
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Sof2:17f3:27f4:37f5:57f6:876tc'

(a) One friend claims that the following algorithm is an elegant and efficient way to compute
In-
int Fibonacci(int n) {
if(n <= 1) {
return (n) ;
} else {
return(Fibonacci(n-1)+Fibonacci(n-2));
}
}

Is he right? Explain.

(b) Another friend claims that he has an algorithm that computes f, that takes constant
time—that is, no matter how large n is, it always takes the same amount of time to
computer f,. Is it possible that he has such an algorithm? Explain.

Problem N: You need to settle an argument between your boss (who can fire you) and your
professor (who can fail you). They are trying to decide who to invite to the Young Accountants
Volleyball League. They want to invite freshmen who are studying accounting and are over
6 feet tall. They have a list of everyone they could potentially invite.

1. Your boss says they should make a list of all freshmen, a list of all accounting majors,
and a list of everyone over 6 feet tall. They should then combine the lists (removing
duplicates) and invite those on the combined list.

2. Your professor says they should make a list of everyone who is not a freshman, a list
of anyone who does not do accounting, and a list of everyone who is 6 feet tall or less.
They should make a fourth list that contains everyone who is on all three of the prior
lists. Finally, they should remove from the original list everyone on this fourth list, and
invite the remaining students.

Who is correct? Explain.
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Chapter 1: Logic
1.1 Propositional Logic

1.1.1 Basic Definitions

Definition 1.1. A boolean proposition (or simply proposition) is a statement which is
either true or false (sometimes abbreviated as T or F). We call this the truth value of the
proposition.

Whether the statement is obviously true or false does not enter into the definition. One only needs
to know that its certainty can be established.

Example 1.2. The following are propositions and their truth values, if known:
(a) 7% =49. (true)
(b) 5> 6. (false)

c) If p is a prime then p is odd. (false)

(
(d) There exists infinitely many primes which are the sum of a square and 1. (unknown)

)
)
)
)
(e) Dr. Cusack is the Pope. (false)
(f)

f) Every even integer greater than 6 is the sum of two distinct primes. (unknown)

Note: Next you will see the first of many Exercises. These give you an opportunity to solve
a problem from start to finish and then check your answer with the solution provided. It is
important that you try each of these on your own before looking at the solution. You will not
get as much out of the book if you skip these or jump straight to the answer without trying them
yourself.

wExercise 1.3. Give the truth value of each of the following statements.
(a) 0=1

(b) 17 is an integer.

(c) In 1999, it was possible to buy a red Swingline stapler.
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Note: Did you notice the x in the heading of the previous example? This indicates that a
solution is provided. If you are reading the PDEF file, clicking on the * will take you to the
solution. Clicking on the number in the solution will take you back.

If you are reading the PDF, go to the back of the book to find the solutions.

Example 1.4. The following are not propositions, since it is impossible to assign a true or
false value to them.

a) Whenever I shampoo my camel.

(
(b

Sit on a potato pan, Otis!

)
)
(¢) What I am is what I am, are you what you are or what?
(d) z=2+1.

)

(e) This sentence is false.

wExercise 1.5. For each of the following statements, state whether it is true, false, or not a
proposition.

(a) i can has cheezburger?

(b) “Psych” was one of the best shows on TV when it was on the air.

(c) I know, right?

(d) This is a proposition.

(e) This is not a proposition.

1.1.2 Compound Propositions

Definition 1.6. A logical operator is used to combine one or more propositions to form a
new one. A proposition formed in this way is called a compound proposition. We call the
propositions used to form a compound proposition variables for reasons that should become
evident shortly.

Next we will discuss the most common logical operators. Because one of the applications of
logic we will be concerned about is algorithms and programming, when we introduce notation we
will also mention equivalent notations used in several common programming languages. For each
of the following definitions, assume p and ¢ are propositions.
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Definition 1.7. The negation (or NOT) of p, denoted by —p is the proposition ‘it is not
the case that p”. —p is true when p is false, and vice-versa. Other notations include p, ~ p,
and !p. Many programming languages use the last one.

Example 1.8. If p is “x < 07, then —p is “It is not the case that x < 0,” or “z > 0.”

Note: The next example is the first of many Fill in the details exercises in which you need
to supply some of the details. After you have filled in the blanks, compare your answers with
the solutions. The answers are often given with semicolons (;) separating the blanks.

* Fill in the details 1.9. Let p be the proposition “I am learning discrete mathematics.”

Then —p is the proposition

The truth value of —p is

Definition 1.10. The conjunction (or AND) of p and q, denoted by pAq, is the proposition
“p and q”. The conjunction of p and q is true when p and q are both true and false otherwise.
Many programming languages use && for conjunction.

Example 1.11. Let p be the proposition “x > 0” and ¢ be the proposition “z < 10.” Then
p A q is the proposition “z > 0 and =z < 10,” or “0 < z < 10.”

Example 1.12. Let p be the proposition “z < 0” and ¢ be the proposition “x > 10.” Then
p A q is the proposition “z < 0 and = > 10.”

Notice that p A q is always false since if z < 0, clearly x % 10. But don’t confuse the
proposition with its truth value. When you see the statement ‘p A ¢ is “z < 0 and z > 10"’
and ‘p A ¢ is false,” these are saying two different things. The first one is telling us what the
proposition is. The second one is telling us its truth value. ‘p A ¢ is false’ is just a shorthand
for saying ‘p A g has truth value false.’

% Fill in the details 1.13. If p is the proposition “I like cake,” and ¢ is the proposition “I

like ice cream,” then p A g is the proposition

1

Definition 1.14. The disjunction (or OR) of p and q, denoted by pV q, is the proposition “p
or q”. The disjunction of p and q is false when both p and q are false and true otherwise. Put
another way, if p is true, q is true, or both are true, the disjunction is true. Many programming
languages use || for disjunction.
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Example 1.15. Let p be the proposition “x < 5” and ¢ be the proposition “xz > 15.” Then pVgq
is the proposition “z < 5 or z > 15.” In a Java/C/C++ program, it would be “x<5 || x>15.”

* Fill in the details 1.16. Let p be the proposition “x > 0” and ¢ be the proposition

“r < 10.” Then pV q is the proposition

Notice that p V ¢ is always since it is if x > 0, and if z ¥ 0,

then clearly , S0 it is then as well.

* Exercise 1.17. Let p be “Jill is tall,” and ¢ be “Jill is smart.” Express each of the following
propositions in English.

(a) —pis

(b) pVvqis

(c) pAqis

(d) pA-gis

(e) ~(pAq)is

Definition 1.18. The exclusive or (or XOR) of p and q, denoted by p@q, is the proposition
“p is true or q is true, but not both”. The exclusive or of p and q is true when exactly
one of p or q is true. Put another way, the exclusive or of p and q is true iff p and q have
different truth values.

Example 1.19. Let p be the proposition “x > 10” and ¢ be the proposition “z < 20.” Then
p @ q is the proposition “x > 10 or z < 20, but not both.”

Note: Notice that V is an inclusive or, meaning that it is true if both are true, whereas &
is an exclusive or, meaning it is false if both are true. The difference between V and & is
complicated by the fact that in English, the word “or” to can mean either of these depending on
context. For instance, if your mother tells you “you can have cake or ice cream” she is likely
using the exclusive or, whereas a prerequisite of “Math 110 or demonstrated competency with
algebra” clearly has the inclusive or in mind.
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XOR for each.

()

% Exercise 1.20. For each of the following, is the or inclusive or exclusive? Answer OR or

The special includes your choice of a salad or fries.

The list is empty or the first element is zero.

The first list is empty or the second list is empty.

You need to take probability or statistics before taking this class.

You can get credit for either Math 111 or Math 222.

Answer

% Exercise 1.21. Let p be “list 1 is empty” and ¢ be “list 2 is empty.” Explain the difference
in meaning between pV ¢ and p P q.

Note: The Question examples are similar to the Evaluate ones except that they ask a specific
question. Write down your answer in the space provided and then compare your answer with
the one in the solutions.

Answer

* Question 1.22. Let p be the proposition “x < 5” and ¢ be the proposition “x > 15.”

(a) Do the statements p V ¢ and p ® ¢ mean the same thing? Explain.

Answer

(b) Practically speaking, are p V ¢ and p @ ¢q the same? Explain.
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XOR is not used as often as AND and OR in logical expressions in programs. Some languages
have an XOR operator and some do not. The issue gets blurry because some languages, like Java,
have an explicit Boolean type, while others, like C and C++, do not. All of these languages have
a bitwise XOR operator, but this is not the same thing as a logical XOR operator. We will return
to this topic later. In the next section we will see how to implement @ using V, A, and —.

Definition 1.23. The conditional statement (or implies or implication) involving p and
q, denoted by p — q, is the proposition ‘if p, then q”. It is false when p is true and q is
false, and true otherwise. In the statement p — q, we call p the premise (or hypothesis or
antecedent ) and q the conclusion (or consequence).

Example 1.24. Let p be “you earn at least 94%,” and g be “you will receive an A.” Then
p — q is the proposition “If you earn at least 94%, then you will receive an A.”

It is important to realize that p — ¢ and ¢ — p are not always equivalent.

Example 1.25. Let p be “you earn at least 94%,” and ¢ be “you will receive an A.” Then
p — q is the proposition “If you earn at least 94%, then you will receive an A,” and ¢ — p
is the proposition “If you receive an A, then you earned at least 94%.” Although they may
sound equivalent, they are not. Consider the possibility that it is true that receiving at least
93% results in an A. Then p — ¢ is true, but ¢ — p is false.

* Question 1.26. Assume that the proposition “If you earn at least 94% in this class, then
you will receive an A” is true.

(a) What grade will you get if you earn 94%? Explain.

Answer

(b) If you receive an A, did you earn at least 94%7 Explain.

Answer

(c¢) If you don’t earn 94%, does that mean you didn’t get an A7 Explain.

Answer

Example 1.27. Translating between an English sentence and a mathematical expression can
sometimes be tricky with conditional statements. Again, let p be “you earn at least 94%,” and
q be “you will receive an A.” Then the sentence “You will receive an A whenever you earn at
least 94%” is p — ¢, and not g — p since it is expressing the same idea as the sentence “If you
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earn at least 94%, you will receive an A.”

Note: The conditional statement is by far the one that is the most difficult to get a handle
on for at least two reasons. First, the conditional statement p — q is not saying anything about
p or q by themselves. It is only saying that if p is true, then q has to also be true. It doesn’t say
anything about the case that p is not true. This brings us to the second reason. Should F' — T
be true or false? Although it seems counterintuitive to some, it should be true. Again, p — q
is telling us about the value of q¢ when p is true (i.e., if p is true, the ¢ must be true). What
does it tell us if p is false? Nothing. As strange as it might seem, when p is false, the whole
statement is true regardless of the truth value of q.

If you are still confused, you can simply fall back on the formal definition: p — q is false
when p is true and q is false, and is true otherwise. In other words, if interpreting
p — q as the English sentence “p implies q” is more harmful than helpful in understanding the
concept, don’t worry about why it doesn’t make sense and just remember the definition.®

“Tn mathematics, terms are usually chosen so they make sense immediately. Sometimes this is not possible
(if the concept is very complicated or it doesn’t relate to anything familiar). Sometimes a term is poorly defined
but the definition sticks because of prior use. Sometimes it makes sense to some people and not to others,
probably based on a person’s background. I think this last possibility may be the reason in this case.

We will learn more about the conditional statements and statements related to it in the chapter
on proofs where it is particularly relevant.

Definition 1.28. The biconditional statement involving p and q, denoted by p <> q, is the
proposition “p if and only if q” (or abbreviated as “p iff q”). It is true when p and q have
the same truth value, and false otherwise.

Example 1.29. Let p be “you earn at least 94%,” and ¢ be “you receive an A.” Then p <> ¢
is the proposition “You earn at least 94% if and only if you receive an A.”

% Question 1.30. Assume that the proposition “You will receive an A if and only if you earn
at least 94%” is true.

(a) What grade will you get if you earn 94%?

Answer

(b) If you receive an A, did you earn at least 94%7?

Answer

(c) If you don’t earn at least 94%, does that mean you didn’t get an A?

Answer

Now let’s bring all of these operations together with a few more examples.
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Example 1.31. Let a be the proposition “I will eat my socks,” b be “It is snowing,” and ¢ be
“I will go jogging.” Here are some compound propositions involving a, b, and ¢, written using

these variables and operators and in English.
‘ With Variables/Operators ‘ In English ‘

(bv-b) —c Whether or not it is snowing, I will go jogging.
b— —c If it is snowing, I will not go jogging.
b— (a N —c) If it is snowing, I will eat my socks, but I will not go jogging.
a$c When I eat my socks I go jogging, and when I go jogging I
eat my socks.
or I eat my socks if and only if I go jogging.

* Fill in the details 1.32. Let p be the proposition “Iron Man is on TV,” ¢ be “I will
watch Iron Man,” and r be “I own Iron Man on DVD.” Fill in the missing information in the

following table.
| With Variables/Operators | In English ‘

p—q

If T don’t own Iron Man on DVD and it is on TV, I will
watch it.

pAT A —q

I will watch Iron Man every time it is on TV, and that is
the only time I watch it.

I will watch Iron Man if I own the DVD.

1.1.3 Truth Tables
Sometimes we will find it useful to think of compound propositions in terms of truth tables.
Definition 1.33. A truth table is a table that shows the truth value of a compound proposition

for all possible combinations of truth assignments to the variables in the proposition. If there
are n variables, the truth table will have 2™ rows.

The truth table for — is given in Table 1.1 and the truth tables for all

of the other operators we just defined are given in Table 1.2. In the p | P
latter table, the first two columns are the possible values of the two T\ F
variables, and the last 5 columns are the values for each of the two- F T
variable compound propositions we just defined for the given inputs. Table 1.1:

Truth table for —
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p q|(rhg | (Ve | pDag|p—q) | (p&q)
T T T T F T T
T F F T T F F
F T F T T T F
F F F F F T T

Table 1.2: Truth tables for the two-variable operators

Example 1.34. Construct the truth table of the proposition a V (=b A ¢).

Solution: Since there are three variables, the truth table will have 22 = 8 rows.
Here is the truth table, with several helpful intermediate columns.

-bAc | aV(=bAc)

oy NN N Ne
SRR R R
TSN N
NN ENS T Td
N
NN NN

Note: Notice that there are several columns in the truth table besides the columns for the
variables and the column for the proposition we are interested in. These are “helper” or “in-
termediate” columns (those are not official definitions). Their purpose is simply to help us

compute the final column more easily and without (hopefully) making any mistakes.

* Exercise 1.35. Construct the truth table for (p — ¢) A q.

[p—=a]lp—=q) Aq]

B Bes|Ran|HanikS

q
T
F
T
F

Note: As long as all possible values of the variables are included, the order of the rows of a
truth table does not matter. However, by convention one of two orderings is usually used. Since
there is an interesting connection to the binary representation of numbers, let’s take a closer
look at this connection in the next example.

Example 1.36 (Ordering the rows of a Truth Table). Notice that the values of the variables
can be used to construct an index for each row. We can do this by thinking of each T as a 1
and each F as a 0, and treating the columns as a binary number. The rows will then be listed
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either in order or (more commonly) in reverse order. For instance, if there are three variables,
we can think of it as shown in the following table.

index

£ Tes Bes Bes Mo M e B | =
HRNNTY NN
5> e Mo Hie> B B | Y
CoO 0O R = KF M
OO MR OO R M
OO R OROR
O N WA UOD

This is the ordering you should follow so that you can easily check your answers with those in
the solutions. It also makes grading your homework easier.

There is also a way of thinking about this recursively. Given an ordering for a table with
n variables, we can compute an ordering for a table with n + 1 variables as follows. Make two
copies of the columns corresponding to the n variables, appending a T to the beginning of the
first copy, and an F to the beginning of the second copy.

* Exercise 1.37. Construct the truth table of the proposition (a V =b) A ¢. You’re on your
own this time to supply all of the details.

1.1.4 Precedence Rules

Consider the compound proposition aVV —bAc. Should this be interpreted as aV (=bAc), (aV—b)Ac,
or even possibly aV—(bAc¢)? Does it even matter? You already know that 3+ (4%5) # (3+4) %5,
so it should not surprise you that where you put the parentheses in logical expressions matters,
too. In fact, Example 1.34 gives the truth table for one of these and you just computed the truth
table for another one in Exercise 1.37. If you compare them, you will see that they are not the
same. The third interpretation is also different from both of these.
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To correctly interpret compound propositions, the operators have an order of precedence. The
order is =, A, @, V, —, and <. Also, — has right-to-left associativity, all other operators listed
have left-to-right associativity. Based on these rules, the correct way to interpret a V —b A ¢ is
aV ((=b) A c).

It is important to know the precedence rules for the logical operators (or at least be able to
look it up) so you can properly interpret complex logical expressions. However, I generally prefer
to always use enough parentheses to make it immediately clear, especially when I am writing code.
It isn’t difficult to remember that — is first (that is, it always applies to what is immediately after
it) so sometimes I don’t use parentheses for it.

Example 1.38. According to the precedence rules, ma — a V b should be interpreted as
(ma) — (aVb).

Example 1.39. According to the precedence rules, a A =b — ¢ should be interpreted as
(a A (—b)) — c.

% Exercise 1.40. According to the precedence rules, how should a A bV ¢ be interpreted?

Answer

* Question 1.41. Are (a Ab) Vcand a A (bV c¢) equivalent? Prove your answer.

Answer

Note: The next example is an Evaluate exercise. These exercises give a problem and then
provide one or more solutions to the problem based on previous student solutions. Your job is to
evaluate each solution by finding any mistakes. Mistakes include not only incorrect algebra and
logic, but also unclear presentation, skipped steps, incorrect assumptions, over-simplification,
etc. When you come across these examples you should write down every error you can find.
Once you are pretty sure you know all of the problems (if there are any), compare your evalu-
ation to the one given in the solutions. Note that sometimes the given solutions are correct!

% Evaluate 1.42. According to the associativity rules, how should a — b — ¢ be interpreted?

Solution: Ht should Be interpreted as (a8 — B) — ¢. However, a — (B — Q)
is equivalent, so it really doesnt matter.

Evaluation
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1.2 Propositional Equivalence

We have already informally discussed two propositions being equivalent. In this section, we will
formally develop the notion of what it means for two propositions to be equivalent (or, more
formally, logically equivalent). We will also provide you with a list of the most important logical
equivalences, along with some examples of some that aren’t necessarily as important, but make
interesting examples. But first, we need some new terminology.

Definition 1.43. A proposition that is always true is called o tautology. One that is always
false is a contradiction. Finally, one that is neither of these is called a contingency.

Example 1.44. Assume that x is a real number.

(a) The proposition “x < 0” is a contingency since its truth depends on the value of z.
e proposition “z® < 0” is a contradiction since it is false no matter what x is.

b) Th ition “z% < 07 i tradiction since it is fal tter what z i

(c) The proposition “z? > 07 is a tautology since it is true no matter what z is.

* Fill in the details 1.45. State whether each of the following propositions is a tautology,
contradiction, or contingency. Give a brief justification.

(a) pV-pisa since either p or —p has to be true.
(b) pA—pisa since
(¢c) pVgisa since

We will cover proofs more formally later, but for now we will informally introduce two proof
techniques involving propositional logic. To prove something is a tautology, one must prove that
it is always true. One way to do this is to show that the proposition is true for every row of the
truth table. Another way is to argue (without using a truth table) that the proposition is always
true, often using a proof by cases. This is exactly what it sounds like: consider every possibility,
and show that in all cases we get true.

Example 1.46. Prove that p V —p is a tautology.
Here are several proofs.

Proof 1: Since every row in the following truth table for p vV —p is T, it is a tautology.

p|p|pVp
T\ F T
P\ T T

Proof 2: By definition of disjunction, if p is true, then pV —p is true. On the other hand,
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if p is false, —p is true. In this case, p VvV —p is still true, again by definition of disjunction.
Since p V —p is true regardless of the value of p, it is a tautology.

* Evaluate 1.47. Prove that [p A (p — ¢q)] — ¢ is a tautology.

Proo#t |:
Plallp—ma|lpPAP—=a) |PAP @)= @
T T T T T
T|F F F T
F|T T F T
F|F T F T
Evaluation

Proo$ 2: One way to show that PA(P - @) — @ is indeed a tautoloay is By
£illing out a truth taele, as follows:

Pl @llPmalPAP—=&)  PAP—=Q)— @
T T T T T
TIF F F T
F|T T F T
F|IF T F T

Since they all return true for pA (P — Q) — @, this proves that it is a
tautoloay.

Evaluation

Proot 3: One way to prove that this is a tautoloay is tO make a couple of
assumptions. First, since we know that for any statement x — y where y is
true, then x can Be either true or false. SO let us assume that @ is false
for this case. From the left side of the statement, if p is true, we would
have true and (true implies false), which is false, thus we would have false
implies false, which is true, and i p is false, then we would have false and
(false implies true), which comes out false. So in BOth cases where Q is false,
the statement equals out to false ivplies false, which is true, thus all four
cases are true, thereey provina that p A (P = @) — @ is a tautoloay.

Evaluation
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Proo#f 4+: Since an implication can only Be false when the premise is true and
the conclusion is false, we only need to prove that this cant happen. So let’s
assume that PAKP — Q) is true But that @ is false. Since pA(P — Q) is true, p
is true and P — Q@ is true (By definition of conjunction). But if p is true and
Q is false, p — @ is false. This is a contradiction, so it must e the case that
our assumption that pA(P — Q) is true But that a is false is incorrect. Since
that was the only possigle way for p A (P — Q) — @ tO Be false, it cannot Be
false. Therefore it is a tautoloay.

Evaluation

Proot S: Because 'merica.

Evaluation

Now we are ready to move on to the main topic of this section.

Definition 1.48. Let p and g be propositions. Then p and q are said to be logically equiv-
alent if p <> q is a tautology. An alternative (but equivalent) definition is that p and q are
equivalent if they have the same truth table. That is, if they have the same truth value for all
assignments of truth values to the variables.

When p and q are equivalent, we write p = q. An alternative notation is p = q.

Note: p = q is not a compound proposition. Rather it is a statement about the relationship
between two propositions.

There are many logical equivalences (or identities/rules/laws) that come in handy when working
with compound propositions. Many of them (e.g. commutative, associative, distributive) will
resemble the arithmetic laws you learned in grade school. Others are very different. The most
common ones are given in Table 1.3.

We will provide proofs of some of these so you can get the hang of how to prove propositions
are equivalent. One method is to demonstrate that the propositions have the same truth tables.
That is, they have the same value on every row of the truth table. But just drawing a truth table
isn’t enough. A statement like “since p and ¢ have the same truth table, p = ¢” is necessary to
make a connection between the truth table and the equivalence of the propositions. Let’s see a few
examples.
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‘ Name ‘ FEquivalence
commutativity | pVqg=qVDp
pPAG=qADp
associativity pV(gVvr)=(pVq Vr
pPA(gAT)=(@AG AT
distributive pA(gVr)=((@PAq V(pAT)
pV(gAT)=(@VgA(pVr)
identity pVF=p
pAT =p
negation pV-p=T
pA-p=F
domination pVvT =T
pANF=F
idempotent pVp=p
PAP=Dp
double negation | =(—p) =p
DeMorgan's =(pVq)=-pA—q
~(pAg)=-pV—q
absorption pV(pAq)=p
pA(pVg =p

Table 1.3: Common Logical Equivalences

Example 1.49. Prove the double negation law: —(—p) = p.

Proof: The following is the truth table for p and —(—p).

p | p —(-p)
T F T
F| T F

Since the entries for both p and —(—p) are the same for every row, =(—p) =p. O

The two versions of De Morgan’s Law are among the most important propositional equivalences.
It is easy to make a mistake when trying to simplify expressions conditional statements, and a solid
understanding of De Morgan’s Laws goes a long way. Let’s take a look at them.

Example 1.50. Prove the first version of DeMorgan’s Law: =(pV ¢) = —p A —q

Proof: We can prove this by showing that both expression have the same truth
table. Below is the truth table for —(p V ¢) and —p A —¢ (the gray columns).

p q|pVqg| (Vg |Pp| 9| PAg
T T | T F F | F F
T F| T F F|T F
F T| T F T | F F
F F| F T T | T T

Since they are the same for every row of the table, =(pV q) = —p A —q. O
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* Exercise 1.51. Prove the second version of De Morgan’s Law: =(p A ¢) = —pV —gq.

Proof

pAqg| ~(pAq)| | —q|pVg

ESES M B | S
el e B | XS

Truth tables aren’t the only way to prove that two propositions are equivalent. You can also
use other equivalences. Let’s see an example.

Example 1.52. Prove the idempotent law p V p = p by using the other equivalences.

Proof: It is easier to prove backwards (p = p V p). We have

p = pVF (by identity)
= pV(pA-p) (by negation)
= (pVp)A(pV-p) (by distribution)
= (pVp)AT (by negation)
= pVp (by identity)

Thus, pV p = p. ]

% Fill in the details 1.53. Prove the idempotent law pAp = p by using the other equivalences.

Proof: Notice that

p = (by identity)

= (by negation)

= (by distributive)

= (by negation)

= pAp (by )

Thus, . O

Although it is helpful to specifically state which rules are being used at every step, it isn’t
always required.
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Example 1.54. Prove that (p Aq) V (p A —q) = p.

Proof: It is not too difficult to see that

PAQV(PA-q) =pA(qV—q) =pAT =p.

* Exercise 1.55. Use the other equivalences (not a truth table) to prove the Absorption laws.

(a) Prove that pV (p A q) = p.
Proof:

(b) Prove that p A (pV q) = p.
Proof:

One use of propositional equivalences is to simplify logical expressions.

Example 1.56. Simplify —(p V —q).

Solution: Using DeMorgan’s Law and double negation, we can see that
~(pV —g) =-pA=(g) =-pAg.

Table 1.4 contains some important identities involving —, <+, and @. Since these operators are
not always present in a programming language, identities that express them in terms of V, A, and
— are particularly important.



24 Chapter 1

p@qg=@Vqg N-(pAq) perqg=pP—=>q9AN(g—p)
p®g=@A-qQ)V(-pAq) | |pg=-p g

-(p®q)=pq peqg=@ANqV(pA-q)
p—q=-qg—p “(peq) =pe —q
p—q=-pVgq —(p=q) =pdg

Table 1.4: Logical equivalences involving —, <+, and &

wExercise 1.57. Let p be “x > 07, ¢ be “y > 0,” and r be “Exactly one of = or y is greater
than 0.”

(a) Express 7 in terms of p and ¢ using @ (and possibly —).

Answer

(b) Express r in terms of p and ¢ without using @.

Answer

Here is the proof of one of the identities from Table 1.4.

Example 1.58. Prove that p® g = (p A —q) V (—p A q).

Solution: It is straightforward to see that (p A =q) V (—p A q) is true if p is true
and q is false, or if p is false and ¢ is true, and false otherwise. Put another way,
it is true iff p and ¢ have different truth values. But this is the definition of p & q.
Thus, p@® q=(pA—q)V (—pAq).

The previous example demonstrates an important general principle. When proving identities (or
equations of any sort), sometimes it works best to start from the right hand side. More generally, it
is often best to start from the more complicated expression. Try to keep this in mind in the future.
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* Evaluate 1.59. Show that p <+ g and (p A q) V (=p A —q) are logically equivalent.

Proot |: p <> @ is true when p and @ are Both true, and so is (PAQ) V(-P A Q).
Therefore they are loaically equivalent.

Evaluation

Proo$ 2: They are roth true when p and @ are roOth true or soth false.
Therefore they are loaically equivalent.

Evaluation

Proos 3: Each of these is true precisely when p and @ are Both true.

Evaluation

Proos 4: Each of these is true when p and @ have the same truth value and
false otherwise, so they are eauivalent.

Evaluation

In the previous example, you should have noticed that just a subtle change in wording can be
the difference between a correct or incorrect proof. When writing proofs, remember to be very
precise in how you word things. You may know what you mean when you wrote something, but a
reader can only see what you actually wrote.
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1.3 Predicates and Quantifiers

Definition 1.60. A predicate or propositional function is a statement containing one or
more variables, whose truth or falsity depends on the value(s) assigned to the variable(s).

We have already seen predicates in previous examples. Let’s revisit one.

Example 1.61. In a previous example we saw that “z < 0” was a contingency, “z? < 0”7 was
a contradiction, and “z? > 0” was a tautology. Each of these is actually a predicate since until
we assign a value to x, they are not propositions.

Sometimes it is useful to write propositional functions using functional notation.

Example 1.62. Let P(z) be “z < 0”. Notice that until we assign some value to z, P(x) is
neither true nor false.

P(3) is the proposition “3 < 0,” which is false.

If we let Q(x) be “x? > 0,” then Q(3) is “3? > 0,” which is true.

Notice that both P(x) and “z < 0” are propositional functions. In other words, we don’t have
to use functional notation to represent a propositional function. Any statement that has a variable
in it is a propositional function, whether we label it or not.

% Exercise 1.63. Which of the following are propositional functions?

() 2?+22+1=0

(b) _ 324+2-3+1=0

(¢) ___ John Cusack was in movie M.

(d) ___ = is an even integer if and only if x = 2k for some integer k.

Definition 1.64. The symbol ¥V is the universal quantifier, and it is read as “for all”, “for
each”, “for every”, etc. For instance, Vx means “for all x”. When it precedes a statement, it
means that the statement is true for all values of x.

As the name suggests, the “all” refers to everything in the universe of discourse (or
domain of discourse, or simply domain), which is simply the set of objects to which the
current discussion relates.

Hopefully you recall that N is the set of natural numbers (i.e. {0,1,2,...}), Z is the set of
integers, and Z* is the set of positive integers (i.e. {1,2,3,...}). We will use these in some of the
following examples.
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Example 1.65. Let P(z)=“z < 0”. Then P(z) is a propositional function, and Yz P(x) means
“all values of = are negative.” If the domain is Z, Vo P(x) is false. However, if the domain is
negative integers, Vo P(x) is true.

Example 1.66. Express each of the following English sentences using the universal quantifier.
Don’t worry about whether or not the statements are true. Assume the domain is real numbers.

(a) The square of every number is non-negative.

(b) All numbers are positive.

Solution: (a) Va(2? > 0) (b) Vz(z > 0)

% Exercise 1.67. Express each of the following using the universal quantifier. Assume the
domain is Z.

(a) Two times any number is less than three times that number.

Answer

(b) n!is always less than n'.

Answer

Example 1.68. The expression Vz (22 > 0) means “for all values of x, 22 is non-negative”.

But what constitutes all values? In other words, what is the domain? In this case the most
logical possibilities are the integers or real numbers since it seems to be stating something
about numbers (rather than people, for example). In most situations the context should make
it clear what the domain is.

Example 1.69. The expression Vo > 0,2 > 0 means “for all positive values of z, 2% >
0.” There are several other ways of expressing this idea, but this one is probably the most
convenient. One alternative would be to restrict the domain to positive numbers and write it
as V(23 > 0). But sometimes you don’t want to or can’t restrict the domain.

Another way to express it is Va(z > 0 — 23 > 0).

wExercise 1.70. Use the universal quantifier to express the fact that the square of any integer
is not zero as long as the integer is not zero.

Answer
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Definition 1.71. The symbol 3 is the existential quantifier, and it is read as “there exists”,
“there is”, “for some”, etc. For instance, dx means “For some x”. When it precedes a
statement, it means that the statement is true for at least one value of x in the universe.

Example 1.72. Prove that Jz(y/z = 2) is true when the domain is the integers.

Proof. Notice that when = = 4, \/z = v/4 = 2, proving the statement. O

% Exercise 1.73. Express the sentence “Some integers are positive” using quantifiers. You
may assume the domain of the variable(s) is Z.

Answer

Sometimes you will see nested quantifiers. Let’s see a few examples.

Example 1.74. Use quantifiers to express the sentence “all positive numbers have a square
root,” where the domain is real numbers.

Solution: We can express this as V(z > 0)3Jy(y/z = y).

*Evaluate 1.75. Express the sentence “Some integers are even” using quantifiers. You may
assume the domain of the variable(s) is the integers.

Solution |1 Ix(x is even).

Evaluation

Solution 2: Ix(x/2 € 2.

Evaluation

Solution 3: Ixdy(x = 2y).

Evaluation

Example 1.76. Translate ¥V33 into English.

Solution: It means “for every upside-down A there exists a backwards E.” This is
a geeky math joke that might make sense if you paid attention in calculus (assuming
you ever took calculus, of course).
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% Exercise 1.77. Express the following statement using quantifiers: “Every integer can be
expressed as the sum of two squares.” Assume the domain for all three variables (did you
catch the hint?) is Z.

Answer

* Exercise 1.78. Find a predicate P(z,y) such that Vz3yP(x,y) and JyVzP(z,y) have dif-
ferent true values. Justify your answer. (Hint: Think simple. Will something like “z = y” or
“xr < y” work if you choose the appropriate domain?)

Answer:

Example 1.79. Let P(z)=“c < 0”. Then —VzP(x) means “it is not the case that all values
of x are negative.” Put more simply, it means “some value of x is not negative”, which we can
write as dx—P(z).

What we saw in the last example actually holds for any propositional function.

Theorem 1.80 (DeMorgan’s Laws for quantifiers). If P(z) is a propositional function, then
Ve P(x) = Jz—-P(x), and
—3JxP(z) = Vz—P(z).

Proof:  We will prove the first statement. The proof of the second is very similar.
Notice that —NxP(x) is true if and only if VaP(x) is false. Yz P(z) is false if and
only if there is at least one x for which P(x) is false. This is true if and only if
—P(x) is true for some x. But this is exactly the same thing as Jz—P(x), proving
the result. O
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Example 1.81. Negate the following expression, but simplify it so it does not contain the —
symbol.
VYn3am(2m = n)

Solution:

—“VYnam(2m =n) = In-3Im(2m =n)
= InVYm—(2m =n)
= InVYm(2m # n)

wExercise 1.82. Answer the following questions about the expression from Example 1.81,
assuming the domain is Z.

(a) Write the expression in English. You can start with a direct translation, but then smooth
it out as much as possible.

Answer

(b) Write the negation of the expression in English. State it as simply as possible.

Answer

(c) What is the truth value of the expression? Prove it.

Answer
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1.4 Normal Forms

Earlier we saw identities that express logical operators in terms of V, A, and —. It turns out that
even if there isn’t an identity that does it, there is a straightforward technique to convert any logical
expression into one only using V, A, and —. That is the topic of this section.

Specifically, we will introduce two standard forms that every boolean expression can be written
in: disjunctive normal form and conjunctive normal form. These form have connections to im-
portant areas of computer science including circuit design and minimization, artificial intelligence
algorithms, automated theorem proving, and the study of algorithm complexity. We begin with a
few necessary definitions.

Definition 1.83. A literal is a boolean variable or its negation.

Example 1.84. Let p, ¢, and r be boolean variables. Then p, —p, q, —q, r, and —r are all
literals.

On the other hand, pAgq, =p — ¢, and pAgAr are not literals because they include boolean
operations of two or more variables. In other words, none of them are a variable or the negation
of a variable.

% Exercise 1.85. Let p, ¢, and r be boolean variables. Which of the following are literals?
qVvrTr, D, ¢, pAGAT, " pPAG, T.

Answer

Definition 1.86. A conjunctive clause is a conjunction (AND) of one or more literals.

Example 1.87. Let p, ¢, and r be boolean variables. Then p AgAr, =pAr,and r A —g A p
are all conjunctive clauses.

—(p A q) is not a conjunctive clause because it has a negation that is applied to the con-
junction and not to just a variable. Other examples that are not conjunctive clauses are p Vv r,
pVgAr,psr,and pAgA(r@p).

Example 1.88. Literals are conjunctive clauses since they are a conjunction of a single variable.

This might sound weird because if you only have a single variable, there is nothing to “conjoin”

it to. But it is just like if someone asked to to add up all of the money in your pocket—if you

only have a single dollar, you will say you have one dollar, having “added up” the dollar.
Therefore, p, —p, q, —q, r, and —r are all conjunctive clauses.
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% Exercise 1.89. Let p, ¢, and r be boolean variables. Which of the following are conjunctive
clauses?
qgVvr,p, g, pANgAT, p—q, "pANg, T, T ApAg, q\/_‘ﬁp/\_‘(r/\Q)

Answer

Definition 1.90. A logical expression is in disjunctive normal form (DNF) (or sum-of-
products expansion) if it is expressed as a disjunction (OR) of conjunctive clauses.

Example 1.91. Let p, ¢, and r be boolean variables. Then the following are in disjunctive
normal form:

g (It is the disjunction of a single conjunctive clause that consists of just a literal.)

p A =g (It is the disjunction of a single conjunctive clause.)

p V =g (It is the disjunction of two conjunctive clauses, each of which is just a literal.)

(PAgAT)V (=pAT)
o pV(gA-p)V(rA-p)
o rANgADp
These are not in disjunctive normal form.
*p—q
e pA(qgVr)
pV—(riq)

® pV(gA—p)A(rV—q)

(P q)V(ghn-r)V-p

% Exercise 1.92. Let p, ¢, and r be boolean variables. Which of the following are in disjunctive
normal form?

D, gV T, qAT, pAgAT, (tp = q)V(gAT), 2(pA—q), T ApAg, —(pVq), pA(rAg),
A=)V (rAgV(ngAp), (pVr)A(rVa) A(=gVp), (pA-T)V (Tvq) (ﬁqu%
(PA-T)V(rAg)A(=gAp), (pA-T)V(rAg)V(-gApAT)

Answer
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Make sure you have a clear understanding of when an expression is and is not a literal, a
conjunctive clause, or in disjunctive normal form.

Now you understand what disjunctive normal form is and can recognize when an expression
is in this form. Next we describe how to convert any expression to an equivalent one that is in
disjunctive normal form. The procedure involves constructing a truth table for the expression. The
process is pretty straightforward once you get the hang of it, but it can be a little tricky at first so
pay careful attention!

Procedure 1.93. This will convert a boolean expression to disjunctive normal form.
1. Create a truth table for the expression.
2. Identify the rows having output T

3. For each such row, create a conjunctive clause that includes all of the variables which are
true on that row and the negation of all of the variables that are false.

4. Combine all of the conjunctive clauses by disjunctions.

Example 1.94. Express p ® ¢ in disjunctive normal form.

Solution: The truth table for p @ g is given to the right. The second and third
rows of the table are true, so we use those to construct the disjunctive normal form.

Pdg

The second row yields conjunctive clause p A =¢, and
the third row yields conjunctive clause —p A q. The
disjunction of these is (p A =q) V (=p A q).

Thus, p@ q=(pA—q)V (-pAq).

SRS kS
N TN
NN

The previous example is essentially just another proof of the identity that was proven in Ex-
ample 1.58.

% Exercise 1.95. Express p «» ¢ in disjunctive normal form.

D4

ESEs lias B IS
BB B B 1S
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Example 1.96. Express Z in disjunctive normal form.

NN T T
NN TS NHNN

S T B s B M M M I
NN R

Solution: Z=(PAgAT)V(PAgGA-T)V (ZpAgA-r)V (=pA-gA-r).

The solution from the previous example can be simplified to Z = (p A q) V (—-p A —r). Although
this can be done by applying the logical equivalences we learned about earlier, there are more
sophisticated techniques that can be used to simplify expressions that are in disjunctive normal
form. This is beyond our scope, but you may learn more about this if you take a computer
organization class and discuss circuit minimization. The important point I want to make here is
that computing the disjunctive normal form of an expression using the technique we describe will
not always produce the most simple form of the expression. In fact, most of the time it won’t be.

% Exercise 1.97. Express Y in disjunctive normal form.
P q

MmN TN

IS s B B e Bl
i e B B e e B T
NSNS g

There is another important form that is very similar to disjunctive normal form.

Definition 1.98. A disjunctive clause is a disjunction (OR) of one or more literals. A logical
expression is in conjunctive normal form (CNF) (or product-of-sums expansion) if it
is expressed as a conjunction (AND) of disjunctive clauses.

There are several methods for converting to conjunctive normal form. They generally involve
using double negation, distributive, and De Morgan’s laws either based on the truth table or based
on the disjunctive normal form. However, we won’t discuss these techniques here.
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1.5 Reading Comprehension Questions

Note: It is recommended that you attempt to complete all of the questions before checking your
answers. As with the exercises throughout the book, it is also recommended that if you get one
wrong, attempt to solve it again before reading the answer/solution in detail. You will learn a
lot more that way!

Also, the solutions given are often just one possible answer (especially when answers involve
coming up with an example). If your answer is different, you should be able to determine
whether or not your answer is also correct. If you are not sure, please ask!

From Section 1.1
% Question 1.1. What is a proposition?

* Question 1.2. What are the six logical operators that were introduced in this chapter? Draw a
truth table for each.

* Question 1.3. Explain the difference between (inclusive) or and exclusive or.
% Question 1.4. When is p — ¢ true?

% Question 1.5. Draw a truth table for (p A q) V —p.

% Question 1.6. Draw a truth table for (p A q) V r.

% Question 1.7. Can p and —p both be true? Explain.

* Question 1.8. If pV ¢ is true and p is false, what can you say about ¢?

% Question 1.9. If pV ¢ is true and p is true, what can you say about g?

% Question 1.10. If p A ¢ is true, what can you say about p and/or ¢?

% Question 1.11. If p +> ¢ is true and p is false, what can you say about ¢?

* Question 1.12. If p — ¢ is true and p is true, what can you say about ¢?

% Question 1.13. If p — ¢ is true and p is false, what can you say about ¢?

From Section 1.2

% Question 1.14. Can a proposition be a contingency and a tautology at the same time?

% Question 1.15. Is it possible for both a proposition and its negation to be true? Explain.
% Question 1.16. Prove the domination laws. That is, prove that

(a) pvT =T

(b) pAF =F.

% Question 1.17. Explain why —p A =g and —(p A q) are not logically equivalent.
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% Question 1.18. Why is “because that’s not what DeMorgan’s law says” or “because they look
different” not sufficient to prove that —p A =g and —(p A q) are not logically equivalent.

% Question 1.19. What is an easy way to prove that two propositions are not logically equivalent?

From Section 1.3
% Question 1.20. What is a propositional function (or predicate)? Give an example.

% Question 1.21. Does V2 P(z) mean P(z) is never true? If so, convince me. If not, what does
it mean?

% Question 1.22. Does —3xP(z) mean P(x) is never true? If so, convince me. If not, what does
it mean?

* Question 1.23. Give two equivalent (but different) ways of expressing Vz—3yQ(z,y).
% Question 1.24. Give three equivalent (but different) ways of expressing —3z(z < 0 Az > 0).

* Question 1.25. Express the sentence “Everybody hurts sometimes” using predicates and quan-
tifiers. To get you started, let H(z,y) =“z hurts at time y”.

% Question 1.26. Express the sentence “Nothing ever changes, nothing ever stays the same” using
predicates and quantifiers. Hint: You will need to define one or two predicates, depending on how
you interpret the sentence and how clever you are.

% Question 1.27. Let P(z,y) =“z < y” and assume the universe of discourse is the set of integers.
(a) Rephrase Vz3yP(z,y) in English.
Rephrase J2VyP(z,y) in English.

Do the statements in parts (a) and (b) seem to be saying the same thing? Explain.

)
)

d) What is the truth value of Vz3yP(z,y)?
) What is the truth value of JxVyP(z,y)?
)

Hopefully you answered that one of the statements is true and the other is false (If not, go
back to the previous two questions and try again!). Can you change the universe of discourse
so that the two statements have the same truth values?

(g) If you said no to the previous question, go back and try harder before continuing. So, you can
make them have the same truth value by changing the universe of discourse. Does that mean
with this universe of discourse the statement are saying the same thing? (This is a subtle but
important point, so if you are not totally confident in your answer, ask about this one!)

From Section 1.4

* Question 1.28. Let p, ¢ and r be boolean variables. Which of the following are literals? —p,
-pAr, q, —r, p—r, T.

% Question 1.29. Let p, ¢ and r be Boolean variables. Which of the following are conjunctive
clauses? —p, pAr, qV-r, —pAr, q, —-r, p—=>r, =(pAq).

% Question 1.30. Let p, ¢ and r be Boolean variables. Which of the following are in disjunctive
normal form? —p, pAr, qV-r, —pAr, p—r, =(pAq), (PAQV(gA-r)V-p, (pVa)A(qV—r)A-p,
(pAT)VA(rA=q)V(pAg), PA-TAGV (PpATA=G)V (PATAG)V (P AT ATG) .



Problems

1.6 Problems

Problem 1.1. Draw a truth table to represent the following.

(a) =pVygq
(b) p—q)V-p
(c) (pA—g)Vr
(d)

e) (pV-r)Ag
)
)

(

(

(Vg A=(pVa)Vr
(e) (

(f) b g n(gVvr)

(8) p< (pNq)

Problem 1.2. Prove the distributive laws.

() pA(gVr)=(@Ag V(AT

(b) pVignr)=(VaAlpVr)

Problem 1.3. Prove the identity laws.

(a) pvF =p

(b) pAT =p

Problem 1.4. Prove the negation laws.

(a) pV-p=T

(b) pA-p=F

Problem 1.5. Prove that p@® ¢ = (pV q) A =(p Aq).
Problem 1.6. Prove the following laws involving implications.
(a) p—qg=-pVgq

(b) p—=qg=—q—-p

Problem 1.7. Prove the following laws involving biconditionals.
(@) perg=p@—>q9 AN(g—Dp)

(b) prg=-p g

(c) ~(p+rq)=p < —q

Problem 1.8. Give 2 different proofs that [(p V q) A —p] — ¢ is a tautology.

Problem 1.9. Prove —(p <+ q) = p ® ¢ without using truth tables.

Problem 1.10. Express pV gV r using only A and — .
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Problem 1.11. The NAND of p and ¢, denoted by p|g, is the proposition “not both p and ¢”. The
NAND of p and g is false when p and ¢ are both true and true otherwise.

(a) Draw a truth table for NAND

(b) Express p|q using V, A, and/or — (you may not need all of them).

(¢) Express pAq using only |. (That means you cannot use —, V, A, or any other boolean operator
except for |. Thus, your answer should only involve p, ¢, | and parentheses.) Your answer
should be as simple as possible. Give a truth table that shows they are the same.

(d) Express —p V ¢ using only |. Your answer should be as simple as possible. Give a truth table
that shows they are the same.

Problem 1.12. The NOR of p and ¢, denoted by p | ¢, is the proposition “neither p nor ¢”. The
NOR of p and ¢ is true when p and ¢ are both false and false otherwise.

(a) Draw a truth table for |
(b) Express p | ¢ using V, A, and/or — (you may not need all of them).

(c) Express pAq using only |. (That means you cannot use -, V, A, or any other boolean operator
except for |. Thus, your answer should only involve p, ¢, | and parentheses.) Your answer
should be as simple as possible. Give a truth table that shows they are the same.

(d) Express —p V ¢ using only |. Your answer should be as simple as possible. Give a truth table
that shows they are the same.

Problem 1.13. A set of logical operators is functionally complete if any possible operator can be
implemented using only operators from that set. It turns out that {—, A} is functionally complete.
So is {—,V}. To show that a set if functionally complete, all one needs to do is show how to
implement all of the operators from another functionally complete set. Given this,

(a) Show that {|} is functionally complete. (Hint: Since {—, A} is functionally complete, one way
is to show how to implement both A and — using just |.)

(b) Show that {]} is functionally complete.

Problem 1.14. Express the following phrase using quantifiers. “There is some constant ¢ such
that f(z) is no greater than c- g(z) for all x > x( for some constant xy.” Your solution should
contain no English words.

Problem 1.15. Write each of the following expressions so that negations are only applied to
propositional functions (and not quantifiers or connectives).

)
) =(Ve3yP(z,y) A Jz—VyP(z,y))
(c) ~Va(IyP(z,y) vV VyQ(z,y))
) —Vo—Jy(=VzP(z,z) = 32Q(x,y, 2))
)

—Jz(—Vy[32(P(y,x, 2) A P(y, z,2) A P(z,y, 2))] V 32Q(z, 2))
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Problem 1.16. Let P(z,y)="“z likes y”, where the universe of discourse for x and y is the set of
all people. Translate each of the following into English, smoothing them out as much as possible.
Then give the truth value of each.

(a) VaVyP(z,y)
(b) VadyP(z,y)
(c) Vy3zP(z,y)
(d) VzP(x, Raymond)
(e) ~VaVyP(z,y)

(f) Va-vyP(z,y)

(8) VaVy—P(z,y)

Problem 1.17. Let P(x,y,z)="2? + y? = 227, where the universe of discourse for all variables is
the set of integers. What are the truth values of each of the following?

(a) VaVyVzP(z,y,z
(b) JxIYVzP(x,y, 2

(c
(

2)

)

Vz3y3zP(z,y, 2)
d )
)

)

(

(
VaVydzP(x,y, z

( (
(f) JxTy3IzP(x,y, 2

(g) 32P(2,3,2)
(

)

)

)

)

e) Va3yvVzP(z,y, 2

)

)

h) 3a3yP(z,y,5)
)

(i

Problem 1.18. Write each of the following sentences using quantifiers and propositional functions.
Define propositional functions as necessary (e.g. Let D(x) be the proposition ‘z plays disc golf.’)

Jx3IyP(z,y,3)

(a) All disc golfers play ultimate Frisbee.
(b) If all students in my class do their homework, then some of the students will pass.

c¢) If none of the students in my class study, then all of the students in my class will fail.

(
(d) Not everybody knows how to throw a Frisbee 300 feet.

e) Some people like ice cream, and some people like cake, but everybody needs to drink water.

(
(f) Everybody loves somebody.

Everybody is loved by somebody.

)
)
)
)
)
)
)
h)

(g
(

Not everybody is loved by everybody.
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(i) Nobody is loved by everybody.

(j) You can’t please all of the people all of the time, but you can please some of the people some
of the time.

(k) If only somebody would give me some money, I would buy a new house.
(1) Nobody loves me, everybody hates me, I'm going to eat some worms.

(m) Every rose has its thorn, and every night has its dawn.

(n) No one ever is to blame.

Problem 1.19. Consider the following expression:
Ve>036>0Vz(0 < |z — | < d — |f(z) — L| < e).
(a) Express it in English. Be as concise as possible.

(b) (Difficult if you have not had calculus.) This is the definition of something. What is it?

Problem 1.20. Use Procedure 1.93 to find the disjunctive normal form for each of the expressions
from Problem 1.1.



Chapter 2: Proof Methods

The ability to write proofs is important. Although you may not find yourself writing proofs on a
regular basis in your future career, you will certainly need to make arguments based on evidence
and logic. Proof writing is exactly that, although it is typically more formal, and the subjects of
our proofs are generally mathematical. Nevertheless, what you learn here is definitely applicable
way beyond writing mathematical proofs of simple mathematical results (which will be the focus
of our proof writing).

In the context of discrete mathematics and algorithms, proofs will be important in several
places. I will highlight just one here: algorithms. When you write an algorithm it is important
that the algorithm performs as expected, both in terms of producing the correct answer and doing
so quickly. That is, proofs are necessary in algorithm correctness and algorithm analysis. Although
we will see examples of both, we will spend more time learning about algorithm analysis.

In this chapter we will introduce you to the basics of mathematical proofs. Along the way we
will review some mathematical concepts/definitions you have probably already seen, and introduce
you to some new ones that we will find useful as we proceed. We will continue to write proofs and
learn more advanced proof techniques as the book continues.

2.1 Direct Proofs

A direct proof is one that follows from the definitions. Facts previously learned help many a time
when writing a direct proof. We will begin by seeing some direct proofs about something you should
already be very familiar with: even and odd integers.

Definition 2.1. Recall that:
e An even integer is one of the form 2k, where k is an integer.
e An odd integer is one of the form 2k + 1 where k is an integer.

e Two integers have the same parity if they are both even or both odd.

Example 2.2. Use the definition of even to prove that the sum of two even integers is even.

Proof: If z and y are even, then x = 2a and y = 2b for some integers a and b.
Then x + y = 2a 4+ 2b = 2(a + b), which is even since a + b is an integer. O

Example 2.3. Use the definitions of even and odd to prove that the sum of an even integer
and an odd integer is odd.

Proof: Let a be an even integer and b be an odd integer. Then a = 2f and
b =2g + 1 for some integers f and g. Then a +b=2f+ (29 +1) =2(f +g) + 1.
Since f + g is an integer, a + b is an odd integer. O

41
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% Fill in the details 2.4. Use the definitions of even and odd to prove that the sum of two
odd integers is even.

Proof: Ifx and y are odd, then x = 2c+1 and y = for some integers
cand d. Then z+y =2c+1+2d+1 =2(c+d+1). Now is an integer,
so2(c+d+1)is an integer. O

Example 2.5. Use the definitions of even and odd to prove that the product of two odd
integers is odd.

Proof: Let a and b be odd integers. Then a = 2/ 4+ 1 and b = 2m + 1 for some
integers [ and m. Then a-b = (2[4+1)(2m+1) = 4mi+20+2m+1 = 2(2mi+I+m)+1
which is odd since 2ml + m + [ is an integer. O

% Fill in the details 2.6. Use the definitions of even and odd to prove that the product of
an even integer and an odd integer is even.

Proof: Let a be an even integer and b be an odd integer. Then a =

and b = for . Given that, we can see that a-b =
(2n)(20+1) = . Since is an integer, a - b
is . ]

These examples may seem somewhat ridiculous since they are proving such obvious facts. How-
ever, keep in mind that our goal is to learn techniques for writing proofs. As we proceed the proofs
will become more complicated, but we will continue to follow the same basic techniques we are
using here. In other words, the fact that we are proving facts about even and odd integers is not
at all important. What is important are the techniques we are learning in the process.

You may be asking yourself “why are we wasting our time proving such obvious results”? If so,
ask yourself this: Would you rather be asked to prove more complicated things right away?

Think about how you learned to read and write. You started by reading books that only had a
few simple words. As you progressed, the books and the words in them got longer. The vocabulary
increased. You encountered increasingly complex sentence and paragraph structures. The same
is true when you learned to write. You began by writing the letters of the alphabet. Then you
learned to write words, followed by sentences, paragraphs, and eventually essays.

Learning to read and write proofs follows the same procedure. In order to know how to write
correct proofs you first need to see some examples of them. But you need to go beyond just seeing
them—you need to understand them. That is the goal of examples like the previous one. Your brain
needs to be engaged with the material as you work through the book. You must work through all
of the examples in order to get the most out of this book.
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% Exercise 2.7. Use the definition of even to prove that the product of two even integers is
even.

Proof:

% Evaluate 2.8. Evaluate the following proof that supposedly uses the definition of odd to
prove that the product of two odd integers is odd.

Proof: By definition of odd numeers, let a Be an odd intecer 2N+ let
B Be an odd intecer 2+ Then (Zn+N(2q+D) = +na+2n-+ = 2(2na+D-+H.

Since 2na -+l is an intecer, 2(2na+DN+1 is an odd intecer By definition
of odd. ]

Evaluation

Sometimes students get frustrated because they think that too many details are required in
a proof. Why are mathematicians such sticklers on the details? The next example is the first of
many that will try to demonstrate why the seemingly little details matter.

* Question 2.9. What is wrong with the following “proof” that the sum of an even and an
odd number is even?

Proo#$: Let a=2n e an even intecer and B = 2m -+ Be an odd intecer.
Then a4 =2Nn+4+2m+1 = 2Ln+m+1/2). Since we wrote a+8 as a

multiple of 2, it is even. Therefore the sum Of an even and an odd
nuwWBer is even. O

Answer

We will find the following definitions useful throughout the book.
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Definition 2.10. Let b and a be integers with a #= 0. We say that b is divisible by a if there
exists an integer ¢ such that b = ac. If b is divisible by a, we also say that b is a multiple of
a, a is a factor or divisor of b, and that a divides b, written as a|b. If a does not divide b,
we write a {b.

Example 2.11. Since 6 = 2- 3, 2|6, and 3|6. But 4 1 6 since we cannot write 6 = 4 - ¢ for any
integer c.

Example 2.12. Prove that the product of two even integers is divisible by 4.

Proof: Let 2h and 2k be even integers. Then (2h)(2k) = 4(hk). Since hk is an
integer, 4(hk) is divisible by 4. O

% Fill in the details 2.13. Prove that if z is an integer and 7 divides 3x + 2, then 7 also
divides 152% — 11z — 14.

Proof: Since 7 divides 3x+2, we know that 3x+2 = 7a, where a is
Notice that

1522 — 11z — 14 = ( )( )

Therefore . O

Example 2.14. Let a and b be integers such that a|b and bla. Prove that either a = b or
a = —b.

Proof:  If alb, we can write b = ac for some integer c. Similarly, if b|a, we can
write a = bd for some integer d. Then we can write b = ac = (bd)c. Dividing both
sides by b (which is legal, since b|a implies b # 0), we can see that ¢d = 1. Since ¢
and d are integers, we know that either c =d =1 or ¢ = d = —1. In the first case,
we have that ¢ = b, and in the second case, we have that a = —b. O

*Evaluate 2.15. Prove that if n is an integer, then n® — n is divisible by 6.

Proos: We have n2—n = (n—DN(n+D, the product of three consecutive

inteaers. Amona three consecutive intecers at least one is even and
exactly one is divisigle By 3. Since 2 and 3 do Nnot have common factors,
L divides the quantity (n —Dn(n+D, and so N3 — N is divisigle By b O

Evaluation
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Definition 2.16. A positive integer p > 1 is prime if its only positive factors are 1 and p. A
positive integer ¢ > 1 which is not prime is said to be composite.

wEvaluate 2.17. Prove or disprove that if a is a positive even integer, then it is composite.

Proo#$: Let a Be an even numeer. By definition of even, a = 2k for
some intecer k. Since a8 > O, cearly k > O. Since a has at least two
factors, 2 and k, 8 is compOsite. O

Evaluation

Note: Notice that according to the definitions given above, 1 is neither prime nor composite.
This is one of the many things that makes 1 special.

% Exercise 2.18. Prove that 2 is the only even prime number.

Proof

* Question 2.19. Did you notice that the proof in the solution to the previous exercise (you
read it, right?) did not consider the case of 0 or negative even numbers. Was that O.K.?
Explain why or why not.

Answer

Definition 2.20. For a non-negative integer n, the quantity n! (read “n factorial” ) is defined
as follows. 0! =1 and if n > 0 then n! is the product of all the integers from 1 to n inclusive:
n=1-2---n.

Example 2.21. 3!=1-2-3=6,and 5!=1-2-3-4-5 = 120.

Example 2.22. Prove that if n > 0, then n! < n".
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Proof: Since1<n,2<mn,---,and (n —1) < n, it is easy to see that
nl = 1.2-3...m
S n.n.n...n

n".

 Evaluate 2.23. Prove that if n > 4 is composite, then n divides (n — 1)!.

Proof: Since n is composite, N = aB £or some inteaers | <a <n—| and
| <B <n—| Bydefinition of factorial, a|(n — N and &(n — D! Therefore
N = aB divides (n — D! O

Evaluation

Since the previous proof wasn’t correct, let’s fix it.

Example 2.24. Prove that if n > 4 is composite, then n divides (n — 1)!.

Proof: If n is not a perfect square, then we can write n = ab for some integers a
and b with 1 <a<b<n-—1. Thus, (n—1)!'=1---a---b---(n—1). Since a and
b are distinct numbers on the factor list, n = ab is clearly a factor of (n — 1)!.

If n is a perfect square, then n = a® for some integer 2 < a < n — 1. Since a > 2,
2a < a®> =n. Thus, 2a <n,so (n—1)!=1---a---2a---(n —1). Then a(2a) = 2n
is a factor of (n — 1)!, which means that n is as well. O

* Question 2.25. Why was it O.K. to assume 1 < a < b <n — 1 in the previous proof?

Answer

% Question 2.26. In the second part of the previous proof, why could we say that a > 27

Answer

Example 2.27. Prove the Arithmetic Mean-Geometric Mean Inequality, which states that for
all non-negative real numbers x and y,
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Proof: Since x and y are non-negative, \/z and /y are real numbers, so \/x —/y
is a real number. Since the square of any real number is greater than or equal to 0
we have

(Vz = v)® 2 0.
Expanding (recall the FOIL method?) we get
T —2y/xy+y>0.
Adding 2,/zy to both sides and dividing by 2, we get

x;yz\/x :

yielding the result. O

The previous example illustrates the creative part of writing proofs. The proof started out
considering \/z — /y, which doesn’t seem to be related to what we wanted to prove. But hopefully
after you read the entire proof you see why it makes sense. If you are saying to yourself “I would
never have thought of starting with /z — ,/y?,” or “How do you know where to start?,” I am
afraid there are no easy answers. Writing proofs is as much of an art as it is a science. There are
three things that can help, though. First, don’t be afraid to experiment. If you aren’t sure where
to begin, try starting at the end. Think about the end goal and work backwards until you see a
connection. Sometimes working both backward and forward can help. Try some algebra and see
where it gets you. But in the end, make sure your proof goes from beginning to end. In other
words, the order that you figured things out should not necessarily dictate the order they appear
in your proof.

The second thing you can do is to read example proofs. Although there is some creativity
necessary in proof writing, it is important to follow proper proof writing techniques. Although there
are often many ways to prove the same statement, there is often one technique that works best for
a given type of problem. As you read more proofs, you will begin to have a better understanding of
the various techniques used, know when a particular technique might be the best choice, and become
better at writing your own proofs. If you see several proofs of similar problems, and the proofs look
very similar, then when you prove a similar problem, your proof should probably resemble those
proofs. This is one area where some students struggle—they submit proofs that look nothing like
any of the examples they have seen, and they are often incorrect. Perhaps it is because they are
afraid that they are plagiarizing if they mimic another proof too closely. However, mimicking a
proof is not the same as plagiarizing a sentence. To be clear, by ‘mimic’, I don’t mean just copy
exactly what you see. I mean that you should read and understand several examples. Once you
understand the technique used in those examples, you should be able to see how to use the same
technique in your proof. For instance, in many of the examples related to even numbers, you may
have noticed that they start with statement like “Assume x is even. Then x = 2a for some integer
a.” So if you need to write a proof related to even numbers, what sort of statement might make
sense to begin your proof?

The third thing that can help is practice. This applies not only to writing proofs, but to
learning many topics. An analogy might help here. Learning is often like sports—you don’t learn
how to play basketball (or insert your favorite sport, video game, or other hobby that takes some
skill) by reading books and/or watching people play it. Those things can be helpful (and in some
cases necessary), but you will never become a proficient basketball player unless you practice.
Practicing a sport involves running many drills to work on the fundamentals and then applying
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the skills you learned to new situations. Learning many topics is exactly the same. First you need
to do lots of exercises to practice the fundamental skills. Then you can apply those skills to new
situations. When you can do that well, you know you have a good understanding of the topic. So
if you want to become better at writing proofs, you need to write more proofs.

* Question 2.28. What three things can help you learn to write proofs?
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2.2 Implication and Its Friends

This section is devoted to developing some of the concepts that will be necessary for us to discuss
the ideas behind the next few proof techniques.

Although not technically interchangeable, you may sometimes see the word statement instead of
proposition. Context should help you determine whether or not a given usage of the word statement
should be understood to mean proposition. We saw the following in the previous chapter, but it is
worth giving the definition again (stated slightly differently here so it better fits with our usage in
this context).

Definition 2.29. An implication is a proposition of the form “if p, then q,” where p and q
are propositions. p is called the premise and q is called the conclusion.

It is sometimes written as p — q, which is read “p implies q.” It is a statement that asserts
that if p is a true proposition then q is a true proposition.

An implication is true unless p is true and q is false.

Example 2.30. The proposition “If I do well in this course, then I can take the next course”
is an implication. However, the proposition “I can do well in this course and take the next
course” is not an implication.

Example 2.31. Consider the implication
“If you read zkcd, then you will laugh.”

If you read xkcd and laugh, you are being consistent with the proposition. If you read zkcd and
do not laugh, then you are demonstrating that the proposition is false.

But what if you don’t read zkcd? Are you demonstrating that the proposition is true or
false? Does it matter whether or not you laugh? It turns out that you are not disproving it
in this case—in other words, the proposition is still true if you don’t read zkcd, whether or not
you laugh. Why? Because the statement is not saying anything about laughing by itself. It is
only asserting that IF you read zkcd, then you will laugh. In other words, it is a conditional
statement, with the condition being that you read zkcd. The statement is saying nothing about
anything if you don’t read zkcd.

So the bottom line is that if you do not read zkcd, the statement is still true.

°If you are unfamiliar with zkcd, go to http://xkcd.com, but don’t get distracted for too long!

* Question 2.32. When is the implication “If you read zkcd, then you will laugh” false?

Answer
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* Exercise 2.33. Consider the implication “If you build it, they will come.” What are all of
the possible ways this proposition could be false?

Solution

Given an implication p — ¢, there are three related propositions. We will introduce each and
discuss how they are related to each other.

Definition 2.34. The contrapositive of a proposition of the form “if p, then q” is the propo-
sition “if q is not true, then p is not true” or “if not q, then not p” or —q — —p.

* Question 2.35. What is the contrapositive of the proposition “If you know Java, then you
know a programming language”?

Answer

Theorem 2.36. An implication is true if and only if its contrapositive is true. Stated another
way, an implication and its contrapositive are equivalent.

% Fill in the details 2.37. Prove Theorem 2.36.

Proof: Let p — ¢ be our implication. According to the definition of implication,

it is false when p is true and ¢ is false and otherwise. Put another
way, it is true unless p is true and g is false. The contrapositive, =¢ — —p, is

false when —q is true and is false, and true otherwise. Notice that this is
equivalent to ¢ being and being true. Thus, the contrapositive is
true unless and . But this is
exactly when p — ¢ is true. O

Definition 2.38. The inverse of a proposition of the form “if p, then q” is the proposition
“if p is not true, then q is not true” or “if not p, then not q” or —-p — —q.
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* Question 2.39. What is the inverse of the proposition “If you know Java, then you know
a programming language”?

Answer

% Question 2.40. Are a proposition and its inverse equivalent? Explain, using the proposition
from Question 2.39 as an example.

Answer

Definition 2.41. The converse of a proposition of the form “if p, then q” is the proposition
“if q, then p” or q — p.

% Question 2.42. What is the converse of the proposition “If you know Java, then you know
a programming language”?

Answer

* Question 2.43. Are a proposition and its converse equivalent? Explain using the proposi-
tion about Java/programming languages.

Answer

As you have just seen, the inverse and converse of an implication are not equivalent to the
implication. However, it turns out that the inverse and converse of a proposition are equivalent to
each other.

Theorem 2.44. The inverse of an implication is true if and only if the converse of the im-
plication is true. Stated another way, the inverse and converse of an implication are
equivalent to each other.

You will be asked to prove Theorem 2.44 in Problem 2.2. If you think about it in the right way,
it should be fairly easy to prove. Table 2.1 summarizes what we know.
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Implication p—q } Equivalent
Contrapositive | =g — —p
Converse q—p } Equivalent
Inverse p— g

Table 2.1: Implication and friends

Example 2.45. Here is an example of an implication and its friends:
1. Implication If I get to watch “The Army of Darkness,” then I will be happy.
2. Inverse If I do not get to watch “The Army of Darkness,” then I will not be happy.

3. Converse If I am happy, then I got to watch “The Army of Darkness.”

W

. Contrapositive If I am not happy, then I didn’t get to watch “The Army of Darkness.”

* Question 2.46. Using the propositions from the previous example, answer the following
questions.

(a) Give an explanation of why an implication might be true, but the inverse false.

Answer

(b) Explain why an implication is saying the exact same thing as its contrapositive. (Don’t
just say “By Theorem 2.36.”)

Answer

Implications can be tricky to fully grasp and it is easy to get your head turned around when
dealing with them. We will discuss them in quite a bit of detail throughout the next few sections
in order to help you understand them better.
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2.3 Proof by Contradiction

In this section we will see examples of proof by contradiction. For this technique, when trying to
prove a statement, we assume that its negation is true and deduce incompatible statements from
this (i.e. we prove something we know to be false). This implies that the original statement must
be true.

When applied to a proposition, we assume that the premise is true but the conclusion is false,
with the goal still to show that something that is false is true. Since we “obtained a contradiction,”
it must be that the conclusion is true. We will explain in more detail the idea behind this proof
technique after a few examples.

Example 2.47. Prove that if 5n + 2 is odd, then n is odd.

Proof:  Assume that 5n 4 2 is odd, but that n is even. Then n = 2k for some
integer k. This implies that 5n + 2 = 5(2k) + 2 = 10k + 2 = 2(5k + 1), which is
even. But this contradicts our assumption that 5n + 2 is odd. Therefore it must be
the case that n is odd. O

The idea behind this proof is that if we are given the fact that 5n + 2 is odd, we are asserting
that n must be odd. How do we prove that n is odd? We could try a direct proof, but it
is actually easier to use a proof by contradiction in this case. The idea is to consider what
would happen if n is not odd. What we showed was that if n is not odd, then 5n + 2 has to
be even. But we know that 5n + 2 is odd because that was our initial assumption. How can
5n + 2 be both odd and even? It can’t. In other words, our proof lead to a contradiction—an
impossibility. Therefore, something is wrong with the proof. But what? If n is indeed even,
our proof that 5n + 2 is even is correct. So there is only one possible problem—n must not be
even. The only alternative is that n is odd. Can you see how this proves the statement “if
5n + 2 is odd, then n is odd?”

Note: If you are somewhat confused at this point that’s probably O.K. Keep reading, and re-
read this section a few times if necessary. At some point you will have an “Aha” moment and
the idea of contradiction proofs will make sense.

Example 2.48. Prove that if n = ab, where a and b are positive integers, then either a < y/n

or b < /n.

Proof: Let’s assume that n = ab but that the statement “either a < \/n or
b < /n” is false. Then it must be the case that a > y/n and b > y/n. But then
ab > \/ny/n = n. But this contradicts the fact that ab = n. Since our assumption
that a > y/n and b > /n lead to a contradiction, it must be false. Therefore it
must be the case that either a < \/n or b < /n. O

Sometimes your proofs will not directly contradict an assumption made but instead will con-
tradict a statement that you otherwise know to be true. For instance, if you ever conclude that
0 > 1, that is a contradiction. The next example illustrates this.
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1
% Fill in the details 2.49. Show, without using a calculator, that 6 — v/35 < 10"

1 1
Proof: Assume that 6 — v/35 > 0 Then 6 — 0 > . If we multiple

both sides by 10 and do a little arithmetic, we can see that 59 >

Squaring both sides we obtain , which is clearly .

1
Thus it must be the case that 6 — V35 < 10" O

Now that we have seen a few examples, let’s discuss contradiction proofs a little more formally.
Here is the basic concept of contradiction proofs: You want to prove that a statement p is true.
You “test the waters” by seeing what happens if p is not true. So you assume p is false and use
proper proof techniques to arrive at a contradiction. By “contradiction” I mean something that
cannot possibly be true. Since you proved something that is not true, and you used proper proof
techniques, then it must be that your assumption was incorrect. Therefore the negation of your
assumption—which is the original statement you wanted to prove—must be true.

wEvaluate 2.50. Use the definition of even and odd to prove that if @ and b are integers and
ab is even, then at least one of a or b is even.

Proot |1 By definition of even numeers, let a e an even intecer 2n, and
By the definition of odd numeers, let B Be an odd intecer 2+ Then
(2NDN2La+Dh =4na=+2n =22na+D. Since 2na—+1 is an integer, 2(2na+D
Is an even intecer By definition of even

Evaluation

Proot 2: I true, either one is odd and the other even, or they are Both
even, sO we Wwill show that the product of an even and an odd is even, and
that the product of two evens intecers is even.
let a =2k and B8 = 2x+| (2k)(2x+ D = dkx + 2k = 2(2kx + k). 2kx+k is an
intecer so 2(2kx+k) is even
Let 83 = 2k and B = 2x  (2K)2x) = thkx = 2(2kx) since 2kx is an intecer,
2(2kx) is even

Thus, i£ 8 and B are intecers, ak is even, at least one of a or & is even

Evaluation
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Proof 3: Let a3 and B Be integers and assume that aB is even, rut that
neither a Nnor & is even. Then BOth a8 and B are odd, so a8 = 2n+| and
B = 2m +| for some integers N and m. But then a8 = (ZN+ N2+ D =
4w+ 2N+ 2nm 4+ = 22 +n+ M) 41 which is odd since 2nm+n—+m is an
intezer. This contradicts the fact that ag is even. Therefore either a or &
Mmust re even,

Evaluation

For some students, the trickiest part of contradiction proofs is what to contradict. Sometimes
the contradiction is the fact that p is true. At other times you arrive at a statement that is clearly
false (e.g. 0 > 1). Generally speaking, you should just try a few things (e.g. do some algebra) and
see where it leads. With practice, this gets easier. In fact, with enough practice this will probably
become one of your favorite techniques. When a direct proof doesn’t seem to be working this is
usually the next technique I try.

Example 2.51. Let a1, as, ..., a, be real numbers. Prove that at least one of these numbers
is greater or equal to the average of the numbers.

Proof: The average of the numbersis A = (a;+as+...4a,)/n. Assume that none
of these numbers is greater than or equal to A. That is, a; < Aforalli =1,2,...n.
Thus (a1 +az+...4+a,) < nA. Solving for A, we get A > (a1 +az+...+a,)/n = A,
which is a contradiction. Therefore at least one of the numbers is greater than or
equal to the average. O

Our next contradiction proof involves permutations. Here is the definition and an example in
case you haven’t seen these before.

Definition 2.52. A permutation is a function from a finite set to itself that reorders the
elements of the set. Since we haven’t formally discussed functions yet, the following informal
definition will probably make more sense to some of you: a permutation of a set of objects is
an ordering of those objects.

Example 2.53. Let S be the set {a,b,c}. Then (a,b,c), (b,c,a) and (a, ¢, b) are permutations
of S. (a,a,c) is not a permutation of S because it repeats a and does not contain b. (b,d,a) is
not permutations of S because d is not in S, and ¢ is missing.

*Exercise 2.54. List all of the permutations of the set {1,2,3}. (Hint: There are 6.)

Answer
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Note: In many contexts, when a list of objects occurs in curly braces, the order they are
listed does not matter (e.g. {a,b,c} and {b,c,a} mean the same thing). On the other hand,
when a list occurs in parentheses, the order does matter. Thus, (a,b,c) and (b,c,a) do not
mean the same thing.

Example 2.55. Let (aj,as,...,a,) be an arbitrary permutation of the numbers 1,2,...,n,
where n is an odd number. Prove that the product (a1 — 1)(ag —2)--- (a, —n) is even.

Proof: Assume that the product is odd. Then all of the differences a;, — k must
be odd. Now consider the sum S = (a3 — 1)+ (ag —2) +- - -+ (a,, —n). Since the ay’s
are a just a reordering of 1,2,...,n, .S =0. But S is the sum of an odd number of
odd integers, so it must be odd. Since 0 is not odd, we have a contradiction. Thus
our initial assumption that all of the a; — k are odd is wrong, so at least one of
them is even and hence the product is even. O

% Question 2.56. Why did the previous proof begin by assuming that the product was odd?

Answer

* Question 2.57. In the previous proof, we asserted that S = 0. Why was this the case?

Answer

We will use facts about rational /irrational numbers to demonstrate some of the proof techniques.
In case you have forgotten, here are the definitions.

Definition 2.58. Recall that

e A rational number is one that can be written as p/q, where p and q are integers, with

q #0.

e An irrational number is a real number that is not rational.

Example 2.59. Prove that /2 is irrational. We present two slightly different proofs. In both,
we will use the fact that any positive integer greater than 1 can be factored uniquely as the
product of primes (up to the order of the factors).
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Proof 1: Assume that v/2 = g, where a and b are positive integers with b # 0. We can

assume a and b have no factors in common (since if they did, we could cancel them and
use the resulting numerator and denominator as a and b). Multiplying by b and squaring
both sides yields 2b*> = a?. Clearly 2 must be a factor of a?. Since 2 is prime, a must have
2 as a factor, and therefore a? has 22 as a factor. Then 2b% must also have 22 as a factor.
But this implies that 2 is a factor of b2, and therefore a factor of b. This contradicts the
fact that @ and b have no factors in common. Therefore v/2 must be irrational.

Proof 2: Assume that v2 = %, where a and b are positive integers with b # 0. Multiplying

by b and squaring both sides yields 2b> = a?. Now both a? and b? have an even number
of prime factors. So 2b? has an odd number of primes in its factorization and a? has
an even number of primes in its factorization. This is a contradiction since they are the
same number. Therefore v/2 must be irrational.

% Question 2.60. In proof 2 from the previous example, why do a? and b? have an even
number of factors?

Answer

Now that you have seen a few more examples, it is time to begin the discussion about how /why
contradiction proofs work. We will start with the following idea that you may not have thought
of before. It turns out that if you start with a false assumption, then you can prove that anything
is true. It may not be obvious how (e.g. How would you prove that all elephants are less than 1
foot tall given that 1+ 1 = 17), but in theory it is possible. This is because statements of the form
“p implies ¢” are true if p (called the premise) is false, regardless of whether or not ¢ (called the
conclusion) is true or false.

Example 2.61. The statement “If chairs and tables are the same thing, then the moon is
made of cheese” is true. This may seem weird, but it is correct. Since chairs and tables are
not the same thing, the premise is false so the statement is true. But it is important to realize
that the fact that the whole statement is true doesn’t tell us anything about whether or not
the moon is made of cheese. All we know is that if chairs and tables were the same thing, then
the moon would have to be made out of cheese in order for the statement to be true.

Example 2.62. Consider what happens if your parents tell you “If you clean your room, then
we will take you to get ice cream.” If you don’t clean your room and your parents don’t take
you for ice cream, did your parents tell a lie? No. What if they do take you for ice cream?
They still haven’t lied because they didn’t say they wouldn’t take you if you didn’t clean your
room. In other words, if the premise is false, the whole statement is true regardless of whether
or not the conclusion is true.

It is important to understand that when we say that a statement of the form “p implies ¢” is
true, we are not saying that ¢ is true. We are only saying that if p is true, then q has to be true.
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We aren’t saying anything about ¢ by itself. So, if we know that “p implies ¢” is true, and we also
know that p is true, then ¢ must also be true. This is a rule called modus ponens, and it is at the
heart of contradiction proofs as we will see shortly.

wExercise 2.63. It might help to think of statements of the form “p implies ¢” as rules where
breaking them is equivalent to the statement being false. For instance, consider the statement
“If you drink alcohol, you must be 21.” If we let p be the statement “you drink alcohol” and
q be the statement “you are 21,” the original statement is equivalent to “p implies ¢”.

1. If you drink alcohol and you are 21, did you break the rule?

2. If you drink alcohol and you are not 21, did you break the rule?

3. If you do not drink alcohol and you are 21, did you break the rule?

4. If you do not drink alcohol and you are not 21, did you break the rule?

5. Generalize the idea. If you have a statement of the form “p implies ¢”, where p and ¢
can be either true or false statements, exactly when can the statement be false?

6. If you do not drink alcohol, does it matter how old you are?

7. Can a statement of the form “p implies ¢” be false if p is false? Explain.

Now we are ready to explain the idea behind contradiction proofs. We want to prove some
statement p is true. We begin by assuming it is false—that is, we assume —p is true. We use this
fact to prove that ¢—some false statement—is true. In other words, we prove that the statement
“=p implies ¢” is true, where ¢ is some false statement. But if —p is true, and “—p implies ¢” is true,
modus ponens tells us that ¢ is true. Since we know that ¢ is false, something is wrong. We only
have two choices: either —p is false or “—p implies ¢” is false. If we used proper proof techniques
to establish that “—p implies ¢” is true, then that isn’t the problem. Therefore, —p must be false,
implying that p is true. That is why contradiction proofs work.

Let’s analyze the second proof from Example 2.59 in light of this discussion. The only assump-
tion we made was that /2 is rational (-p="*“y/2 is rational”). From this (and only this), we were
able to show that a? has both an even and an odd number of factors (g=“a? has an even and an odd
number of factors”, and we showed that “—p implies ¢” is true). Thus, we know for certain that if
V/2 is rational, then a? has an even and an odd number of factors.! This fact is indisputable since
we proved it. If it is also true that v/2 is rational, modus ponens implies that a? has an even and an

We did not prove that a? has an even and an odd number of factors. We proved that if v/2 is rational, then a?

has an even and an odd number of factors. It is very important that you understand the difference between these
two statements.
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odd number of factors. This is also indisputable. But we know that a® cannot have both an even
and odd number of factors. In other words, we have a contradiction. Therefore, something that
has been said somewhere is wrong. Everything we said is indisputable except for one thing—that
V/2 is rational. That was never something we proved—we just assumed it. So it has to be the case
that this is false, which means that v/2 must be irrational.

To summarize, if you want to prove that a statement is true using a contradiction proof, assume
the statement is false, use this assumption to get a contradiction (i.e. prove a false statement), and
declare that it must therefore be true.

Notice that what ¢ is doesn’t matter. In other words, given the assumption —p, the goal in a
contradiction proof is to establish that any false statement is true. This is both a blessing and a
curse. The blessing is that any contradiction will do. The curse is that we don’t have a clear goal in
mind, so it can sometimes be difficult to know what to do. As mentioned previously, this becomes
easier as you read and write more proofs.

If this discussion has been a bit confusing, try re-reading it. The better you understand the
theory behind contradiction proofs, the better you will be at writing them. We will revisit some of
these concepts in the chapter on logic, so the more you understand from here, the better off you
will be when you get there. O.K., enough theory. Let’s see some more examples!

% Fill in the details 2.64. Let a,b be real numbers. Prove that if a < b+ € for all € > 0,
then a < b.

Proof: We will prove this by contradiction. Assume that . Subtract-

ing b from both sides and dividing by 2, we get > 0. Since the in-

equality a < b+ ¢ holds for every € > 0 in particular it holds for € =
This implies that

<b+a_b
Qa _— =
2
If we (to the previous equation), we
obtain a < b. But we started with the assumption that which is a
. Therefore, . O

“Hint: What assumption do we always make when doing a contradiction proof?
’Same as the previous blank

The following beautiful proof goes back to Euclid. It uses the assumption that any integer
greater than 1 is either a prime or a product of primes.

Example 2.65 (Euclid). Show that there are infinitely many prime numbers.

Proof: Assume that there are only a finite number of primes and label the primes
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{p1,p2,---,pn}. Consider the number

N =pip2---pn + 1L

This is a positive integer that is clearly greater than 1. Observe that none of the
primes on the list {p1,p2,...,p,} divides N, since division by any of these primes
leaves a remainder of 1. Since N is larger than any of the primes on this list, it
is either a prime or divisible by a prime outside this list. But we assumed the list
above contained all of the prime numbers. This is a contradiction. Therefore there
must be infinitely many primes. O

*Fill in the details 2.66. If a,b,c are odd integers, prove that az? + bz + ¢ = 0 does not
have a rational number solution.

Proof:  Suppose P is a rational solution to the equation. We may assume that

p and ¢ have no prime factors in common, so either p and ¢ are both odd, or one
is odd and the other even. Since P is a solution, we know that
q

=0.

If we , we obtain ap? 4 bpq + cq® = 0.

If both p and ¢ are odd, then ap?® + bpg + c¢® is which contradicts

the fact that it is

If p is even and ¢ odd, then

If p is odd and ¢ even, then

Since all possibilities leads to a contradiction,

0

One final note on contradiction proofs: Only use one when you really need it. If a direct proof
will work, use it. If you use a contradiction proof instead, you will just be making the proof more
complicated for no good reason. Some students seem to grab onto contradiction proofs and try to
use it for everything, but they are not the best choice in many cases.
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2.4 Proof by Contraposition

Consider the statement “If it rains, then the ground will get wet.” It should be pretty easy to
convince yourself that this is essentially equivalent to the statement “If the ground is not wet,
then it didn’t rain.” In fact, since the second statement is just the contrapositive of the first,
Theorem 2.36 tells us that they are equivalent. Again, by equivalent we simply mean that either
both statements are true or both statements are false. This is the idea behind the proof technique
in this section.

Definition 2.67. A proof by contraposition is a proof of a statement of the form “if p,
then q” that proves contrapositive statement instead. That is, it proves the equivalent statement
“if not q, then not p.”

Example 2.68. Prove that if 5n + 2 is odd, then n is odd.

Proof: We will instead prove that if n is even (not odd), then 5n+ 2 is even (not
odd). Since this is the contrapositive of the original statement, a proof of this will
prove that that the original statement is true.

Assume n is even. The n = 2a for some integer a. Then 5n + 2 = 5(2a) + 2 =
2(5a + 1). Since 5a + 1 is an integer, 2(5a + 1) is even. O

Be careful with proof by contraposition. Do not make the mistake of trying to prove the converse
or inverse instead of the contrapositive. In that case, you may (sometimes) write a correct proof,
but it would be a proof of the wrong thing.

In the next example we will see the similarities and differences between contradiction proofs
and proofs by contraposition.

Example 2.69. Prove that if 5n + 2 is even, then n is even.

Proof by contraposition:

We will prove the equivalent statement
that if n is odd, then 5n + 2 is odd.
Assume n is odd. Then n = 2k + 1 for
some integer k. Then we have that

bn+2 = 5(2k+1)+2
10k +5+2
10k + 7

= 205k+3)+1

Since 5k+3 is an integer, this shows that
5n + 2 is odd.

Proof by contradiction:

Assume that 5n + 2 is even but that n is
odd. Since n is odd, n = 2k + 1 for some
integer k. Therefore

Bn+2 = 5(2k+1)+2
10k + 5+ 2
10k + 7

— 2(5k+3)+1

which is odd since 5k + 3 is an integer.
But we assumed that 5n 4+ 2 was even,
which is a contradiction. Therefore our
assumption that n is odd must be incor-
rect, so n is even.
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* Evaluate 2.70. Let n be an integer. Use the definition of even/odd to prove that if 3n + 2
is even, then n is even using a proof by contraposition.

Proot |1 We need to show that if N is even, then 3n+72 is even. £ nis
even, then N = 2k for some intecer k. Then 3N +2 =32k +2L) =Lk+b =
2(3k) +2(3), which is even recause it is the sum Of two even integers.

Evaluation

Proot 2: We need to show that if nis odd, then 3n+72 is odd. I# n is odd
then N =2k -+ for some intecer k. Then 3n+2L =32k +N+2L =Lk+34+2 =
bk +5S =5S(Ek 4D, which is clearly odd.

Evaluation

Proot 3: We need to show that if nis odd, then 3n+72 is odd. I# n is odd
then N = 2k +| for some intecer k. Then 3n+2 =32k +D+2L =Lk +5,
which is odd ry the definition of odd.

Evaluation
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2.5 Other Proof Techniques

There are many other proof techniques. We conclude this chapter with a small sampling of the
more common and/or interesting ones. We will see a few other important proof techniques later in
the book.

Definition 2.71. A trivial proof is a proof of a statement of the form “if p, then q” that
doesn’t use p in the proof.

Example 2.72. Prove that if z > 0, then (z + 1)? — 2z > 22.

Proof: It is easy to see that

(x+1)2 -2 = (224+224+1)—2z
= z2+41
> 22
Notice that we never used the fact that > 0 in the proof. O

Definition 2.73. A proof by counterexample is used to disprove a statement by giving an
example of it being false.

Example 2.74. Prove or disprove that the product of two irrational numbers is irrational.

Proof: We showed in Example 2.59 that V2 is irrational. But v/2 x /2 = 2,
which is an integer so it is clearly rational. Thus the product of 2 irrational number
is not always irrational. O

Example 2.75. Prove or disprove that “Everybody Loves Raymond” (or that “Everybody
Hates Chris”).

Proof:  Since I don’t really love Raymond (I also don’t hate Chris, in case you
care), the statement is clearly false. 0

% Exercise 2.76. Prove or disprove that the sum of any two primes is also prime.

Proof
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Definition 2.77. A proof by cases breaks up a statement into multiple cases and proves each
one separately.

We have already seen several examples of proof by cases (e.g. Examples 2.24 and 2.66), but it
never hurts to see another example.

Example 2.78. Prove that if  # 0 is a real number, then z? > 0.

Proof: If z # 0, then either x > 0 or z < 0.
If 2 > 0 (case 1), then we can multiply both sides of > 0 by z, giving 2% > 0.

If x < 0 (case 2), then we can write y=-x, where y > 0. Then 2% = (—y)? =
(—1)2y% = 4?2 > 0 by case 1 (since y > 0). Thus z? > 0. In either case, we have
shown that 22 > 0. O

* Fill in the details 2.79. Let s be a positive integer. Prove that the closed interval [s, 2s]
contains a power of 2.

Proof: If sis a power of 2 then

If s is not a power of 2, then it is strictly between two powers of 2. That is,

27— < 5 < 2" for some integer r. Then
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2.6 If and Only If Proofs

Sometimes we will run into “if and only if” (abbreviated iff) statements. That is, statements of the
form p if and only if ¢. This is equivalent to the statement “p implies ¢ and ¢ implies p.” Thus,
to prove that an iff statement is true, you need to prove a statement and its converse. “p implies
q” is sometimes called the forward direction and the converse is sometimes called the backwards
direction. Sometimes the converse statement is proven by contraposition, so that instead of proving

q implies p, —p implies —¢q is proven.

% Question 2.80. Why is there a choice between proving ¢ implies p and proving —p implies
—q when proving the backwards direction?

Answer

Example 2.81. Prove that x is even if and only if x + 10 is even.

Proof: If z is even, then z = 2k for some integer k. Then x + 10 = 2k + 10 =
2(k+5). Since k+ 5 is an integer, then z + 10 is even. Conversely, if x4 10 is even,
then = + 10 = 2k for some integer k. Then x = (z 4 10) — 10 = 2k — 10 = 2(k — 5).
Since k — 5 is an integer, then x is even. Therefore z is even iff z + 10 is even. [

As we have mentioned before, the examples in this section are quite trivial and may seem
ridiculous—since they are so obvious, why are we bothering to prove them? The point is to use the
proof techniques we are learning. We will use the techniques on more complicated problems later.
For now we want the focus to be on proper use of the techniques. That is more easily accomplished
if you don’t have to think too hard about the details of the proof.

* Exercise 2.82. Prove that x is odd iff x 4 20 is odd using direct proofs for both directions
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* Exercise 2.83. Prove that z is odd iff  + 20 is odd using using a direct proof for the
forward direction and a proof by contraposition for the backward direction.

% Fill in the details 2.84. The two most common ways to prove p iff ¢ are

1. Prove that and , or

2. Prove that and

* Evaluate 2.85. Use the definition of odd to prove that z is odd if and only if x — 4 is odd.

Proo#$ |: Assume x is odd. Then x = 2k +| for some intecer k. Then x — 4 =
2k=+—4 =2k —3, which is odd. Now assume that x—H is odd. Since (2k+D -4
is 0dd, then x =2k +| is clearly odd.

Evaluation

Proo$ 2: Assuve x is odd. Then x =2k +l,s0 x —4 = (2k+D -4 =2k — 2+,
which is odd since k — 2 is an intecer. Now assumve x — 4 is even. Then
x — 4 = 2k for some inteaer k. Then x = 2k +4 = 2k +2), which is even
since k+2 is an intecer.

Evaluation
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2.7 Common Errors in Proofs

If you arrive at the right conclusion, does that mean your proof is correct? Some students seem to
think so, but this is absolutely false. Let’s consider the following example.

16 1
Example 2.86. Is the following proof that 61= 1 correct? Why or why not?

Proo$: This is true Because if | cancel the £ on the top and the Bottom,

Iee:t£=£=l. O

Evaluation: You probably know that you can’t cancel arbitrary digits in a fraction,

so this is not a valid proof. In addition, consider this: If this proof is correct, then

16 1 1
it could be used to prove that ol 6—? =71= 1, which is clearly false.

Note: The point of the previous example is this: Don’t confuse the fact that what you are trying
to prove is true with whether or mot your proof actually proves that it is true. An incorrect
proof of a correct statement is no proof at all.

One rookie mistake that I see often is proof by erxample, where the writer attempts to prove
something in general by proving it for one particular case and assuming it must therefore work for
all of the other cases.

* Question 2.87. What is wrong with this ‘proof’ that the sum of two even integers is even?

Proof: Let x and y Be even intecers. Assuve x = 4 and y = b, which are
BOth even. Then x+y =10 =2 x5, which is even since S is an intecer.
Thus, the suvm Of two even intecers is even O

Answer

Just because a proof seems work out, it does not mean that it is a proof of the correct statement.
For instance, the proof in Question 2.87 is a correct proof of the fact that the sum of 4 and 6 is
even. But it is certainly not a proof that the sum of any two even numbers is even.

Let’s see an example of a supposed proof of something that is not even true. Hopefully I do not
need to convince you that the proof cannot be valid (since the statement is false).

Example 2.88. What is wrong with this ‘proof’ that one more than an even number is divisible
by 37

Proo$: Notice that =+ =15 =3 xS which is clearly divisigle By 3. Since
I+ =72 xTis even, we just showed that one more than an even numweer
is divisiele By 3. O

Evaluation: This only shows that one more than 14 is divisible by 3. Notice that
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10 is even, but 10+ 1 = 11 is not divisible by 3, so the statement that is supposedly
being proven here is clearly not true!

Hopefully this example helps you see the problem with proof by example. If the technique
worked, then the proof in the previous example is a valid proof of the false statement that one
more than an even number is divisible by 3. But since that statement is false, it can’t have been a
valid proof. Indeed, as we already mentioned, the proof does show that the statement is true for
the given even number (in this case, 14), but that does not imply anything about the validity of
the statement for any other even numbers.

If you want to prove something for a general collection of numbers (e.g. even number, integers,
etc.), then your proof has to be general enough to include all possible values. For instance, if you
want to prove something about odd numbers, then you let x = 2k + 1 where k is an integer. Notice
that no matter which odd integer you want to consider, you can pick k£ to obtain that value. Thus,
if you prove something about the value x = 2k + 1, then you have proven it for all odd values of
x. However, if you show it is true for x = 7 (for instance), you have only shown that it is true for
z="T.

Another common mistake when writing proofs is to make one or more invalid assumptions
without realizing it. This is another case where you end up proving a different statement (usually
a more specific statement) than the one you set out to prove. The problem is that when you make
this sort of mistake, the proof can sometimes seems to “work” because you get the conclusion you
want. Thus, your proof might actually be a valid proof, but it is of the wrong statement. Thus, it
isn’t always obvious that you even made a mistake.

The next few examples should illustrate what can go wrong if you aren’t careful.

* Question 2.89. What is wrong with this ‘proof’ that the sum of two even integers is even?

Proof: Let x and y Be even integers. Then x = 23 £Or some inteaer
a and y =23 for some intecer a. So x+y=2a+2a =2(a+3). Since
a—+ais an integer, 2(a +3) is even, so the suw Of two even intecers
is even. O

Answer

Since the statement in the previous example is true, it can be difficult to appreciate why the
proof is wrong. The proof seems to prove the statement but as you saw in the solution, it actually
doesn’t. It proves a more specific statement (In this case, it is a proof of the fact that the sum of
an even number with itself is even when it was supposed to be a proof of the fact that the sum of
any two even numbers is even.).

If it seems like we are being too nit-picky, consider the next example which gives a supposed
proof that the sum of two even numbers is divisible by 4 (hopefully you can quickly convince
yourself that this is not a true statement).
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* Question 2.90. What is wrong with the following ‘proof’ that the sum of two even integers
is divisible by 47

Proof: Let x and y Be two even intecers. Then x = 2a for some
intecer a and y = 2a for some intecer a. So x+y=72a+23 =4a. Since
a is an inteaer, 43 is divisigle By 4, so the sum Of two even intecers is
divisiele By 4. O

Answer

Another common mistake students make when trying to prove an identity /equation is to start
with what they want to prove and work both sides of it until they demonstrate that they are equal.
I want to stress that this is an invalid proof technique. Again, if this seems like I am making
something out of nothing, consider this example:

* Question 2.91. Consider the following supposed proof that —1 = 1.

Proos:

(N = [+

Therefore —| =1 O

How do you know that this proof is incorrect? (Think about the obvious reason, not any
technical reason.)

Answer

Notice that each step of algebra in the previous proof is correct. For instance, if a = b, then
a®? = b? is correct. And (—1)2 and 12 are both equal to 1. So the majority of the proof contains
proper techniques. It contains just one problem: It starts by assuming something that isn’t true.
Unfortunately, one error is all it takes for a proof to be incorrect.

Note: When writing proofs, never assume something that you don’t already know to be true!
In particular, if you are trying to prove an equality, never start with the equality and work both

sides until you get the same thing. As demonstrated in the previous example, this is not a valid
proof technique.
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% Question 2.92. When you are given an equation to prove, should you prove it by writing
it down and working both sides until you get them both to be the same? Why or why not?

Answer

Let’s be clear about this issue. If you known an equation is correct, you can work both sides
of it until you get to some desired conclusion. However, if you have an equation and you do not
know whether or not it is correct, you cannot start your proof by considering that equation. As
Example 2.91 demonstrated, if an equation is not correct, sometimes you can work both sides until
they are the same, which gives the illusion that you have proven that it is correct, which is clearly
not possible. Hopefully this makes it clear to you that beginning a proof with an unknown equation
(e.g. the equation you are trying to prove) and using it in your proof is not valid.

* Question 2.93. You are given an equation. You work both sides of it until they are the
same. Should you now be convinced that the equation is correct? Why or why not?

Answer

Note: If you already know that an equation is true, then working both sides of it (for some
purpose other than demonstrating it is true) is a valid technique. However, it is more common
to start with a known equation and work just one side until it is what we want.

There are plenty of other common errors in proofs. We will see more examples of them through-
out the remainder of the book (although we will focus more on correct proof techniques!), especially
in the Evaluate examples. I want to say that you will likely see other examples of errors in proofs
as you write your own proofs, but that would be mean. Probably accurate, but still mean.
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2.8 More Practice

Now you will have a chance to practice what you have learned throughout this chapter with some
more exercises. Now that they aren’t in a particular section, you will have to figure out what
technique to use.

* Exercise 2.94. Let p < ¢ be two consecutive odd primes (two primes with no other primes
between them). Prove that p + ¢ is a composite number. Further, prove that it has at least
three, not necessarily distinct, prime factors. (Hint: think about the average of p and q.)
Proof:

% Evaluate 2.95. Prove or disprove that if x and y are rational, then z¥ is rational.

Proo# 1 Because x and y are Both rational, assuvie x = a/B where a and B are
intecers and 8 # O. We can assume that a and B have No factors in common
(since if they did we could cancel them and use the resutting Numgers as our
new a and B). Then ¥ = &, s0 % is rational.

Evaluation

Proof 2: Notice that x¥ is just x multiplied By itself y times. A rational
numier muktiplied By a rational numeer is rational, so <’ is rational.

Evaluation

Since none of the proofs in the previous example were correct, you need to prove it.
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% Exercise 2.96. Prove or disprove that if x and y are rational, then z¥ is rational.
Proof:

* Evaluate 2.97. Prove or disprove that if x is irrational, then 1/z is irrational.

Proot |1 I§ x is rational, assume it is an intecer. | x is an integer, it is
rational. [/x is an intecer over an intecer, so it is rational. Therefore if x
Is rational, |/x is rational, so By contrapositive reasoning, i x is irrational,
[/x is irrational.

Evaluation

Proot 2: Assume that x is irrational. Then it cannot Re expressed as an
intecer over an intecer. Then clearly |/x cannot Be expressed as an intecer
over an intecer.

Evaluation

Proot 3: Assume that x is rational. Then x = &, where p and @ are intecers
I I Q o . .
and @ # O. But then vl e . sO it is rational. Since we proved the

contrapositive, the statement is true.

Evaluation
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Proof 4+: We will prove the contrapositive. Assume that [/x is rational.
Since it is rational, |/x = a8 /& £or some intecers a and B, with 8 # O. Solving
for x we et x =8/a, sO x is rational.

Evaluation

Proot S: | will prove the contrapositive statement: I |/x is rational, then

x is rational. Assume |/x is rational. Then | = 2 for some intecers a and
B #0O. We know that |/x # O (since otherwise x-O =1, which is impossigle),
so a # O. Muttiplying Both sides of the previous equation By x we et x2 =1
Now i# we muttiply Both sides By £ (which we can do since a # O), we cet

x =2 Since a and & are intecers with a # O, x is rational.

Evaluation

wEvaluate 2.98. Mersenne primes are primes that are of the form 2P — 1, where p is prime.
Are all numbers of this form prime? Give a proof/counterexample.

Proof I Restate the prorlem as if 2P — 1| is prime then p is privme. Assume p

is NOt prime so p = st, where s and t are intecers. Thus 2P — | =25t | =
(25 —DN(2st—s42st-2s 4 ... 425 4. Recause neither of these factors is | or
27 —|

— 2P —[is not prime (corrtradiction)
— P is pPrime
— All numpers of the form 2P — [ (with p 8 prime) are prime.

Evaluation

Proot 2: Numerers of the form 2P only have 2 as a factor. Since 2° —1is
clearly odd, it does Nnot have 2 as a factor. Therefore it must not have any
factors. So it is prive.

Evaluation
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wExercise 2.99. Let p be prime. Prove that not all numbers of the form 2P — 1 are prime.
Proof:
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2.9 Reading Comprehension Questions

From Section 2.1

% Question 2.1. Because it was (perhaps incorrectly) assumed that you have heard the term
proof before, it was never formally defined in the chapter. Let’s make sure you don’t go any further
without having a good definition. So, what is a proof? Feel free to look up the definition (online or
in a dictionary) if you need to.

% Question 2.2. Let’s say someone correctly proves statement A. Does that mean A is a true
statement, that you are just pretty sure that it is true, or that it may or may not be true based on
whether or not you understand the argument being made in the proof? Explain your answer.

* Question 2.3. True or false: Every even number is not odd. Explain your answer.

* Question 2.4. If b is divisible by a, is it always the case that a is divisible by b7 Explain using
an example.

* Question 2.5. Can a number be both composite and prime? Explain.

% Question 2.6. Which are prime? Which of the following numbers are composite? Which are
neither? Which are both?
1, 3, 4, 6, 38, 27, 97, 150, 173, 999983, 999985

% Question 2.7. Compute 6! and 7!. Did you compute 7! the easy way or the hard way?

% Question 2.8. For what values of n is n! prime?

From Section 2.2

% Question 2.9. If the proposition A implies B is true, does that mean the proposition B implies
A is true? Prove or give a counterexample.

% Question 2.10. True or false: If the inverse of an implication is true, then the implication is
also true. Explain your answer.

% Question 2.11. True or false: If the inverse of an implication is true, then the converse of the
implication is also true. Explain your answer.

* Question 2.12. What can you say about an implication and its contrapositive?

From Sections 2.3

* Question 2.13. In your own words, explain the idea behind contradiction proofs. Include
specifics like how one goes about writing a proof by contradiction and why it is a valid proof
technique. (The goal of this question is to help you better understand the technique and to convince
you that it is indeed a valid technique, so put some thought into this one!)

% Question 2.14. Give all of the permutations of the set {cow, chicken, rabbit}
% Question 2.15. True or false: Every integer is a rational number. Explain your answer.

* Question 2.16. Prove that there is no smallest positive rational number. (Hint: Use contradic-
tion!)
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From Section 2.4
% Question 2.17. Explain why proof by contraposition is a valid proof technique.

* Question 2.18. Explain the difference between a proof by contradiction and a proof by contra-
position, particularly as it applies to proving statements of the form p — q.

% Question 2.19. True or false: Every irrational number is not an integer. Explain your answer.
% Question 2.20. Prove that if > 0 is irrational, then /z is irrational using
(a) proof by contradiction.

(b) proof by contraposition.

From Section 2.5
% Question 2.21. True or false: Every rational number is an integer. Prove your answer.

% Question 2.22. Prove that an integer n and n? have the same parity (that is, they are both
even or both odd).

From Section 2.6

* Question 2.23. If you want to prove that A if and only if B is true (where A and B are
statements of some sort), can you just show that A implies B? If not, explain why that does not
work and what you would have to do instead (or in addition).

* Question 2.24. You want to prove that p if and only if ¢ is true.
(a) Is showing that p implies ¢ and —¢ implies —p a valid technique? Explain why or why not.
(b) Is showing that =g — —p and ¢ — p a valid technique? Explain why or why not.

*Question 2.25. Prove that an integer n is even if and only if n? is even.

From Sections 2.7

* Question 2.26. Proof by counterexample is a valid proof technique. Proof by example is not.
Explain the difference.

% Question 2.27. If I want to prove some equation, should I write down the equation and work
both sides until they are the same? Explain why this is or is not a valid proof technique.

% Question 2.28. What is wrong with the following proof?

Proo#$: Assume a =B, where a and & are not zero. Muttiplying Both sides By
a, we et a- = ar. Sustracting B> from roth sides, we aet at —srt = ar — 7%,
which is equivalent to (a8 —B)a +8) = (8 — )R Dividing By 38 — B, we aet
(a+8) =8, which implies 2B = 3, But since a =&, 28 = &, and dividing By B, we
£inally conclude that 2 =, O
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2.10 Problems

Problem 2.1. Prove that a number and its square have the same parity. That is, the square of
an even number is even and the square of an odd number is odd.

Problem 2.2. Prove that the inverse of an implication is true if and only if the converse of the
implication is true.

Problem 2.3. Let a and b be integers. Consider the problem of proving that if at least one of a or
b is even, then ab is even. Is this equivalent to the statement from Evaluate 2.507 Explain, using
the appropriate terminology from this chapter.

Problem 2.4. Let a and b be integers. Consider the statement “If ab is even, then at least one of a
or b is even.” Rephrase this statement using the word odd instead of even (but you cannot use the
phrase not odd). Using terminology from this chapter, how did you come up with the alternative
phrasing?

Problem 2.5. Prove or disprove that there are 100 consecutive positive integers that are not
perfect squares. (Recall: a number is a perfect square if it can be written as a? for some integer a.)

Problem 2.6. Consider the equation n* + m* = 625.
(a) Are there any integers n and m that satisfy this equation? Prove it.
(b) Are there any positive integers n and m that satisfy this equation? Prove it.

Problem 2.7. Consider the equation a® + b3 = ¢3 over the integers (that is, a, b, and ¢ have to all
be integers).

(a) Prove that the equations has infinitely many solutions.

(b) If we restrict a, b, and ¢ to the positive integers, are there infinitely many solutions? Are there
any? Justify your answer. (Hint: Do a web search for “Fermat’s Last Theorem.”)

Problem 2.8. Let n be an integer.
(a) Prove that if n is odd, then 3n + 4 is odd.

(b) Is it possible to prove that n is odd iff 3n + 4 is odd? If so, prove it. If not, explain why not
(i.e. give a counter example).

(c) If we don’t assume n has to be an integer, is it possible to prove that n is odd iff 3n +4 is odd?
If so, prove it. If not, explain why not (i.e. give a counter example).

Problem 2.9. Prove that if n is an integer and 5n + 4 is even, then n is even using a
(a) direct proof

(b) proof by contraposition

(c) proof by contradiction

Problem 2.10. Prove that a is even if and only if a? is even.

Problem 2.11. Prove that n? 4+ 2n + 1 is even if and only if n is odd.
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Problem 2.12. Let n be an integer.
(a) Prove that if n is odd, then 4n + 3 is odd.

(b) Is it possible to prove that n is odd iff 4n + 3 is odd? If so, prove it. If not, explain why not
(i.e. give a counter example).

Problem 2.13. Prove that ab is odd iff a and b are both odd.
Problem 2.14. Prove or disprove each of the following.

(a) Let k be an odd integer. Then a is even if and only if ka is even.
(b) Let k be an even integer. Then a is even if and only if ka is even.
(c¢) Let k be an integer. Then a is even if and only if ka is even.

Problem 2.15. Let n be an odd integer. For what values of £ do n and nk have the same parity?
Prove your claim.

Problem 2.16. Let n be an even integer. For what values of k£ do n and nk have the same parity?
Prove your claim.

Problem 2.17. Prove or disprove: Every positive integer can be written as the sum of the squares
of two integers.

Problem 2.18. Prove that the product of two rational numbers is rational.

Problem 2.19. Prove that the product of a non-zero rational number and an irrational number
is irrational.

Problem 2.20. Prove or disprove that c is irrational if and only if ¢ + 1 is irrational.
Problem 2.21. Prove or disprove that c is rational if and only if ¢? is rational.

Problem 2.22. Prove or disprove that n? — 1 is composite whenever n is a positive integer greater
than or equal to 1.

Problem 2.23. Prove or disprove that n? — 1 is composite whenever n is a positive integer greater
than or equal to 3.

Problem 2.24. Compute 7!.
Problem 2.25. Compute 8!/6!.
Problem 2.26. List the permutations of the set {a,b,c,d}.

Problem 2.27. Prove or disprove that P = NP.?

2A successful solution to this will earn you an A in the course. You are free to use Google or whatever other
resources you want for this problem, but you must fully understand the solution you submit.
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3.1 Sets

3.1.1 Definitions

Definition 3.1. Sets

e A set is an unordered collection of objects.

The objects in the set are called the elements of the set.

If a belongs to the set A, then we write a € A, read “a is an element of A.”

If a does not belong to the set A, we write a & A, read “a is not an element of A.”

Generally speaking, repeated elements in a set are ignored.

Note: The symbol € should be read as is an element of, not exists in.

Example 3.2. The sets A = {1,2,3}, B={3,2,1}, and C' = {1, 1,1, 2,2, 3} actually represent
the same set since repeated values are ignored and the order elements are listed does not matter.
Notice that 1 € A and 3 € A, but 4 € A.

Let D ={0,1,2,3,4,5,6,7,8,9} be the set of decimal digits. Then 4 € D but 11 ¢ D.

Notice that the elements in a set are listed between curly braces. Thus, {1,2,3} is a set (where
order does not matter and duplicates are ignored), but [1,2,3] is a list (where order does matter
and duplicates are allowed). Also, 1, 2, 3 is just a list of three numbers whereas {1,2,3} is the set
containing the numbers 1, 2, and 3.

Definition 3.3. Cardinality

e The number of elements in a set A, also known as the the cardinality of A, will be
denoted by |A|.

e If|A| is finite, we call A a finite set.

o If the set A has infinitely many elements, we write |A| = oo and we refer to A as an
infinite set.

Example 3.4. If A, B, C, and D are the sets from Example 3.2, then |A| = 3, |B| = 3,
|C| =3, and |D| = 10.

79
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*Exercise 3.5. Give the set of prime numbers less than 10. What is its cardinality?

Answer

Since we cannot list every element of an infinite set, we need a way of expressing the set so that
it is clear what elements it contains. If the elements of the set follow some pattern, it is common
to list the first several elements and then conclude with ..., indicating that the pattern continues.
There is no “right” number of elements to list when using this notation, but there needs to be
enough so that the pattern is evident. Often 3-5 elements suffices.

Example 3.6. The set of positive integers can be expressed as ZT = {1,2,3,...}. Notice that
|ZF| = .

The set of positive integers that are a multiple of 5 can be expressed as {5, 10, 15,20, ...}.
Hopefully it is clear that |[{5,10,15,20,...}| = cc.

The set of integer multiples of 5 can be expressed as {...,—15,—10,-5,0,5,10,15,...}.
Hopefully it is clear that this is also an infinite set.

Definition 3.7. We say two sets are equal if they contain the same elements. That is Vx(x €
A<+ xz € B). If A and B are equal sets, we write A = B.

Note: We will normally denote sets by capital letters, like A, B,S,N, etc. Elements will be
denoted by lowercase letters, like a,b,r, etc.

*Exercise 3.8. Let A = {1,2,3,4,5,6}, B = {1,2,3,4,5,4,3,2,1}, C = {6,3,4,5,1,3,2}.
Then |A| = , |B| = ,and |C| =

Which of A, B, and C represent the same sets?

Definition 3.9. The following notation is pretty standard, and we will follow it in this book.

N={0,1,2,3,...} the natural numbers.
Z={...—2,—-1,0,1,2,...} the integers.

7zt =1{1,2,3,...} the positive integers.
Z-={-1,-2,-3,...} the negative integers.
Q the rational numbers.
R the real numbers.

C the complex numbers.

o ={} the empty set or null set.
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Note: There is no universal agreement of the definition of N. Although here it is defined as
{0,1,2,3,...}, it is sometimes defined as N = ZT. The only difference is whether or not 0 is
included. I prefer the definition given here because thenm we have a notation for the positive
integers (2T ) as well as the non-negative integers (N).

Example 3.10. Notice that |[N| = |Z| = |R| = co. But this may be a bit misleading. Do all
of these sets have the same number of elements? Believe it or not, it turns out that N and Z
do, but that R has many more elements than both of these. If it seems strange to talk about
whether or not two infinite sets have the same number of elements, don’t worry too much about
it. We probably won’t bring it up again.

* Exercise 3.11. (a) |C| = D) zH=__ (c)|2]=

Another other common notation that is used express sets is called set builder notation. It is
easier to understand through examples than by giving a formal definition.

Example 3.12. Let S be the set of the squares of integers. We can express this as S = {n?|n €
Z} or S ={n?:n € Z}. We call this set builder notation. We read the : or | as “such that.”
Thus, S is the set containing numbers of the form n? such that n is an integer.

Example 3.13. Consider the set of integers that are one less than a positive power of 2. This
set contains elements such as 1 =2' —1, 3 = 22 — 1, and 255 = 2% — 1. We can express this set
in set builder notation as {2" — 1jn € Z" }.

We could also use the notation {2' — 1,22 — 1,23 —1,...}, since the pattern is evident.
However, it would be unwise to write it as {1,3,7,15,...} since it may or may not be evident
what the pattern is when expressed in this way.

wExercise 3.14. Use two different notations to express the set of even integers.

Answer

Example 3.15. Let T be the set of all integers that can be expressed as the sum of the square
of two positive integers. This set contains elements such as 2 = 12 + 12, 5 = 12 4 22, and
25 =32+ 4% Then T = {n% + m?n,m € Z*}.

In this case, expressing the set as something like {2,5,8,9,...} does not make sense at all
because there is no way of discerning a pattern.

Example 3.16. Use set builder notation to express C, the set of complex numbers.
Solution: C = {a + bi : a,b € R}.
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wExercise 3.17. Use set builder notation to express Q, the set of all rational numbers.

Answer

Definition 3.18. Subsets

o If every element in A is also in B, we say that A is a subset of B and we write this as
A C B.

e If A C B and there is some x € B such that x & A, then we say A is a proper subset
of B, denoting it by A C B.

o [f there is some x € A such that x ¢ B, then A is not a subset of B, which we write as
AZ B.

Note: Some authors use C to mean the same thing as C. You will need to consider the context
in order to interpret it correctly.

Example 3.19. Let S = {1,2,...,20}, that is, the set of integers between 1 and 20, inclusive.
Let £ = {2,4,6,...,20}, the set of all even integers between 2 and 20, inclusive. Notice that
E CS. Let P ={2,3,57,11,13,17,19}, the set of primes less than 20. Then P C S, but
PZ Fand EZ P.

*Exercise 3.20. Let S = {n%n € Z} and A = {1,4,9,16}. Answer each of the following,
including a brief justification.

(a) Is AC S?

(b) Is A C S?

(c) Is S C 87

(d) Is S C §?

(e) Is S C A?
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*Exercise 3.21. Let A be the set of integers divisible by 6, B be the set of integers divisible
by 2, and C be the set of integers divisible by 3. Answer each of the following, giving a brief
justification.

(a) Is A C B?

(b) Is AC C?

(c) Is BC A?

(d) Is BC C?

(e) IsC C A?

(f) Is C C B?

Example 3.22. The set
S = {Roxan, Jacquelin, Sean, Fatimah, Wakeelah, Ashley, Ruben, Leslie, Madeline }

is the set of students in a particular course. This set can be split into two subsets: the set
F = {Roxan, Jacquelin, Fatimah, Wakeelah, Ashley, Madeline} of females in the class, and the
set M = {Sean, Ruben, Leslie} of males in the class. Thus we have FF C S and M C S. Notice
that it is not true that FF C M or that M C F. Put another way, ¥ € M and M € F

Example 3.23. Find all the subsets of {a,b, c}.
Solution: They are @, {a}, {b}, {c}, {a,b},{b,c},{a,c}, and {a,b,c}.

Notice that there are 8 subsets. Also notice that 8 = 23. As we will see shortly, that is not a
coincidence.

Notice that we wrote & and not {@} in the previous example. It turns out that @ # {@}. & is
the empty set—that is, the set that has no elements. {&} is the set containing the empty set. Thus,
{2} is a set containing the single element &. You can use either @ or {} to denote the empty set,
but not {&}.
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* Exercise 3.24. Find all the subsets of {a,b,c,d}.

Definition 3.25. The power set of a set is the set of all subsets of a set. The power set of a
set A is denoted by P(A).

Example 3.26. If A = {a,b,c}, example 3.23 implies that P(A) = {&,{a}, {b},{c}, {a,b},
{b,c},{a,c},{a,b,c}}. Notice that the solution is a set, the elements of which are also sets.

An incorrect answer would be {&,a,b,c,{a,b},{b,c},{a,c},{a,b,c}}. This is incorrect
because a is not the same thing as {a} (the set containing a). {a} € P(A), but a € P(A). This
is a subtle but important distinction.

* Exercise 3.27. Find P({a,b,c,d}).

We will prove the following theorem in the next section after we have developed the appropriate
notation to do so.

Theorem 3.28. Let A be a set with n elements. Then |P(A)| = 2".
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wExercise 3.29. Let A be a set with 4 elements.

(a) |P(A)] =

(b) [P(P(A))] =

(c) [P(P(P(A)))] =

% Exercise 3.30. If one element is added to a finite set A, how much larger is the power set of
A after the element is added (relative to the size of the power set before it is added)? Explain
your answer.

Answer




86 Chapter 3

3.1.2 Set Operations

We can obtain new sets by performing operations on other sets. In this section we discuss the
common set operations. Venn diagrams are often used as a pictorial representation of the relation-
ships between sets. We provide Venn diagrams to help visualize the set operations. In our Venn
diagrams, the region(s) in the darker color represent the elements of the set of interest.

Definition 3.31.

The union of two sets A and B is the set containing ele-
ments from either A or B. More formally,

AUB
AUB={z:z€ Aorz € B}.

Notice that in this case the or is an inclusive or. That
18, x can be in A, or it can be in B, or it can be in both.

Example 3.32. Let A ={1,2,3,4,5,6}, and B = {1,3,5,7}. Then AUB = {1,2,3,4,5,6,7}.

wExercise 3.33. Let A be the set of even integers and B be the set of odd integers. Then

AUB=

Definition 3.34.

The intersection of two sets A and B is the set containing
elements that are in both A and B. More formally, AN B

ANB={z:2€ A and x € B}.

Example 3.35. Let A ={1,2,3,4,5,6}, and B = {1,3,5,7,9}. Then AN B = {1,3,5}.

* Exercise 3.36. Let A be the set of even integers and B be the set of odd integers. Then

AN B=
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Definition 3.37.

The difference (or set-difference) of sets A and B is
the set containing elements from A that are not in B. More
formally,

A\ B
A\B={z:z € A and z ¢ B}.

The set difference of A and B is sometimes denoted by
A— B.

Example 3.38. Let A = {1,2,3,4,5,6}, and B = {1,3,5,7,9}. Then A\ B = {2,4,6} and
B\ A={7,9).
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* Exercise 3.39. Let A be the set of even integers and B be the set of odd integers. Then

A\ B= and B\ A=

We can now prove Theorem 3.28.

Example 3.40. Let A be a set with n elements. Then |P(A)| = 2".

Proof: We use induction® and the idea from the solution to Exercise 3.24. Clearly
if |[A] =1, A has 2! = 2 subsets: @ and A itself.

Assume every set with n — 1 elements has 2"~ subsets. Let A be a set with n
elements. Choose some = € A. Every subset of A either contains x or it doesn’t.
Those that do not contain x are subsets of A\ {z}. Since A\ {x} has n—1 elements,
the induction hypothesis implies that it has 2"~! subsets. Every subset that does
contain z corresponds to one of the subsets of A\ {z} with the element z added.
That is, for each subset S C A\ {x}, SU{z} is a subset of A containing z. Clearly
there are 2”1 such new subsets. Since this accounts for all subsets of A, A has
on=l 4 on=l — 97 gybgets. O

“We will cover induction more fully and formally later. But since this use of induction is pretty intuitive,
especially in light of Example 3.24, it serves as a useful foreshadowing of things to come.

Definition 3.41.

Let A C U. The complement of A with respect to U is
jJust the set difference U \ A. More formally,

o

A={zeU:z¢g A} =U\ A

In words, A is the set of everything not in A. Other com-
mon notations for set complement include A and A’.
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Note: Often the set U, which is called the universe or universal set, is implied and we
just use A to denote the complement. We usually follow this convention here. Further, when
talking about several sets, we will usually assume they have the same universal set.

Example 3.42. Let U = {0,1,2,3,4,5,6,7,8,9} be the universal set of decimal digits and
A =1{0,2,4,6,8} C U be the set of even digits. Then A = {1,3,5,7,9} is the set of odd digits.

% Exercise 3.43. Let A be the set of even integers and B be the set of odd integers, and let

the universal set be U = Z. Then A= and B=

It should not be too difficult to convince yourself that the following theorem is true.

Theorem 3.44. Let A be a subset of some universal set U. Then

ANA = @, and
AuA = U.

The various intersecting regions for two and three sets can be seen in Figures 3.1 and 3.2.

Fi 3.1: Venn di for t ts.
gure i dlagtam for two sets Figure 3.2: Venn diagram for three sets.

Definition 3.45. Two sets A and B are disjoint or mutually exclusive if ANB = @. That
18, they have no elements in common.

Example 3.46. Let A be the set of prime numbers, B be the set of perfect squares, and C
be the set of even numbers. Then A and B are clearly disjoint since if a number is a perfect
square, it cannot possibly be prime (although 0 and 1 are not prime for different reasons than
the rest of the elements of B). On the other hand, A and C are not disjoint since they both
contain 2, and B and C' are not disjoint because they both contain 4.
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% Exercise 3.47. Let A be the set of even integers and B be the set of odd integers. Are A
and B disjoint? Explain.

Answer

Set identities can be used to show that two sets are the same. Table 3.1 gives some of the most
common set identities. In these identities, U is the universal set. We won’t provide proofs for most
of these, but we will present a few examples and a technique that will allow you to verify that they
are correct in Section 3.1.3.

‘ Name ‘ Identity ‘
commutativity AUuUB=BUA
ANB=BnNA
associativity AUu(BUC)=(AUB)U
AN(BNC)=(AnNnB)N
distributive AN(BUC)=(ANnB)U (A NnC)
AU(BNC)=(AUuB)N(AUQ)
identity AUg=A
AnNU=A
complement AUA=U
ANA=o
domination AuU =U
AN =9
idempotent AUA=A
ANA=A
complementation | (A) = A
DeMorgan's AUB=ANB
ANB= ZUE
absorption AU(ANB) =
AN(AUB) = A

Table 3.1: Set Identities

These identities may look somewhat familiar. They are essentially the same as the logical
equivalences presented in Table 1.3. In fact, if we equate T to U, F to &, V to U, A to N, and —
to~ (complement), the laws are identical. This is because logic operations and sets are both what
we call Boolean algebras. We won’t go into detail about this connection, but in case you run into
the concept in the future, you heard it here first!

Sometimes you need to find the number of elements in the union of several sets. This is easy
if the sets do not intersect. If they do intersect, more care is needed to make sure no elements are
missed or counted more than once. In the following examples we will use Venn diagrams to help us
do this correctly. Later, we will learn about a more powerful tool to do this—inclusion-exclusion.
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Example 3.48. Of 40 people, 28 smoke and 16 chew tobacco. It is also known that 10 both
smoke and chew. How many among the 40 neither smoke nor chew?

Solution: We fill up the Venn diagram below as follows. Since |[Smoke N
Chew| = 10, we put a 10 in the intersection. Then we put 28 — 10 = 18 in
the part that Smoke does not overlap Chew and 16 — 10 = 6 in the part of
Chew that does not overlap Smoke. We have accounted for 10 + 18 + 6 = 34
people that are in at least one of the sets. The remaining 40 — 34 = 6 people
outside these sets don’t smoke or chew (and probably don’t date girls who do).

6

Smoke Chew

We truly hope that these numbers are not representative of the number of people
who smoke and/or chew in real life. It’s bad for you. Don’t do it. Really.

% Exercise 3.49. In a group of 30 people, 8 speak English, 12 speak Spanish and 10 speak
French. It is known that 5 speak English and Spanish, 7 Spanish and French, and 5 English
and French. The number of people speaking all three languages is 3. How many people speak
at least one of these languages?

Definition 3.50. The Cartesian product of sets A and B is the set A x B = {(a,b)|a €
ANb € B}. In other words, it is the set of all ordered pairs of elements from A and B.

Example 3.51. If A= {1,2,3} and B = {a, b}, then

Ax B=1{(1,a),(1,b),(2,a),(2,b),(3,a),(3,b)}, and

B x A={(a,1),(a,2),(a,3),(b,1),(b,2),(b,3)}.

Notice that A x B # B x A. If A # B, this is always the case.
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* Exercise 3.52. Let A ={1,2,3,4}, and B = {3}. Compute A x B.

Ax B=

Definition 3.53. If A is a set, then A2 = A x A, and A" = A x A" 1,

Example 3.54. If B = {a,b} then
B?= {(a,a), (a,b),(b,a),(b,b)}, and

B3 = {(a,a,a),(a,b,a),(b,a,a),(bd,a),(a,a,b),(a,b,b),(b,a,b), (b b b)}

*Exercise 3.55. Let A = {0,1}. Find A% and A3.
A% =

A3 =

It shouldn’t be too difficult to convince yourself of the following.

Theorem 3.56. If A and B are finite sets with |A| = n and |B| = m, then |A x B| =n-m.

Example 3.57. Let A and B be finite sets with |A] = 100 and |B| = 5. Then |A x B| =
100 * 5 = 500, |A2| = 100 * 100 = 10, 000, and |B*| = 5* = 625.

* Exercise 3.58. Let A, B, and C be sets with |A| = 10, |B| = 50, and |C| = 20. Determine
the following

(a) |A x B| =

(b) [4x C|=

() [B% =

(d) |AxBxC|=
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wEvaluate 3.59. If A x B = &, what can we conclude about A and B?

Solution I Assume A and B are not empty. We know the Cartesian product
of A and B denoted By A xB  is the set of all ordered pairs (a,8), where a € A
and B € B Therefore, we can conclude that our assumption was incorrect
BRecause if each set is Nnot empty, (3,B) is iN the cross product, But A xB = &,
sO at least one OFf the sets must re empty.

Evaluation

Solution 2: Notice that if A = g and B = g A xB = @ Therefore, i
AxB=g then A=gand B=0u.

Evaluation

Solution 3: We can concdlude that Both A and B are empty. [l prove it By
contradiction. Assume that A xB = &, eut that it is not the case that rOth
A and B are empty. Then neither A nor B is emvpty. But then there is some
a €A and some B B and (3,8) € A x B which implies that A xB # & This
conrtradicts our assumption Therefore roth A and B are empty.

Evaluation

Solution 4: At least one of A or B is empty By contradiction. Assume that
A x B =g But that it is not the case that at least one of A or B is empty.
Then neither A nor B is empty. Then there is some a8 € A and sowve B € B
But then (a3,8) € A x B, which implies that A x B # @ This contradicts our
assumption. Therefore at least one of A or B is emvpty.

Evaluation
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3.1.3 Set Proofs

The following theorem can be used to prove set identities.

Theorem 3.60. Two sets A and B are equal if and only if AC B and B C A.

Let’s see this theorem in action.

Example 3.61. Prove that A\ B= AN B.

Proof: Let z € A\ B. Then by definition of difference, z € A and = ¢ B. But if
x ¢ B, then x € B by definition of complement. Since z € Aand x € B, x € ANB

by definition of intersection. Since whenever z € A\ B, x € AN B, we have shown
that A\ BC AN B.

Now assume that 2 € AN B. Then z € A and z € B by definition of intersection.
By definition of complement, z ¢ B. But if x € A and « ¢ B, then x € A\ B
by definition of difference. Since whenever x € AN B, x € A\ B, we have that

ANBCA\B.
Since we have shown that A\ B C AN B and that ANB C A\ B, by Theorem 3.60
A\B=ANB. O

That was the long, drawn-out version of the proof. The purpose of all of the detail is to
make the technique clear. Here is a proof without any extraneous details.

Proof: We will prove this by showing set containment both ways.

Let x € A\ B. Then z € A and x ¢ B. This implies that x € B. Therefore
r € ANB. Since A\ B impliesz € ANB, A\ BC ANB.

Now assume that x € AN B. Then 2 € A and z € B. Then = ¢ B, and therefore
x € A\ B. Since z € AN B implies z € A\ B, ANB C A\ B. O

The proofs in the previous example are called set containment proofs since we showed set
containment both ways. The technique is pretty straightforward: Theorem 3.60 tells us that if
X CY and Y C X, then X =Y. Thus, to prove X =Y, we just need to show that X C Y and
Y C X. But how do we show that one set is a subset of another? This is easy: To show that
X C Y, we show that every element from X is also in Y. In other words, we assume that x € X
and use definitions and logic to show that x € Y. Assuming we do not use any special properties
about x other than the fact that x € X, then z is an arbitrary element from X, so this shows that
X CY. Showing that Y C X uses exactly the same technique.

Note: Be careful. To prove that X =Y, you generally need to prove two things: X CY and
Y C X. Do not forget to do both. On the other hand, if you are asked to prove that X CY,
you do not need to (and should not) show that Y C X.

Let’s see another example of this type of proof. This proof will provide a few more details than
necessary in order to further explain the technique.

Example 3.62. Prove the first De Morgan’s Laws: Given sets A and B, (AU B) = AN B.

Proof: Let x € (AUB). Then 2 ¢ AU B (by definition of complement). Thus
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r ¢ Aand v ¢ B (by definition of union), which is the same thing as = € A
and z € B (by definition of complement). But then we have that + € AN B (by
definition of intersection). Notice that x was an arbitrary element from (AU B),
and we showed that z € AN B. Therefore, every element in (AU B) is also in

AN B. In other words, (AU B) C AN B.

Now, let x € AN B. Then z € A and € B. This means that + ¢ A and = ¢ B
which is the same as x ¢ AU B. But this last statement asserts that x € (AU B).
Hence AN B C (AU B).

Since we have shown that the two sets contain each other, they are equal by Theorem
3.60. 0

You have already seen a few correct ways to prove that A\ B = AN B. Can you spot the
problem(s) in the following ‘proofs’ of this? These proofs use the alternative notation of A — B for
set difference.

wEvaluate 3.63. Use a set containment proof to prove that if A and B are sets, then A— B =
ANB.

Proof I: Assume x € {A —B} so x € A and x is not € B This means x € A and
B Therefore x c ANB. Thus A-B=AnNB

Evaluation

Proof 2. B is the other part of the universal that does not contain any
part of B. AUR means all intersection part of A and the universal that does
NnOt contain any part of B. Therefore it returns all elements that are in A
But Not in B which are A — B, Thus, A — B =ANB.

Evaluation

Proof 3: To prove that A —B = ANB, first let x € A — B, By definition of
the difference of sets, this means that x is an element of A that is not in
B, or in other words, x € A and x ¢ B, This is the same as x € A NB, thus
Proving that A —BR C ANB.

Now let x € ANB. This means that x € A and x € B, s0 it is in A, But not
in B, which is what we just proved in the previous statement, thus proving
that A-B=ANB.

Evaluation
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Sometimes we can do a set containment proof in one step instead of two. This only works if
every step of the proof is reversible. We illustrate this idea next.

Example 3.64. Prove that A\ (BUC) = (A\ B)N(A\ ().

Proof: We have

zreA\(BUC) < xze€ANz¢ (B
< (e A ((z
— (€A AN z¢B)
< (x€A\B) A (z
< ze€(A\B)Nn(A\

Note: The proof in the previous example works because every step is reversible.
write something like ‘c <+ B’ in a proof if « — B and B — « are both true.

uo)
¢B) N (x¢gC))

(xeA N zxzgC)

A\C)
)-

to shortcut proofs with this technique, make sure each step truly is reversible.

You can only
When attempting

% Fill in the details 3.65. Use a set containment proof to show that

(AUB)NC = (ANC)U(BNO).

Solution: We have,

€ (AuB)NC

< xze€(AUB)A

— (reAv YAz el
— (xeAnzel)V
“ V(xeBNC)

& ze(ANC)U(BNO).

by def. of intersection
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3.2 Modular Arithmetic, GCD, Rounding

In this section we introduce some notation that allows us to think about remainders when doing
division in a different way than you may be used to. Then we will discuss the greatest common
divisor of two integers, including a simple algorithm to compute it. Finally, we will see the floor
and ceiling functions, which allow us to round down or up, depending on our need.

We begin by repeating a few definitions from Section 2.1 in case you skipped it.

Definition 3.66. Recall that:
e An even integer is one of the form 2k, where k is an integer.
e An odd integer is one of the form 2k + 1 where k is an integer.

e Two integers have the same parity if they are both even or both odd.

Example 3.67. Since 14 = 2 -7, it is even. Similarly, since 23 =2 - 11 + 1, it is odd.

Example 3.68. Since 50 and 124 are both even, they have the same parity.

Definition 3.69. Let b and a be integers with a #= 0. We say that b is divisible by a if there
exists an integer ¢ such that b = ac. If b is divisible by a, we also say that b is a multiple of
a, a is a factor or divisor of b, and that a divides b, written as a|b. If a does not divide b,
we write a {b.

Example 3.70. Since 6 = 2- 3, 2|6, and 3|6. But 4 1 6 since we cannot write 6 = 4 - ¢ for any
integer c.

Example 3.71. 100 is divisible by 25. We can say the same thing by saying 25 divides 100,
which we can also write as 25/100. We can also say that 25 is a factor of 100.

Definition 3.72. A positive integer p > 1 is prime if its only positive factors are 1 and p. A
positive integer ¢ > 1 which is not prime is said to be composite.

Example 3.73. Since 21 = 3 -7, it is composite and therefore not prime. On the other hand,
17 has no factors other than 1 and 17 so it is prime.

Note: Notice that according to the definitions given above, 1 is neither prime nor composite.
This is one of the many things that makes 1 special.
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Definition 3.74. For a non-negative integer n, the quantity n! (read “n factorial” ) is defined
as follows. 0! =1 and if n > 0 then n! is the product of all the integers from 1 to n inclusive:

nl=1-2---n.

Example 3.75. 3! =1-2-3=6,and 5! =1-2-3-4-5=120.

Definition 3.76. The mod operator is defined as follows: for integers a and n such that a > 0
and n > 0, a mod n is the integral non-negative remainder when a is divided by n. Observe
that this remainder is one of the n numbers

0, 1, 2, ..., n—1.

When we are working with the mod operator, we say we are are doing modular arithmetic.

Example 3.77. Here are some example computations:

234 mod 100 = 34 1961 mod 37 =0 6 mod 5 =1

38 mod 15 =8 1966 mod 37 = 5 11mod5 =1

15 mod 38 = 15 lmodb5=1 16 mod 5 =1
% Exercise 3.78. Compute the following:

(a) 345 mod 100 = (d) 15 mod 9 = (g) 19 mod 12 =
(b) 23 mod 15 = (e) 27T mod 9 = (h) 31 mod 12 =
(¢) 15 mod 4 = (f) 7mod 12 = (i) 47 mod 12 =

Definition 3.79. For integers a, b, and n, where n > 0, we say that a is congruent to b
modulo n if n divides a — b (that is, a — b = kn for some integer k). We write this as a = b
(mod n).

There are a few other (equivalent) ways of defining congruence modulo n.

e a =b (mod n) iff a and b have the same remainder when divided by n.
e a =b (mod n) iff a — b is a multiple of n.
e a =b (mod n) iff a — b= kn for some integer k.

If a — b # kn for any integer k, then a is not congruent to b modulo n, and we write this as
aZb (mod n).
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Example 3.80. Notice that 21 —6 =15=3-5, so 21 =6 (mod 5).

Notice that if a = b (mod n) and 0 < b < n, then b is the remainder when a is divided by n.

*Exercise 3.81. Prove that for every integer n, n? (mod 4) is either 0 or 1. (Hint: Consider
the cases when n is even and odd.)

Example 3.82. Prove that the sum of two squares of integers leaves remainder 0, 1 or 2 when
divided by 4.

Proof: According to Example 3.81, the squares of integers have remainder 0 or 1
when divided by 4. Thus, when we add two squares, the possible remainders when
divided by 4 are 0 (0+0), 1 (0+1or 14+0) , and 2 (14 1). O

Example 3.83. Prove that 2003 is not the sum of two squares.

Proof:  Notice that 2003 = 3 (mod 4). Thus, by Example 3.82 we know that
2003 cannot be the sum of two squares. ]

We now prove some simple properties of congruences.
Theorem 3.84. Let a,b,c,d € Z, and n,k € Z* with a = b mod n and ¢ = d mod n. Then

1. a+c=b+dmodn

2. a—c=b—dmodn

3. ac = bd mod n
4. a* =b* mod n
5.

If f is a polynomial with integral coefficients then f(a) = f(b) mod n.

Proof: Asa=bmodn and c=dmodn, we can find ki, ke € Z with a = b+ kin
and ¢ = d+kon. Thus atc=bxd+n(k; £k2) and ac = bd+ n(kab+ k1d). These
equalities give (1), (2) and (3). Property (4) follows by successive application of
(8), and (5) follows from (4). O
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Example 3.85. Find the remainder when 6'%%7 is divided by 37.

Solution:

62 = —1 mod 37. Thus 6'%7 =6 - 6986 = 6(62)"2 = 6(—1)"® = —6 = 31 mod 37.

99

*Exercise 3.86. Prove that 7 divides 321 + 272 for all natural numbers n.

Example 3.87. Find the units digit of 7"

Solution: We must find 77 mod 10. Now, 72 = —1 mod 10, and so 73 =
72.7=—-7=3mod 10 and 7 = (7?)2 = 1 mod 10. Also, 7> = 1 mod 4 and so
7" = (7?)%-7 = 3 mod 4, which means that there is an integer ¢ such that 77 = 3+4t.
Upon assembling all this,

7 =P (P o 8= med 10,

Thus the last digit is 3.

Example 3.88. Prove that every year, including any leap year, has at least one Friday 13th.

Solution: It is enough to prove that each year has a Sunday the 1st. Now, the
first day of a month in each year falls in one of the following days:

Month Day of the year | mod7
January 1 1

February | 32 4

March 60 or 61 4orb
April 91 or 92 Oorl
May 121 or122 2o0r3
June 152 or 153 5 or 6
July 182 orl83 Oorl
August 213 or 214 3or4
September | 244 or 245 6or0
October 274 or 275 1or2
November | 305 or 306 4orb
December | 335 or 336 6or0
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(The above table means that, depending on whether the year is a leap year or not,
that March 1st is the 60th or 61st day of the year, etc.) Now, each remainder class
modulo 7 is represented in the third column, thus each year, whether leap or not,
has at least one Sunday the 1st.

*Exercise 3.89. Prove that for any integer k& > 0, 2¥ — 5 never leaves remainder 1 when
divided by 7.

The proof of the following is left as an exercise. Recall that iff is shorthand for if and only if.

Theorem 3.90. a = b (mod n) iff a mod n = b mod n.

Example 3.91. Since 1961 mod 37 = 0 and 356 mod 37 = 23, and 0 # 23, we know that
1961 # 356 (mod 37) by Theorem 3.90.

Note: Our definition of mod requires that n > 0 and a > 0. It is possible to define a mod n
when a is negative. Unfortunately, there are two possible ways of doing so based on how you
define the remainder when the dividend is negative. One possible answer is negative and the
other is positive. They always differ by n, so computing one from the other is easy.

Example 3.92. Since —13 = (—2) x5 — 3 and —13 = (—3) * 5 + 2, we might consider the
remainder of —13/5 as either —3 or 2. Thus, —13 mod 5 = —3 and —13 mod 5 = 2 both seem
like reasonable answers. Fortunately, the two possible answers differ by 5. In fact, you can
always obtain the positive possibility by adding n to the negative possibility.

*Exercise 3.93. Fill in the missing numbers that are congruent to 1 (mod 4) (listed in
increasing order)

) _117 [ _37 1a 57 ) ) 17a

Definition 3.94. Let a, b be integers with one of them different from 0. The greatest com-
mon divisor d of a,b, denoted by d = ged(a,b) is the largest positive integer that divides both
a and b.
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Example 3.95. Since 300 = 2%2-3-52 and 70 =2-5- 7, ged(300,70) = 2 -5 = 10.

Factoring numbers in order to determine the greatest common divisor is inefficient. There is
a better algorithm to compute it based on the fact (which we will not prove) that ged(a,b) =
ged(b, @ mod b). Since ged(a,b) = ged(b,a), we can assume that a > b when we apply this rule.
Further, once @ mod b = 0, we will know that ged(a,b) = b.

Example 3.96. We can compute gcd(300,70) as follows:

ged(300,70) = ged(70,300 mod 70) = ged(70,20)
ged(20, 70 mod 20) = ged(20, 10)
= gcd(10,20 mod 10) = ged(10,0) = 10.

The following procedure is based on this idea. We will cover algorithms more completely in
Chapter 4, but for now the main thing to point out is that int mean integer, and that a while
loop executes repeatedly as long as the condition is true.

Procedure 3.97. Euclid’s Algorithm

// Given integers a and b, return their greatest common divisor
int gcd(int a, int b) {
while (b!=0) {
wnt r = a mod b
a=b
b=r
}

return a

Example 3.98. We compute ged (300, 70) again, this time explicitly using Euclid’s algorithm.
‘ step ‘ a ‘ b ‘ r ‘
1 300 | 70 | 20
2 70 20 | 10
3 20 1010
4 10 0 0
Since b = 0, we can stop and we know that ged(300,70) = 10.

*Exercise 3.99. Compute ged(524,118) using Euclid’s algorithm.
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Definition 3.100. Two integers are said to be relatively prime if they have no factors in
common. That is, a and b are relatively prime exactly when ged(a,b) = 1.

Example 3.101. Since we previously saw that ged(300,70) = 10, 300 and 7 are not relatively

prime. On the other hand, 125 and 16 are relatively prime since they have no common factors
(125 = 5% and 16 = 2*).

% Exercise 3.102. Determine whether or not 867 and 5309 are relatively prime by first using
Euclid’s algorithm to determine their ged.

Definition 3.103. The floor of a real number x, written |x|, is the largest integer that is less
than or equal to x. The ceiling of a real number x, written [x], is the smallest integer that is
greater than or equal to x.

Example 3.104. |4.5]| =4, [4.5] =5, |7] =[7] =T7.
In general, if n is an integer, then |n| = [n] = n.

% Exercise 3.105. Determine each of the following.

L199)=___ 3. 9.00001] = 5. 9] =

2. [9.9] = 4. [9.00001] = 6. [9] =

The following Theorem and Corollary are somewhat obvious, but since floors and ceiling can
trip people up, they are useful to have written down explicitly.

Theorem 3.106. Let a be an integer and x be a real number. Then a < x if and only if
a<|z].

Proof: Ifa < |z, then a < |x| < x is clear. On the other hand, assume a < x.
Then a is an integer that is less than or equal to x. Since |x| is the largest integer
that is less than or equal to x, a < |z]. O
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Corollary 3.107. Let a, b, and ¢ be integers. Then a < b/c if and only if a < |b/c].

Proof:  Since b/c is a real number, this is a special case of Theorem 3.106. [
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3.3 Functions

This section is meant as a review of what you hopefully already learned in an earlier course, probably
in high school. Thus, it is pretty brief. But we do try to cover all of the important material and
provide enough examples to illustrate the concepts.

3.3.1 Definitions

Definition 3.108. Let A and B be sets. Then a function f from A to B assigns to each
element of A exactly one element from B. We write f : A — B if f is a function from A to
B. If a € A and f assigns to a the value b € B, we write f(a) =b. We also say that f maps
a tob.

If A = B, we sometimes say f is a function on A.

Example 3.109. If A = B = N, we can define a function f : A — B by f(z) = 22. Then
f(1) =1, f(2) =4, f(3) =9, etc. Although f(x) is defined for all z € A, not every b € B is
mapped to by f. For instance, there is no a € A for which f(a) = 5.

Example 3.110. Notice that we can define f(z) = \/x on the positive real numbers, but we
cannot define it on the positive integers since /2 is not an integer. Similarly, since v/—1 =i ¢ R,
we cannot define it on the real numbers. We can let it be a function from R to C, though. But
we won’t because this course is complex enough even without complex numbers.

Definition 3.111. Let f be a function from A to B.
1. We call A the domain of f.
2. We call B the codomain of f.

3. The range of f is the set {b|f(a) = b for some a € A}. In other words the range is the
subset of B that are actually mapped to by f.

Example 3.112. Let A= B =N and f: A — B be defined by f(z) = 22. Then the domain
and codomain of f are both N, and the range is {a?|a € N}, which is a proper subset of the
codomain.

Figure 3.3 gives a pictorial representation of a function. Notice that in this example every
element in A has precisely one arrow going from it. So if I ask “what is f(x)?”, there is always an
answer and it is always unique. On the other hand, there is a point in B that has two arrows going
to it and several points that have no arrows going to them. This is fine.

Figure 3.4 does not represent a function since there are several points in A which have two
arrows going from them and several with no arrows at all. The problem here is that if I ask “what
is f(x)?”, sometimes there is no answer and sometimes there are multiple answers. Thus, f would
not represent a function.
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Figure 3.3: Pictorial represen- Figure 3.4: This picture does
tation of a function from A to B. not represent a function.

Note: In figures 3.3 and 3.4, the dots represent all of the elements of the sets A and B and
the gray ovals are mainly there to help identify which dots are in which set. However, in these
sorts of diagrams it is more common for the dots to represent only some of the elements. You
need to let the context help you determine how to properly interpret these diagrams.

Example 3.113. Give a formal definition of a function that assigns to an age the number of
complete decades someone of that age has lived. For instance, f(34) = 3 and f(5) = 0. Be
sure to indicate what the domain and codomain are.

Solution: It isn’t hard to see that the domain and codomain are both N. Thus
we want a function f : N — N. One way to define f is by f(z) = |z/10].

wExercise 3.114. Give a formal definition of a function that returns the parity of an integer.
That is, it returns 0 for even numbers and 1 for odd numbers. Be sure to indicate what the
domain and codomain are.

Answer

Definition 3.115. Let f : A — B be a function.

e [ is said to be injective or one-to-one if and only if f(a) = f(b) implies that a = b. In
other words, f maps every element of A to a different element of B.

e f is said to be surjective or onto if and only if for every b € B, there exists some a € A

such that f(a) =b. In other words, every element in B gets mapped to by some element
in A.

e f is said to be bijective or a one-to-one correspondence if it is both injective and
surjective.
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A B
*— —>0
(
Figure 3.5: Pictorial represen- Figure 3.6: Pictorial represen- Figure 3.7: Pictorial represen-
tation of a one-to-one function. tation of an onto function. tation of an bijective function.

Example 3.116. For each of the following functions from Z to Z, we determine whether or
not they are one-to-one and onto.

(a) Let f(x) = = + 2. Notice that if f(a) = f(b), then a +2 = b+ 2 so a = b. Thus, f is
one-to-one. Also notice that for any b € Z, f(b—2) =b—2+2 =10, so f is onto.

(b) Let g(z) = 2. Since g(1) = g(—1) = 1, g is not one-to-one. Also notice that there is no
integer a such that g(a) = a® = 5, so g is not onto.

(¢) Let h(z) = 2z. If h(a) = h(b), then 2a = 2b so a = b. Thus, h is one-to-one. But there is
no integer a such that h(a) = 2a = 3, so a is not onto.

(d) Let r(z) = |x/2]. Notice that r(0) = [0/2] = |0] =0 and (1) = [1/2] = [0] =0, so r is
not one-to-one. But for any integer b, 7(2b) = [2b/2| = |b| = b, so r is onto.

The functions in the previous exercise were specifically chosen to demonstrate that all four
possibilities of being or not being one-to-one and onto (one-to-one and onto, one-to-one and not
onto, not one-to-one but onto, and not one-to-one or onto) are possible.

The following theorem should come as no surprise if you take a few minutes to think about it
(and you should take a few minutes to think about it until you are convinced it is correct).

Theorem 3.117. Let f : A — B be a function, and let A and B be finite.
1. If f is one-to-one, then |A| < |B].
2. If f is onto, then |A| > |B].
3. If f is bijective, then |A| = |B|.
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% Exercise 3.118. Let’s test your understanding of the material so far. Answer each of the
following true/false questions, giving a very brief justification/counterexample.

(a) If f: A— B is onto, then the domain and range are not only the same size, but they
are the same set.

(b) __ If f: A— A, then f must be one-to-one and onto.

(¢) __If f: A— B is both one-to-one and onto, then A and B have the same number of
elements.

(d) __ TLet f(1) =2 and f(1) = 3. Then f is a valid function.

(e) __ Let f:R — R be defined by f(z) = 23. Then f is one-to-one and onto.

(f) __Let f : R" — R be defined by f(x) = y/z. Then f is a function that is neither

one-to-one nor onto.

(g) __ The range of a function is always a subset of the codomain.

(h) A function that is one-to-one is guaranteed to be onto.

(i) __ Let a,b € Z, with a # 0, and define f : Z — Z by f(x) = ax + b. Then f is one-to-one
and onto.

(j) ___ Let a,b € Z, with a # 0, and define f : N — N by f(z) = ax+b. Then f is one-to-one
and onto.

(k) __ Let a,b € R, with a # 0, and define f : R — R by f(z) = ax +b. Then f is one-to-one
and onto.
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Definition 3.119. Let f be a one-to-one correspondence from A to B. The inverse of f,
denoted by f~1, is the function such that f~1(b) = a whenever f(a) = b.

A function that has an inverse is called invertible. Said another way, a function is invertible
if and only if it is one-to-one and onto.

Note: [t is important to note that the function f~' is not the same thing as 1/f. This is an
unfortunate case when a motation can be interpreted in two different ways. That is, in some
cases, a~! means the inverse function and in other cases it means 1/a. Usually the context
will help you determine which one is the correct interpretation.

Procedure 3.120. One method of finding the inverse of a function is to replace f(x) (or
whatever the name of the function is) with y and solve for x (or whatever the variable is).
Finally, replace y with x and you have the inverse. However, it is important to note that this
only works if f is a one-to-one correspondence, so you typically need to verify that first.

Example 3.121. Let f : Z — Z be defined by f(z) =  + 2. Notice that f is a one-to-one
correspondence, so it has an inverse. We let y = x 4+ 2. Solving for x, we get x = y — 2. Thus,

fi(z)=2z-2.

Example 3.122. Let f : R — R be defined by f(2) = 2. Then f does not have an inverse
since it is not one-to-one.

Example 3.123. Let f : R — R be defined by f(z) = 2. We leave it to the reader to prove
that f is one-to-one and onto. Given that, we can find it’s inverse.

Let y = 23. Taking the third root of both sides, we obtain Iy = Va3 =z. Orz = .
Thus, the inverse of f is given by f~!(z) = /.

Notice that the previous example works because vz3 = z (similarly for any odd power). However,
it does not work for squares since Va2 = |z| (similar for any even power). The fact that the absolute
value shows up should clue you into the fact that 22 is not one-to-one, so it can’t be invertible.

* Exercise 3.124. Let f(z) = 7x + 2 be a function over R. You can assume that f is a
one-to-one correspondence. Find f~1.
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Definition 3.125. Let g be a function from A to B and f a function from B to C. The
composition of f and g, denoted by f o g, is defined as (f o g)(x) = f(g(x)) for any x € A.

In other words, to compose f with g, we first compute g(z). Then we plug in g(z) into the
formula for f.

Note: Look closely at the notation. f o g has f before g, so it might seem like it should be
9(f(x))—in other words, apply f first, then then g. But that is not how it is defined.

Also notice that to compose f with g, it is necessary that the range of g is a subset of the
domain of f since otherwise it would be impossible to compute.

Example 3.126. Let f and g be functions on Z defined by f(z) = 2% and g(x) = 2z — 5.
Compute f o g and g o f, simplifying your answers.

Solution:

(fog)(@) = fl9(x)) = f(2x —5) = (2x —5)* = 4z® — 20z + 25.
(gof)@) = g(f(z)) =g(a®) =22 — 5.

Notice that in the previous example, f o g # g o f. In other words, the order in which we
compose functions matters since the result usually not the same (although occasionally it is).

* Exercise 3.127. Let f and g be functions on R defined by f(z) = |[z] and g(z) = x/2.
Compute f o g and g o f, simplifying your answers.

(fog)(z) =

(gofi(z) =

Definition 3.128. We define the identity function, 14 : A — A, by ta(x) = z.
The subscript can be omitted if the domain/codomain is clear.

Theorem 3.129. Let f be an invertible function from A to B. Then fo f~' = 1p and
fhof =

Proof: Let a € A and define b = f(a). Then by definition, f~1(b) = a, so

(f~ o f)(a) = f71(f(a)) = F7H(b) = a. Thus, f~'o f=1a.

Conversely, if b € B and we define a = f~1(b), then (f o f~1)(b) = f(f~1(b)) =
f(a) =b. Thus, fo f~'=up. O
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Example 3.130. Prove or disprove that f(x) = 2x + 1 and g(z) = 2x — 1, defined over the
real numbers, are inverses.

Solution:  Notice that (fog)(x) = f2zx—1) =22z —-1)+1 =40 —1 # =
According to Theorem 3.129, this implies that f and g are not inverses.

% Exercise 3.131. Let’s test your understanding of the material so far. Answer each of the
following true/false questions, giving a very brief justification/counterexample.

(a) _ Leta,b€Z,witha#0, and define f : Z — Z by f(x) = ax+b. Then f is invertible.

(b) __ Leta,b€ Z, with a # 0, and define f : N — N by f(x) = az+b. Then f is invertible.

(¢) __ Leta,beR, with a # 0, and define f: R — R by f(z) = ax +b. Then f is invertible.

(d) ___If f(x) = 22, then f~1(x) = 1/22.

(e) Let n be a positive integer. Then the function {/z is invertible on R.

(f) Let n be a positive integer. Then the function {/z is invertible on N.

(2) Let n be a positive integer. Then the function {/x is invertible on R (the positive
real numbers).

(h) ___ Let f and g be functions on Z* defined by f(z) = 2% and g(x) = 1/x. Then fog = gof.

(i) __ Let f and g be functions on Z defined by f(z) = (z + 1) and g(x) = = + 1. Then
fog=gof.
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(j) ___Let f(x) = |z] and g(x) = [z] be defined on the real numbers. Then fog = go f.

(k) __ Let f(x) = |x| and g(x) = [x] be defined on the real numbers. Then f and g are
inverses of each other.

(1) __ Let f(z) = 2% and g(x) = \/z be defined over the positive real numbers. Then f and
g are inverses of each other.
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3.3.2 Function Proofs

In this section we give more in depth examples of proving things about functions.

Procedure 3.132. To show that a function f is one-to-one, you just need to show that when-

ever f(a) = f(b), then a = b.

Example 3.133. Let f(z) = 2z — 3 be a function on the integers. Show that f is one-to-one.

Solution:  Let a,b € Z and assume that f(a) = f(b). Then 2a — 3 = 2b — 3.
Adding 3 to both sides, we get 2a = 2b. Dividing both sides by two, we obtain
a = b. Therefore, f(x) = 2x — 3 is one-to-one.

% Question 3.134. Previously we mentioned that ‘working both sides’ was not an appropriate
proof technique. Why is it O.K. in the previous example?

Answer

* Exercise 3.135. Prove that f(x) = 5x is one-to-one over the real numbers.

Proof

Procedure 3.136. To show that a function f is not one-to-one, we simply need to find two
values a # b in the domain such that f(a) = f(b). That is, we just need to show that there are
two different numbers in the domain that are mapped to the same value in the codomain.

Example 3.137. Let f(z) = 22 be a function on the integers. Show that f is not one-to-one.

Solution: Notice that f(—1) = f(1) = 1. Thus, f(x) is not one-to-one.

* Exercise 3.138. Let f(z) = |x| be a function on R. Prove that f is not one-to-one.

Proof
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Procedure 3.139. To show that a function f is onto, we need to show that for an arbitrary
b € B, there is some a € A such that f(a) =b. That is, show that every value in B is mapped
to by f.

Example 3.140. Let f(z) = 22 be a function on the real numbers. Show that f is onto.

Solution: Let b € R. Then f (\3/5) = (\3/5)3 = b3/3 = b. Since every b € R is
mapped to (from v/b), f is onto.

* Exercise 3.141. Let f(z) = 2z + 1 be a function on R. Show that f is onto.

Proof

Procedure 3.142. To show that a function f is not onto, we just need to find some b € B
such that there is no a € A with f(a) = b. In other words, we just need to find one value that
isn’t mapped to by f.

Example 3.143. Let f(z) = 23 be a function on the integers. Show that f is not onto.

Solution: There is no integer a such that a® = 2. In other words, 2 is not
mapped to. Thus, f(x) is not onto.

* Exercise 3.144. Let f(z) = |z| be a function on R. Prove that f is not onto.

Proof

It is important to remember that whether or not a function is one-to-one or onto might depend
on the domain/codomain over which the function is defined. For instance, notice that in the last
two examples we used the same function but on different domains/codomains. In one case the
function was onto, and in the other case it wasn’t.
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*Exercise 3.145. Consider the function f(z) = z2.

2

(a) Prove or disprove that f(z) = x* is one-to-one on Z.

Answer

(b) Prove or disprove that f(z) = x? is one-to-one on R.

Answer

2

(c) Prove or disprove that f(x) = z* is one-to-one on N.

Answer

* Exercise 3.146. Let f(z) = 3x — 5 be a function over R. Prove that f has an inverse and
then find it.




Functions 115

% Exercise 3.147. Determine which of the following functions from Z to Z is one-to-one
and/or onto. Prove your answers.

(a) f@)=a—17

Answer

(b) g(x) =a*

Answer

(c) h(z) =3z

Answer

(d) r(z) = lz/2]

Answer
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Example 3.148. Let f be a function from B to C, and g be a function from A to B. If both
f and g are one-to-one, prove that f o g is one-to-one.

Direct Proof:

For any distinct elements z,y € A, g(z) # g(y), since g is one-to-one. Since f is

also one-to-one, then f(g(x)) # f(g(y)), which is the same as (fog)(z) # (fog)(y).
Therefore f o g is one-to-one. g

Proof by Contradiction:

Assume f o g is not one-to-one. Then there exist distinct elements z,y € A such

that (f o g)(x) = (f o g)(y). This is equivalent f(g(z)) = f(g(y)). Since f is one-
to-one, it must be the case that g(z) = ¢g(y). But = # y, and g is one-to-one, so
g(x) # g(y). This is a contradiction. Therefore f o g is one-to-one. O
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3.4 Partitions and Equivalence Relations

Partitions and equivalence relations are not only fun and interesting to learn about, they have
various applications, including some related to software testing that we will explore later.

Definition 3.149. Let S # @ be a set. A partition of S is a collection of non-empty, pairwise
disjoint subsets of S whose union is S.

Example 3.150. Define E = {2k : k € Z} and O = {2k + 1 : k € Z}. Clearly E is the set of
even integers and O is the set of odd integers. Since ENOQO =@ and EUO =Z, {E,0} is a
partition of Z. Put another way, we can partition the integers based on parity.

Example 3.151. We can partition the socks in our sock drawer by color. In other words, we
put all of the black socks in one set, the white ones in another, the green ones in another, etc.
For simplicity, we can put all of the multi-color socks in a single set.

Example 3.152. We can partition the set of all humans by putting each person into a set
based on the first letter of their first name. So Adam and Adele go into set A and Zeek goes
into set Z, for instance. The sets in the partition are A, B, ... Z.¢

“For simplicity, we assume everyone’s name is written using the Roman alphabet.

Example 3.153. Let A = {1,5,8}, B = {2,3}, C = {4}, D = {6,9}, and E = {7,10,11,12}.
Then the sets A, B, C, D, and E form a partition of the set {1,2,3,4,5,6,7,8,9,10,11,12}.

Example 3.154. When choosing test cases for the factorial method in Example 4.89, we
thought about 3 subsets of Z: {0}, Z*, and Z~. These cases form a partition of Z since they
are disjoint and Z = {0} UZT UZ~. This is good since it means we covered at least one value of
the different types, and we didn’t ‘overtest’ any of the cases by unknowingly duplicating values
from the same case.

wExercise 3.155. You must decide on test cases for a method int maximum(int a,int b)
that returns the maximum of its arguments. How would you partition the possible inputs into
sets such that if it is correct for one (or a few) tests of cases from that set, it is probably correct
for the rest of the cases in that set? Notice that the set of inputs is Z x Z.

Answer




118 Chapter 3

Most of the partitions we talk about will be based on some meaningful characteristic of the
elements of a set—like parity, color, or sign. But this is not inherent in the definition. For instance,
the sets in the partition from Example 3.153 do not seem to have any significant meaning. Some,
like the one in Example 3.150, will have a precise mathematical definition. Others, like the one in
Examples 3.151 will not.

wExercise 3.156. Define a partition on Z that contains more than one subset.

Answer

Example 3.157. Let 3Z = {3k : k€ Z},3Z+1={3k+1: k€ Z},and 3Z+2 = {3k +2:
k € Z}.” Since
(3Z) U (3Z + 1) U (3Z + 2) = Z and

(3Z)N(3Z+1) = @, (3Z)N(3Z+2) = &,(3Z +1)N (3Z + 2) = &,
{3Z,37 + 1,37 + 2} is a partition of Z.

“The notation in this example may seem a bid odd at first. How are you supposed to interpret “3Z + 177 Is
this 3 times the set Z plus 1?7 What does it mean to do algebra with sets and numbers? I won’t get into all of
the technical details, but here is a short answer. You can think of “3Z 4 1” as just a name. Sure, it may seem
like an odd name, but why can’t we name a set whatever we want? Some people name their kids Jon Blake
Cusack 2.0 and get away with it. You can also think of “3Z + 1” as describing how to create the set—by taking
every element from Z, multiplying it by 3, and then adding 1. Thus, you can think of “3Z + 1” as being both
an algebraic expression and a name.

*Exercise 3.158. Let I = R\ Q (the set of irrational numbers). Prove that {Q,I} is a
partition of R.

Proof

Recall that when a list of number is given between parentheses (e.g. (1,2,3)), it typically
denotes an ordered list. That is, the order that the element are listed matters. So, for instance,
(1,2) and (2,1) are not the same thing.

Next we will develop an alternative way of thinking about partitions: equivalence relations.
After defining some terms and providing a few examples, we will make the connection between
partitions and equivalence relations more clear.

Definition 3.159. Let A, B be sets. A relation (or binary relation) from A to B is a subset
of the Cartesian product A x B.
Given a relation R, we say that x is related to y if (x,y) € R. We sometimes write this
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as vRy. An alternative notation is x ~ y.
If R is a relation from A to A, we sometimes say R is a relation on A.

Example 3.160. Let A be the set of all students at this school and B be the set of all courses
at this school. We can define a relation R by saying that xRy if student z has taken course y.
Said another way, we can define R by saying that (z,y) € R if student = has taken course y.

Example 3.161. We can define a relation R = {(a,a?) : a € Z}. That is, z is related to y if

y =22

Example 3.162. We can define a relation on Z by saying that x is related to y if they have
the same parity. Thus, (2,0), (234, —342), (3,17) are all in R, but (2,127) is not.

* Question 3.163. Define R = {(a,b) : a,b € Z and a < b}. Is R a relation? Explain.

Answer

* Question 3.164. Is {(1,2), (345,7), (43,8675309), (11,11)} a relation on Z*? Explain.

Answer

Definition 3.165. A relation R on set A is said to be reflexive if for all x € A, xRx (or
(x,z) € R).

% Exercise 3.166. Let P be the set of all people. Which of the following relations on P are

reflexive? Explain why or why not.
(a) T ={(a,b) : a,b € P and a is taller than b}
(b) N is the relation with a related to b iff a’s name starts with the same letter as b’s name.
(c) C is the relation defined by (a,b) € C' if a and b have been to the same city.
(d) K ={(a,b):a,be P and a does not know who b is}

)

(e) R = {(Barack Obama, George W. Bush)}.

(a) T
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Definition 3.167. A relation R on set A is said to be symmetric if for all x,y € A, xRy
implies yRx (or (x,y) € R implies (y,x) € R).

% Exercise 3.168. Which of the relations from Example 3.166 are symmetric? Explain why
or why not.
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Definition 3.169. A relation R on set A is said to be anti-symmetric if for all z,y € A,
xRy and yRx implies x =y (or (z,y) € R and (y,z) € R implies v = y).

% Question 3.170. Let R be a relation on Z.

(a) If (1,1) € R, can you tell whether or not R is anti-symmetric? Explain.

Answer

(b) What if (1,2) and (2,1) are both in R? Can you tell whether or not R is anti-symmetric?

Answer

* Question 3.171. An alternative definition of anti-symmetric is that if © # y, then (z,y)
and (y,x) are not both in the relation. Why is this definition equivalent?

Answer

Note: The definition of anti-symmetric is sometimes misunderstood. Let’s call elements of
the form (z,x) diagonal elements and elements of the form (x,y) where x # y off-diagonal
elements.” Then the definition of anti-symmetric is only dealing with off-diagonal elements. It
is saying nothing about the diagonal elements. In other words, it is not saying that (z,z) € R
for any, let alone all, values of x. But it also isn’t saying (x,z) & R. It is simply saying that
the only way for both (x,y) and (y,z) to be in R is if x = y.

The alternative definition given in the previous question may help a little. Notice that the
definition there starts with ‘if x # y...” So what does the definition say about the case v = y?
Nothing. It never mentions it.

You could redefine it as follows: R is anti-symmetric if for all non-diagonal elements (z,y) €
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R, (y,z) € R. But that can be problematic if you forget that x # y is required.

“These terms come from thinking about the elements of a relation as elements in a matrix indexed by the
members of the set. If this doesn’t make sense, don’t worry too much about it.

% Exercise 3.172. Which of the relations from Example 3.166 are anti-symmetric? Explain
why or why not.

* Question 3.173. Answer each of the following. Include a brief justification/example.

(a) If a relation is not symmetric, is it anti-symmetric?

Answer

(b) If a relation is not anti-symmetric, is it symmetric?

Answer
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(c) Can a relation be both symmetric and anti-symmetric?

Answer

* Exercise 3.174. Give an example of a relation on any set of your choice that is both
symmetric and anti-symmetric. Justify your answer.

Answer

Definition 3.175. A relation R on set A is said to be transitive if for all z,y,z € A,
xRy and yRz implies xRz (or ((xz,y) € R and (y,z) € R) implies (x,z) € R).

% Exercise 3.176. Which of the relations from Example 3.166 are transitive? Explain why
or why not.
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Definition 3.177. A relation which is reflexive, symmetric and transitive is called an equiv-
alence relation.

Example 3.178. Let S ={All Human Beings}, and define the the relation M by (a,b) € M
if a has the same (biological) mother® as b. Show that M is an equivalence relation.
Proof: (Reflexive) a has the same mother as a, so (a,a) € M and M is reflexive.

(Symmetric) If a has the same mother as b, then b clearly has the same mother
as a. Thus, (a,b) € M implies (b,a) € M, so M is symmetric.

(Transitive) If a has the same mother as b, and b has the same mother as ¢, then
clearly a has the same mother as c¢. In other words, (a,b) € M and (b,c) € M
implies that (a,c) € M, so M is transitive.

Since M is reflexive, symmetric, and transitive, it is an equivalence relation. O

“The important assumption we are making is that each person has exactly one mother.

wExercise 3.179. Which of the relations from Example 3.166 are equivalence relations?
Explain why or why not.
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Definition 3.180. A relation which is reflexive, anti-symmetric and transitive is called a
partial order.

% Exercise 3.181. Which of the relations from Example 3.166 are partial orders? Explain
why or why not.

wExercise 3.182. Let X be a collection of sets. Let R be the relation on X such that A is
related to B if A C B. Prove that R is a partial order on X.

Proof: (Reflexive)

(Anti-symmetric)

(Transitive)
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0

Labeling the lines of these proofs with what property we are proving isn’t strictly necessary.
However, it does make the proofs a little easier to read.

* Exercise 3.183. Consider the relation R = {(1,2),(1,3),(1,5),(2,2),(3,5),(5,5)} on the
set {1,2,3,4,5}. Prove or disprove each of the following.

(a) R is reflexive

Answer

(b) R is symmetric

Answer

(¢) R is anti-symmetric

Answer

(d) R is transitive

Answer

(e) R is an equivalence relation

Answer

(f) R is a partial order

Answer

Next we show that congruence modulo n (See Definition 3.79) is an equivalence relation.
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Theorem 3.184. Let n be a positive integer. Let R be the relation on the set of integers defined
by R={(a,b) :a=b (mod n)}. Then R is an equivalence relation.

Proof:  We need to show that R is reflexive, symmetric, and transitive.

(Reflexive) Clearly a —a =0-n, so a =a (mod n). Thus, R is reflexive.

(Symmetric) Assume (a,b) € R. Then a =b (mod n), which implies a — b = kn
for some integer k. So b—a = (—k)n, and since —k is an integer, b = a (mod n).
Therefore, (b,a) € R. Thus, R is symmetric.

(Transitive) Assume (a,b), (b,c) € R. Then a = b (mod n) and b = ¢ (mod n).
Thus, a —b = kn for some integer k and b—c = In for some integer l. Given these,
we can see that

a—c=(a—-b)+(b—-—c)=kn+Iin=(k+0)n.
Since k + 1 is an integer, a = ¢ (mod n). Thus (a,c) € R, so R is transitive. O

Notice that if we let n = 2 in the previous theorem, we essentially have the relation from
Example 3.162.

% Fill in the details 3.185. Let R be the relation on the set of ordered pairs of positive
integers (that is, ZT x Z™) such that ((a,b), (¢,d)) € R if and only if ad = be. Show that R is
an equivalence relation.®

Proof: We need to show that R is reflexive, symmetric, and transitive.

(Reflexive) Since ab = ba for all positive integers, € R for
all (a,b). Thus R is reflexive.

(Symmetric) Assume ((a,b),(¢,d)) € R. Then we know that ad =

We can rearrange this as cb = . Thus, € R, so R is

(Transitive) Assume that ((a,b),(c,d)) € R and ((c,d), (e, f)) € R. Then we

know that and . Solving the sec-

ond for ¢, we get ¢ = . Plugging it into the first we get ad =

. Multiplying both sides by f, and canceling the d on both sides

yields . Thus, € R, so R is transitive.
O

“In this example, R is a relation on a set of ordered pairs. Thus, the elements of R are ordered pairs of
ordered pairs. Don’t let this confuse you. The elements of a relation are always ordered pairs. What each part
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of the pair is depends on the underlying set. If it is the set of animals, then the elements of the relation are
ordered pairs of animals. If it is Z, then the elements of the relation are ordered pairs of integers. And if it is
Zt x ZT, then the elements of the relation are ordered pairs of ordered pairs of positive integers.

Definition 3.186. Let R be an equivalence relation on a set S. Then the equivalence class
of a, denoted by [a], is the subset of S containing all of the elements that are related to a.
More formally,

[a] = {z € S : zRa}.

If x € [a], we say that x is a representative of the equivalence class [a]. Note that any element
of an equivalence class can serve as a representative.

Example 3.187. The equivalence class of 3 modulo 8 is [3] = {8k + 3 : k € Z}. Notice that
[11] ={8k+11: k€ Z} = {8k +3:k € Z} = [3]. In fact, [3] = [8] + 3] for all integers [. In
other words, any element of the form 8/ + 3, where [ is an integer, can serve as a representative
of [3]. Further, we can call this class [3], [11], [19], etc. It doesn’t really matter since they all
represent the same set of integers. Of course, [3] is the most logical choice.

Example 3.188. Notice that if our relation is congruence modulo 3, we can define three
equivalence classes:

[0] {3k : k € Z},
1] = {3k+1:k€Z}, and
2] = {3k+2:kecZ}

It isn’t too difficult to see that Z = [1]U[2]U[3], and that these three sets are disjoint. In other
words, the equivalence classes {[1],[2], [3]} form a partition of Z. As we will see shortly, this is
not a coincidence.

Lemma 3.189. Let R be an equivalence relation on a set S. Then two equivalence classes are
either identical or disjoint.

Proof: Leta,be S, and assume [a|N[b] # @ (that is, that they are not disjoint).
We need to show that [a] = [b]. First, let z € [a]N[b] (which exists since [a]N[b] # & ).
Then xRa and xRb, so by symmetry aRx and by transitivity aRb.

Now lety € [a]. Then yRa. Since we just showed that aRb, then yRb by transitivity.
Thus y € [b]. Therefore [a] C [b].

A symmetric argument proves that [b] C [a]. Therefore, [a] = [b]. O

Let’s bring together some of the examples of partitions with examples of equivalence relations
and classes.
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Example 3.190. We just saw that congruence modulo 3 is an equivalence relation with three
equivalence classes, {3k : k € Z}, {3k+1:k € Z}, and {3k +2: k € Z}. In Example 3.157, we
defined a partition of Z using these same three subsets.

Example 3.191. In Example 3.162 we defined a relation on Z based on parity. It is not
difficult to see that the equivalence classes of that relation are [0] = E and [1] = Q. Notice
these are the same subsets we used to partition Z in Example 3.150.

Example 3.192. In Example 3.152 we defined a partition of people according to the first
letter of their first name. The sets in the partition were A, B, ..., Z.

We can define an equivalence relation on the set of all people by saying a is related to b if a’s
name starts with the same letter of the alphabet as b’s name. In a series of previous exercises,
you proved that this defines an equivalence relation. Notice that the equivalence classes are the
sets A, B,...,Z (which we can think of as, for instance [Adam], [Betty],...,[Zeek]). Again,
these are the same sets that we used to partition people into in Example 3.152.

In these examples, there seems to be a connection between the equivalence classes of the relation
and the sets in a partition. As the next theorem illustrates, this is no coincidence.

Theorem 3.193. Let S # & be a set. Fvery equivalence relation on S induces a partition of
S and vice-verse.

Proof: By Lemma 3.189, if R is an equivalence relation on S then

s =,

a€esS

and [a] N [b] = @ if a is not related to b. This proves the first half of the theorem.

Conwversely, let
S =S, where SanSs=2 if a#B,

be a partition of S. We define the relation R on S by letting aRb if and only if they
belong to the same S,. Since the S, are mutually disjoint, it is clear that R is an
equivalence relation on S and that for a € Sy, we have [a] = S,. O

Equivalence classes of an equivalence relation and partitions of sets are essentially the same
thing. The main difference is in how we look at it. When thinking about equivalence relations/-
classes, the focus is on what it means for two things to be related. When thinking about partitions,
the focus is on what it means for an element to be in a particular subset of the partition.

Example 3.194. In light of Theorem 3.193, we can say that the relation defined by congruence
modulo 4 partitions the set of integers into precisely 4 equivalence classes: [0], [1], [2], and [3].
That is, given any integer, it is contained in one (and only one) of these classes.

More generally, if n > 2, Z can be partitioned into n sets, [0], [1],...,[n — 1], each of which
is an equivalence class of the relation defined by congruence modulo n.

When we think about the partition, we are focused on the concept that each number x
goes into one of the n subsets based on the value x mod n. On the other hand, when we think
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about the relation of congruence modulo n, we are focused on the idea that x and y are in the
same equivalence class iff x =y (mod n).

For more discussion and some applications of partitions and equivalence relations, see Sec-
tion 4.10.
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3.5 Reading Comprehension Questions

From Section 3.1.1

*Question 3.1. Let A = {1,2,3,4,5,6} and B = {2,4,6}. Which of the following notations
makes sense? Explain what is wrong with the ones that do not make sense.
(a) 3C A (b)3e€A. (c){3} € A. (d) {3} CA. (e) Be A. (f) BC A.

* Question 3.2. What is |{1,2,2,3,4,5,5}|7

* Question 3.3. Let A =1{1,2,3,4,5,6} , B={2,4,6}, and C={1, 3, 5, 7}.

(a) (i) Is BC A? (ii)) Is C C A? (iii) Is A C B?

(b) Find |A|, |B| and |C].

(¢) Are A, B, and C finite or infinite sets?

*Question 3.4. (a) IsZT CZ? (b)ISZCZ'? (¢)IsZCQ? (d) IsQCR? (e) s RC Q7

* Question 3.5. Use a reasonable mathematical notation to express the set of perfect cubes (e.g.
numbers like 8 = 23 and —27 = (-3)3).

* Question 3.6. Use a reasonable mathematical notation to express the set of all numbers that
have at most 2 digits past the decimal point. For instance, the set contains 7, 3.4, and 45.98, but
does not contain 867.5309. (Hint: There is a really easy way to express this if you give it a little
bit of thought. On the other hand, do not overthink it or you will come up with something more
complicated than necessary.)

* Question 3.7. Let A be aset. Is A e P(A)? Is A C P(A)?

* Question 3.8. Let A be a set with |A| = 5. How many subsets does A have? (Hint: don’t work
too hard on this one!)

* Question 3.9. Let A ={a,b,c,d,e}.
(a) What are |A| and |P(A)|?
(b) Is {{a},{b, c},{a,c,e}} C A? If not, explain why not.

c) Is {b,c,e} C A? If not, explain why not.

)
()
(d) Is {b,c,e} € A? If not, explain why not.
(e) Is {{a}, {b,c}.{a,c,e}} C P(A)? If not, explain why not.
(f) Is {b,c,e} € P(A)? If not, explain why not.
)

(g) Is {b,c,e} € P(A)? If not, explain why not.

From Section 3.1.2

% Question 3.10. Let U = {a,b,¢,d, ..., z} (the letters in the English alphabet) be the universal
set, V = {a,e,i,0,u} (the vowels), C = V (the consonants), and R = {a,b,d, g, k,p,v} (some
random letters). Find each of the following: (a) CUR (b) CNR (¢) VAR (d) R\C (¢) CUR
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% Question 3.11. True or False?
(a) AnBCA
(b) AUBC A
(c) A\BCB
)

(d) The intersection of the complements of two sets is the same as the complement of the union of
the two sets.

* Question 3.12. Let A = {1,2,3,4} and B = {u,v,w,z,y, z}.

) Give 3 examples of elements in A x B.

(a
(b) Give 3 examples of elements in A2
(c) What is |A x B|?

(

d) What is |A3|?
(e) What is |[P(A% x B)|?

% Question 3.13. The image to the right (which originated
from https://9gag.com/gag/4169218) is a joke based on
the U2 song “With or without you,” and in particular the
lyric “I can’t live with or without you” which is sung by the
lead singer, Bono. What is wrong with the Venn diagram? :
Dra’w .a correct Venn Diagram that expresses where Bono Place w“crg, Rone
can’t live. corit live

From Section 3.1.3
% Question 3.14. Let A and B be sets.
(a) Let’s say that I can prove that whenever z € A, then x € B. What did I just prove?

(b) Let’s assume I have the proof from part (a), but I can also prove that whenever x € B, then
x € A. Now what have I proven?

* Question 3.15. Give an informal proof of the second version of De Morgan’s law (See Table 3.1)
by describing the sets on both sides of the inequality and concluding that they are the same.

* Question 3.16. Use a set containment proof to prove the first complement law. That is, if A is
a set and U is the universal set, prove that AUA =U.

From Section 3.2

% Question 3.17. How can you use the mod operator to determine whether an integer is even or
odd?

% Question 3.18. If you want to know what time it is 8 hours from now, can you use modular
arithmetic to help you compute that? Explain. Does the answer change in any way if you are
working with 24-hour military time versus 12-hour times with am/pm? Explain how the calculation
can be done in both cases (using modular arithmetic, assuming it is appropriate).
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% Question 3.19. Given integers a, b, and n, explain how you can determine whether or not a = b
(mod n). Hint: There may be a helpful Theorem from this section.

* Question 3.20. Compute ged (67890, 12345) using Euclid’s algorithm.

* Question 3.21. Are 67890 and 12345 relatively prime? Explain.

* Question 3.22. Is the floor of the ceiling of a number always the same as the ceiling of the floor
of a number? Explain, giving examples as necessary.

From Section 3.3.1

* Question 3.23. Let f :7Z — 7Z be a function defined by f(z) = 2.
(a) What is the domain of f?

(b) What is the codomain of f7

(c) What is the range of f?

* Question 3.24. Let A = {1,2,3,4} and B = {2,4,6,8}. Give an example of each of the
following. If it is not possible, explain why.

(a) A function f: A — B that is one-to-one.
(b) A function f: A — B that is not one-to-one.

¢) A function f: A — B that is onto.

)
)
()
(d) A function f: A — B that is not onto.
(e) A function f: A — B that is bijective.

* Question 3.25. Let A ={1,2,3,4} and B = {2,4,6,8,10,12}. Give an example of each of the
following. If it is not possible, explain why.

a) A function f: A — B that is one-to-one.
A function f: A — B that is not one-to-one.

(¢) A function f: A — B that is onto.

(a)
(b)
)
(d) A function f: A — B that is not onto.
(e) A function f: A — B that is bijective.

% Question 3.26. Let f(z) = 2% and g(z) =2 + 2. Find fogand go f.

From Section 3.3.2
% Question 3.27. Is each of the following true or false? If it is false, explain why.
(a) To show that f is one-to-one, you need to show that if a = b, then f(a) = f(b).

(b) To show that f is not one-to-one, you only need to find two values in the domain that map to
the same element of the codomain.



134 Chapter 3

(¢) To show that f is onto, you need to show that every element of the domain gets mapped to
some element of the codomain.

(d) To show that f is onto, you can show that the range and codomain are exactly the same set.
(e) To show that f is not onto, you need to show that no elements of the range are mapped to.

(f) To show that f is invertible, you need to show that f is one-to-one and that f is onto.

% Question 3.28. Let f: R — R be defined by f(z) = 23 — 8. Prove that f is invertible and find

its inverse.

From Section 3.4

* Question 3.29. Let A ={1,2,3,4,5,6,7,8,9,10}, B = {2,4,6,8,10}.

(a) Define a set C such that B, C' is a partition of A.

(b) Define a set C' such that B,C' is a not partition of A because the sets are not disjoint.

¢) Define a set C such that B, C is a not partition of A because the union of the sets is not A.

(
(d) Define sets C' and D such that B,C, D is a partition of A.

)
)
)
(e) Define sets C' and D such that BN D =CND =0, and BUCUD = A, but B,C, D, is a not
partition of A.

% Question 3.30. Is {(1,3), (456,901), (867,5309)} a relation on Z? Explain.

* Question 3.31. Define a partial order on the set of all human beings. Briefly explain why it is
a partial order.

* Question 3.32. Define an equivalence relation on the set of all cars. Briefly explain why it
is an equivalence relation. Then define a partition of the set of all cars that corresponds to the
equivalence relation. Give a clear definition of each equivalence class (that is, each set in the
partition), and if possible give a representative element from each subset.

* Question 3.33. Let B be the relation on Z™* such that (z,y) € B if z and y have the same
number of 1s in their binary representation. For example, 3 = 115 and 5 = 1015, so both 3 and 5
have two 1s in their binary representation. Thus, (3,5) € B and (5,3) € B. On the other hand,
(3,2) & B since 2 = 109 has only one 1 in its binary representation.

(
(

a) Is B an equivalence relation? Explain.
b) Is B a partial order? Explain.

(c) Define a partition of ZT based on the relation B. (Hint: The fact that T am asking this question
should clue you in on the answer to one or more of the previous questions.) In other words,
define sets By, By, Bs... such that ZT = BiU By UBsU--- and B;NB; = 0 if i # j. To be
clear, I am looking for a clear definition of B; for a given value of i.

(d) Give the most obvious choice of a representative for each subset B;. That is, choose an a; such
that [al] = Bz

(e) Give at least 4 elements of Bs.
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3.6 Problems

Problem 3.1. Draw a Venn diagram showing AN (B UC), where A, B, and C' are sets.

Problem 3.2. Assume A, B, and C are sets. Prove each of the following set identities using a set
containment proof based on the basic definitions of N, U, etc. (see examples 3.61, 3.64, and 3.65).

(a) (ANBNC)C (ANB).
(

(c
(d

)

b) AnNBC AUB.
) (AUB)\(ANB) = (A\B)U(B\A).
)

(A-B)\CC A\C.

Problem 3.3. Prove each of the following set identities using a set containment proof based on
the basic definitions of N, U, etc. (see examples 3.61, 3.64, and 3.65).

Problem 3.4. Rusty has 20 marbles of different colors: black, blue, green, and yellow. Seventeen

of the marbles are not green, five are black, and 12 are not yellow. How many blue marbles does
he have?

Problem 3.5. You need to settle an argument between your boss (who can fire you) and your
professor (who can fail you). They are trying to decide who to invite to the Young Accountants
Volleyball League. They want to invite freshmen who are studying accounting and are at least 6
feet tall. They have a list of all students.

(a) Your boss says they should make a list of all freshmen, a list of all accounting majors, and a
list of everyone at least 6 feet tall. They should then combine the lists (removing duplicates)
and invite those on the combined list. Is he correct? Explain. If he is not correct, describe in
the simplest possible terms who ends up on his guest list.

(b) Your professor says they should make a list of everyone who is not a freshman, a list of everyone
who does not do accounting, and a list of everyone who is under 6 feet tall. They should make
a fourth list that contains everyone who is on all three of the prior lists. Finally, they should
remove from the original list everyone on this fourth list, and invite the remaining students. Is
he correct? Explain. If he is not correct, describe in the simplest possible terms who ends up
on his guest list.

(c¢) Give a simple description of how the guest list should be created.
Problem 3.6. Using words, explain what 53 mod 7 = 4 means.

Problem 3.7. Let a be a integer such a < 17/3. What can you say about a? Prove your claim.
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Problem 3.8. Compute each of the following. If 2 answers are possible, give both.

(a) 23 mod 10 (d) 3mod 5 (g) 13 mod 12 (j) =7 mod 12
(b) —14 mod 10 (e) 34 mod 5 (h) 144 mod 12 (k) 3 mod 2
(¢) 8675309 mod 10 (f) —8 mod 5 (i) 7 mod 12 (1) =3 mod 2

Problem 3.9. Compute each of the following.

(a) [2.72] (d) [3.1415] (g) 13/2] () [8.675309] mod 3
(b) [2.72] (e) [[3.1415]] () [5/4]
(c) |3.1415] (f) [|3.1415]] (i) |8.675309] mod 3

Problem 3.10. Prove or disprove: If a is a real number and n is an integer, then [a| mod n =
|la mod n]|.

Problem 3.11. Recall that a = b (mod n) iff a — b = kn for some integer k. Use this definition of
congruence modulo n to prove Theorem 3.90. (Note: This is an if and only if proof, so you need
to prove both ways.)

Problem 3.12. Let a,b € R, a # 0, and define f : R — R by f(z) = axz + b. Prove that f is

one-to-one and onto.

Problem 3.13. Let a and b be real numbers with a # 0. Define f : R — R by f(z) = ax + b.
Show that f is invertible. Then find f~.

Problem 3.14. Prove or disprove: if a, b, and ¢ are real numbers with a # 0, then the function
f(z) = az?+ bz + c is invertible.

Problem 3.15. Prove that if f and g are onto, then f o g is also onto.

Problem 3.16. Let f(z) = 2+ |x] be a function on R. (This one is a little tricky.)
(a) Prove or disprove that f is one-to-one.

(b) Prove or disprove that f is onto.

(c) Prove or disprove that f is invertible.

Problem 3.17. Find the inverse of the function f(x) = 2% + 1 over the real numbers.

Problem 3.18. Let f be the function on Z* that maps x to the number of bits required to
represent x in binary. For instance, f(1) =1, f(2) = 2, f(3) =2, f(4) = 3, f(10) = 4, etc. Hint:
The number 2" requires n + 1 bits to represent (a single 1 followed by n zeros). You may be able
to use this fact in one of your proofs.

(a) Prove or disprove that f is one-to-one.
(b) Prove or disprove that f is onto.

(¢) Prove or disprove that f is invertible.
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Problem 3.19.

Consider the relation R = {(1,2), (1,3),(3,5),(2,2),(5,5),(5,3),(2,1),(3,1)} on set {1,2,3,4,5}.
Is R reflexive? symmetric? anti-symmetric? transitive? an equivalence relation? a partial order?

Problem 3.20. Let X be the set of all people. Which of the following are equivalence relations?
Prove it.

= {(

b) Rs = {(a,b) € X?|a is taller than b}
(
(

)
)
= {(a,b) € X?|a is at least as tall as b}
= {(a,b) € X?|a and b have the same last name}
(e) Rs = {(a,b) € X?|a has the same kind of pet as b}

Problem 3.21. Repeat the previous problem, but which are partial orders? Prove it.

Problem 3.22. Define three different equivalence relations on the set of all TV shows. For each,
give examples of the equivalence classes, including one representative from each. Prove that each
is an equivalence relation.

Problem 3.23. Define a relation on the set of all Movies that is not an equivalence relation.

Problem 3.24. Let A = {1,2,...,n}. Let R be the relation on P(A) (the power set of A) such
that a,b € P(A) are related iff |a| = |b|. Prove that R is an equivalence relation. What are the
equivalence classes of R?
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Chapter 4: Programming Fundamentals and Al-
gorithms

The purpose of this chapter is to cover some of the basic programming concepts you may have
picked up in previous classes while introducing you to some basic algorithms and new terminology
that we will find useful as we continue our study of discrete mathematics. We will also practice our
skills at writing proofs by sometimes proving that an algorithm does as specified.

Algorithms are presented in a syntax similar to Java and C+4. This can be helpful since you
may already be familiar with one of these languages. On the other hand, this sort of syntax ties
our hands more than one often likes when discussing algorithms. When discussing algorithms, we
often want to gloss over some of the implementation details. For instance, we may not care about
data types, or how parameters are passed (i.e. by value or by reference), but by using a Java-like
syntax we are forcing ourselves to use particular data types and pass parameters in a certain way.

Consider an algorithm that swaps two values (we will see an implementation of this shortly).
The concept is the same regardless of what type of data is being swapped. But given our choice of
syntax, we will give an implementation that assumes a particular data type. Most of the time the
algorithms presented can be modified to work with other data types.

The issue of pass-by-value versus pass-by-reference is more complicated. We will have a brief
discussion of this later, but the bottom line is that whenever you implement an algorithm from any
source, you need to consider how this and other language-specific features might change how you
understand the algorithm, how you implement it, and/or whether you even can.

4.1 Basic Syntax and Algorithms

There are various ways of defining what an algorithm is, and there are subtle details that matter
in certain contexts, but for our purposes, the following simple definition will suffice.

Definition 4.1. An algorithm is a clear and unambiguous set of instructions that accom-
plishes a task in a finite amount of time.

Before we see our first algorithm, we need some notation.

Definition 4.2. The assignment operator, =, assigns to the left-hand argument the value
of the right-hand argument.

Example 4.3. The statement x = a + b means “assign to x the value of a plus the value of
b‘”

Note: Most modern programming languages use = for assignment. Other symbols used include
=, =, <<, <, ete.

As it turns out, the most common symbol for assignment (=) is perhaps the most confusing
for someone who is first learning to program. One of the most common assignment statements
is x = x + 1;. What this means is “assign to the x its current value plus one.” However,
what it looks like is the mathematical statement “x is equal to x + 17, which is false for every
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value of x. If this has tripped you up in the recent past or still does, fear not. Eventually you
will instinctively interpret it correctly, probably forgetting you were ever confused by it.

In our algorithms, we will work with various types of data, but two will show up often and if you
do not know a programming language yet, they may be unfamiliar to you. An int is a variable
that stores an integer value (e.g. 45 or -123). A double or float is a variable that stores a real
number (e.g. 3.14159 or 0.8675309). Technically, these store approximations of real numbers, but
we won’t concern ourselves with that detail here. A boolean is a variable that can be either true
or false.

In algorithms, variables store values that we can work with.

Example 4.4. If I want to store a real number called x and have it store the value 5.5, I write
it as
double x = 5.5;

The “double x” part of the code is specifying that I want x to store a real number. The
“x = 5.5” part is specifying that I want to store the specific value 5.5 into x.

Note: In many programming languages, semicolons (; ) are used at the end of each statement.
Since this is not a programming class, do not worry too much about this.

Now we are ready for our first example of a simple algorithm. We will discuss the syntax after
presenting the algorithm since it will make more sense if we can use an example to discuss it.

Example 4.5 (Area of a Trapezoid). Write an algorithm that gives the area of a trapezoid
with height A and bases a and b.
Solution: One possible solution is

double TrapezoidArea(double a, double b, double h) {
return h*x(a+b)/2;
}

The first line of most of our algorithms will give what is called a function prototype that specifies
3 important pieces of information about the algorithm:

1. What type of value/object is output by the algorithm. We will often use the term returned
instead of output. They essentially mean the same thing.

2. The name of the algorithm.

3. The input to the algorithm, which we refer to as the parameters, given as a comma-separated
list between parentheses after the name. Each parameter is given by specifying what type of
data it is and the name we will call it in the algorithm.

In the previous example, the function prototype was
double TrapezoidArea(double a, double b, double h) {

We interpret it as follows:

1. This algorithm returns a real number (since the return type is double).
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2. The name of the algorithm is TrapezoidArea, which makes sense because it is computing the
area of a trapezoid.

3. The inputs/parameters are 3 real numbers, a, b, and h.

The curly brace ({) at the end of the first line is used to denote that everything between that and
the matching end curly brace (}) are the implementation of the algorithm. Curly braces are used
in general to denote blocks of code. In addition to being used in this context, they are also used
for conditional statements and loops, as we will see later. The simplest way to think about them
is that the are there to make it clear where a section (or block) of code begins and ends.

The return keyword is used to indicate what value should be output/returned from the al-
gorithm. For instance, if someone calls x=TrapezoidArea(a, b, h), then z will be assigned the
value h * (a 4+ b)/2 since this is what was returned by the algorithm. Those who know Java, C,
C++, or just about any other programming language should already be familiar with this concept.

Example 4.6. If I execute the following code:

double a = 10.0
double b = 5.0
double h = 3.5

double x = TrapezoidArea(a,b,h);
Then the variable x will have the value (10.0 4 5.0)/2.5 = 4. 2857142857.

wExercise 4.7. Write an algorithm that returns the area of a square with sides of length s.

double areaSquare(double s) {

Example 4.8 (Swapping variables). Write an algorithm that will interchange the values of
two variables,  and y. That is, the contents of x becomes that of y and vice-versa.

Solution: We introduce a temporary variable ¢ in order to store the contents of
x in y without erasing the contents of y. For simplicity, we will assume the data is
of type Object. Here is the algorithm:

void swap(Object x, Object y) {

Object t = x; // Store x in a temporary variable
X = y; // x now has the original value of y
y = t; // y now has the original value of x

Note: Note that a return type of void means that the algorithm does not return anything.
While some algorithms return values, other accomplish some task and there is no need to
return anything.

It can be very useful to be able to prove that an algorithm actually does what we think it does.
Then when an error is found in a program we can focus our attention on the portions of the code
that we are uncertain about, ignoring the code that we know is correct.
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Example 4.9. Prove that the algorithm in Example 4.8 works correctly.

Proof: Assume the values a and b are passed into swap. Then at the beginning
of the algorithm, x = a and y = b. We need to prove that after the algorithm is
finished, z = b and y = a.

After the first line,  and y are unchanged and t = a since it was assigned the value
stored in z, which is a. After the second line, x = b since it is assigned the value
stored in gy, which is b. Currently x = b, y = b, and t = a. Finally, after the third
line, y = a since it is assigned the value stored in ¢, which is a. Since x is still b,
and y = a, the algorithm works correctly. O

Note: The correctness of this algorithm (and a few others in this chapter) is based on the
assumption that the variables are passed by reference rather than passed by value.

In C and C++, it is possible to pass by value or by reference, although we didn’t use the
proper syntax to do so. The * or & you sometimes see in argument lists is related to this.
In Java, everything is passed by value and it is impossible to pass by reference. However,
because non-primitive variables in Java are essentially reference variables (that is, they store
a reference to an object, not the object itself), in some ways they act as if they were passed by
reference. This is where things start to get complicated. I don’t want to get into the subtleties
here, especially since there are arguments about whether or not these are the best terms to use.
Let me give an analogy instead. *

If I share a Google Doc with you, I am passing by reference. We both have a reference to the
same document. If you change the document, I will see the changes. If I change the document,
you will see the changes. On the other hand, if I e-mail you a Word document, I am passing
by value. You have a copy of the document I have. Essentially, I copied the current value (or
contents) of the document and gave that to you. If you change the document, my document
will remain unchanged. If I change my document, your document will remain unchanged. This
sounds pretty simple. However, it gets more complicated. In Java, you can create a “primitive”
Word document, but in a sense you can’t create an “object” Word document. Instead, a Google
Doc is created and you are given access (i.e. a reference) to it. This is why in some ways
primitive and object variables seem to act differently in Java.

I've already said too much. You will/did learn a lot more about this issue in another course.
Here is the bottom line: The assumption being made in the various swap algorithms is that when
a variable is passed in, the algorithm has direct access to that variable and not just a copy of
it. Thus if changes are made to that variable in the algorithm, it is changing the variable that
was passed in. This subtlety does not matter for most of the algorithms here.

“Inspired by a response on http://stackoverflow.com/questions/373419/.

Note: We should be absolutely clear that it is impossible to implement the swap method from
Ezxample 4.8 in Java. In fact, there is no way to implement a method that swaps two arbitrary
values in Java. As we will see shortly, it is possible to implement a method that swaps two
elements from an array.


http://stackoverflow.com/questions/373419/
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Note: One final note before we move on. Whether or not the swap method (or any method)
can be implemented, we can still use it in other algorithms as if it can. This is because when
discussing algorithms we are usually more concerned about the idea behind the algorithm, not
all of the implementation details. Using a method like swap in another algorithm often makes it
easier to understand the overall concept of that algorithm. If we actually wanted to implement
an algorithm that uses swap in a context where it is impossible to implement, we would simply
need to replace the call to swap with the 3 lines of code contained in it, replacing the variable
names as appropriate.

% Question 4.10. Does the following swap algorithm work properly? Why or why not?
void swap(Object x, Object y) {

X =y
y = x;

}

Answer

Example 4.11. Write an algorithm that will interchange the values of two variables x and y
without introducing a third variable, assuming they are of some numeric type.

Solution: The idea is to use sums and differences to store the values. Assume
that initially x = @ and y = b.

void swap(number x, number y) {
Xx =x +y; // x = atb and y = b
y =x -y; // x = atb and vy
x =x -y; // x = atb-a =b and vy

o
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+
o
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[\

}

Notice that the comments in the code sort of provide a proof that the algorithm is
correct, although keep reading for an important disclaimer.

Example 4.12. It was mentioned that the comments in the algorithm from Example 4.11
provide a proof of its correctness. What possibly faulty assumption is being made?

Solution: It is assumed that the arithmetic is performed with absolute precision,
and that is not always the case. For instance, after the first line we are told that
x = a+b. What if a = 10,000,000,000 and b =.000000000017 Will z really
be exactly 10,000, 000,000. 000000000017 If it isn’t, the algorithm will not work
properly.

When talking about algorithms abstractly, we often ignore these sorts of details,
but is is extremely important to realize when we are doing so.

Problem 4.27 explores whether or not the algorithm in Example 4.11 works for integer types—
specifically 2’s complement numbers.
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Once again I want to emphasize that there can often be a huge difference between an algorithm
as presented in a textbook and the implementation of an algorithm in a programming language.
In this course, our focus is on the former. However, if you become a programmer some day, it is
extremely important that you eventually understand some of the more subtle issues I have been
pointing out.
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4.2 Remainders and Rounding Revisited

Java, C, C++, and many other languages use % instead of the word mod. For instance, you would
write int x = a % n instead of int x = a mod n.

Note: Recall earlier that we mentioned that a mod n has two possible values when a < 0.
When using the mod operator in computer programs in situations where the dividend might be
negative, it is important to know which definition your programming language/compiler uses.
Java returns a negative number when the dividend is negative. In C, the answer depends on
the compiler.

% Exercise 4.13. If you write a C program that computes —45 mod 4, what are the two
possible answers it might give you?

Answer

The next exercise explores a reasonable idea: What if we want the answer to a mod b to always
be between 0 and b— 1, even if a is negative? In other words, we want to force the correct positive
answer even if the compiler for the given language might return a negative answer.

* Evaluate 4.14. Although different programming languages and compilers might return
different answers to the computation ¢ mod b when a < 0, they always return a value between
—(b—1) and b — 1. Given that fact, give an algorithm that will always return an answer
between 0 and b — 1, regardless of whether or not a is negative. Try to do it without using any
conditional statements.

Solution I: Use (a (mod ) +8 —N /2. Since it always returns a value Between
—(& — D and B — | By addina & — | 1O BOth sides you et a value retween O and
28 — 2. You then divide By 2 to hit the taraet ranae of a return value that
is Between O and B — | whether the numger is positive or Nneaative.

Evaluation

Solution 2= Just return the arsolute value of a mod B.

Evaluation
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Solution 3: Use the followina:
int ¢ = a % b;
if (c<0) {
return -c;
} else {
return c;

}

Evaluation

Solution 4: Use (a mod B) mod ..

Evaluation

w Exercise 4.15. Devise a correct solution to the Evaluate 4.14.
Answer:

% Evaluate 4.16. Implement an algorithm that will round a real number x to the closest
integer, but rounds down at .5. You can only use numbers, basic arithmetic (+, —, *, /), and
floor(y) and/or ceiling(y) (which correspond to |y| and [y]). Don’t worry about the data
types (i.e. returning either a double or an int is fine as long as the value stored represents an
integer value).

Solution I:  return floor(x+.49).

Evaluation
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Solution 22 return floor (x+1/2).

Evaluation

Solution 3:  return ceiling(x+.5).

Evaluation

Solution 4:  return ceiling(x-.5).

Evaluation

The floor function is important because in many programming languages, including Java, C,
and C++, integer division truncates. That is, when you compute n/k for integers n and k, the
result is rounded so it is closer to zero (as opposed to rounding down). That means that if n, k > 0,
n/k rounds down to |n/k|. But if n < 0, n/k rounds up to [n/k]. So in Java, C, and C++,
3/4=-3/4=0,11/5 =2 and —11/5 = —2, for instance.

% Exercise 4.17. Compute each of the following, assuming they are expressions in Java, C,
or C++.

(a) 9/10=__ (e) 15/10 =__ (i) -5/10=__

(b) 10/10 = (f) 19/10 = G) -10/10 =

(c) 11/10 = (g) 20/10 = (k) -15/10 =

d) 14/10 = (h) 90/10 = 1) -20/10 =
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% Evaluate 4.18. Let n and m be positive integers with m > 2. Assuming integer division
truncates, write an algorithm that will compute n/m, but will round the result instead of
truncating it (round up at or above .5, down below .5). For instance, 5/4 should return 1,
but 7/4 should return 2 instead of 1. You may only use basic integer arithmetic, not including
the mod operator.

Solution I: floor(n/m+0.5)

Evaluation

Solution 2=: floor((n/m) + 1/2)

Evaluation

Solution 3: (int) (n/m+0.5)

Evaluation

Although the previous example may seem like it is based on an unnecessary restriction, this is
taken from a real-world situation. When writing code for an embedded device (e.g. a thermostat
or microwave oven), code space is often of great concern. Performing just a single calculation
using doubles/floats can add a lot of code since it needs to add certain code to deal with the data
type. Sometimes the amount of code added is too much since embedded processors have a lot less
space than the processor in your laptop or desktop computer. Because of this, some embedded
programmers do everything they can to avoid all non-integer computations in their code when it
is possible.

wExercise 4.19. Give a correct solution to round-instead-of-truncate problem from the pre-
vious example.
Answer:
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4.3 If-Else Statements

Conditional statements allow an algorithm to do one of various things based on some condition. In
this section we introduce the most common conditional statement: the if-else statement.

Definition 4.20. The if-else control statement has the following syntax:

if (ezpression) {
blockA

} else {
blockB

}

where expression must evaluate to a boolean value, and blockA and blockB are 0 or more
statements (so they can be blank). If expression is true then the statements in blockA are
executed. Otherwise, the statements in blockB are executed.

Example 4.21. Write an algorithm that will determine the maximum of two integers. Prove

your algorithm is correct.

Solution: The following algorithm will work.

int max(int x, int y) {
if(x >= y) {
return x;
} else {
return y;
}
}
There are three possible cases. If x > y, then z is the maximum, and it is returned
since the algorithm returns z if x > y. If = y, then they are both the maximum,
so returning either is correct. In this case it returns x, the correct answer. If x < y,
then y is the maximum and the algorithm returns gy, which is the correct answer.

In any case it returns the correct answer.

wExercise 4.22. Write an algorithm that will determine the maximum of three numbers that
uses the algorithm from Example 4.21. Prove that your algorithm is correct.

int max(int x, int y, int z) {

Proof
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The previous exercise is an example of something that you are already familiar with: code reuse.
We could have written an algorithm from scratch, but sometimes it is easier to use one that already
exists. Not only is the resulting algorithm simpler, it is easier to prove that it is correct since we
know that the algorithm it uses is correct.

Example 4.23. Write an algorithm that determines whether a given integer is between two
other integers. Have it return a boolean type (which is a variable type that can be either true
or false, as the name suggests).

Solution: Here is one possible solution:

boolean isBetween(int lo,int ho, in val) {
if(lo < val && val < hi) {
return true;
else {
return false;
}
}

Some people might prefer the conditional to be if (val > lo && val < hi), which
is also perfectly fine.

In many programming languages, we can use the following shorthand version.

boolean isBetween(int lo,int ho, in val) {
return (lo < val && val < hi);

}

This is because the result of the boolean expression turns out to be equal to what
we want to return in each case. That is, when 1o < val && val < hi is true, we
want to return true, and if it is false, we want to return false. So we can just
ditch the conditional statement in this case!

For simplicity, we will sometimes use print to output results and not worry about whitespace
(i.e. spaces and newlines). Think of it as being equivalent to Java’s System.out.print(i+" ") or
C++'s cout<<i<<" " or C’s printf("%d ",1i) if you would like.

Example 4.24. Here is an algorithm that prints the parity of an integer (that is, whether it
is even or odd):

void printParity(int n) {
if (n%2==0) {
print ("Even") ;
else {
print ("0dd");
}
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% Exercise 4.25. Write an algorithm that prints “Hello” if one enters a number between 4
and 6 (inclusive) and “Goodbye” otherwise. Use the function print (String s) to print. You
are not allowed to use any boolean operators like &&, | |, etc.

void HelloGoodbye(int x) {

% Question 4.26. The solution given for the previous example uses three print statements,
with two identical print statements appearing in different places. Is it possible to write the
algorithm using only two print statements while maintaining the restriction that you cannot
use and and or? If so, give that version of the algorithm. If not, explain why not.

Answer:
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% Exercise 4.27. You need a program to execute some code only if the size of a list is not 0.
The variable is named 1ist, and its size is 1list.size (). Give the expression that should go
in the if statement. In fact, give two different expressions that will work.

Example 4.28. Write a code fragment that determines whether or not three numbers can be
the lengths of the sides of a triangle.

Solution: Let a, b, and ¢ be the numbers. For simplicity, let’s assume they are
integers. First we must have @ > 0, b > 0, and ¢ > 0. Also, the sum of any two of
them must be larger than the third in order to form a triangle. More specifically,
we need a +b > c, b+ ¢ > a, and ¢+ a > b. Since we need all of these to be true,
this leads to the following algorithm.

IsItATriangle(int a, int b, int c) {
if(a>0 && b>0 && c>0 && a+b>c && b+c>a && a+c>b) {
return true;
} else { return false; }
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4.4 Logic in programming

There are often times when conditional expressions can be simplified using logic. You are going to
want to refer back to Table 1.3 while reading this section. Let’s start with a simple example.

Example 4.29. The conditional statement if (! (x<0)) can be rewritten as if (x>=0) to make
it more readable.

Too easy. Let’s try a slightly more complicated one.

Example 4.30. Simplify the following code.

if (x<=0 && (x>0 || x<=0)) {
x=0;

}

Solution: If we let p be “x<=0,” then —pis “x>0,” and the conditional statement
is equivalent to p A (—=p V p). But using negation and identity, we can see that
pA(=pVp)=pAT =p. Thus, the code can be simplified to

if (x<=0) {
x=0;

}

That wasn’t so bad. Now we can do one that is a little trickier. Pay attention on this one!

Example 4.31. Simplify the following code as much as possible.

if ( 1(x==0 || y<x) ) {
X=y;
}
Solution: First, notice that by DeMorgan’s Law, ! (x==0 || y<x) is equivalent

to !'(x==0) && !(y<x). Simplifying a bit more, we get x!=0 && y>=x. Thus, the
code becomes:

if (x!=0 && y>=x) {
x=y
}
This may not look much simpler, but it is definitely easier to understand.

This simplification can also be done by defining p to be x==0 and ¢ to be y<x. Then
the expression is =(pV q). Applying De Morgan’s Law, this is the same as —p A —q,
which we translate back to ! (x==0) && ! (y<x) and simplify as in the final step
above.

As the previous few examples demonstrate, you can apply the rules to propositions in various
forms. Sometimes it is useful to explicitly define p and ¢ (and sometimes r) and write expressions
using formal mathematical notation, but at other times it is just as easy to apply the rules the the
expressions as they are. In the previous example, we didn’t gain that much by defining p and gq.
But with more complicated expressions it certainly can be helpful.
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Note: A common mistake is to forget to use De Morgan’s law when dealing with nega-
tion. For instance, in the last example, replacing the code ' (x==0 || y<x ) with the code
1 (x==0) || !(y<x) would be incorrect. You cannot just distribute a negation among other
terms. Always remember to use De Morgan’s law: —(pV q) # —p V —q.

% Exercise 4.32. Simplify the following code as much as possible.

if ((x>0 && x<y) || (x>0 && x>=y)) {
X=y;

}

% Evaluate 4.33. Simplify the following code as much as possible.

if (x>0) {
if(x<y |l x>0) {
x=y;
}
}

Solution: Because the second if is in the first one which is if (x > O)
then x > O is duplicated But at the same timve to satisfy the second one
we just need to keep the second iIf and cut the first one. x <y and
x > O are independent conditions so they cannot Be more simplified.
So the answer is:

if(x<y |l x>0) {

X=y;
}

Evaluation
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% Exercise 4.34. Simplify the following code as much as possible.

if (x>0) {
if(x<y || x>0) {
X=y;
}
}

Although some of these examples may seem a bit contrived, in some sense they are realistic.
As code is refactored, code is added and removed in various places, conditionals are combined
or separated, etc. and sometimes it leads to conditionals that are more complicated than they
need to be. In addition, when working on large teams, you will often work on code written by
others. Since some programmers don’t have a good grasp on logic, you will certainly run into
conditional statements that are way more complicated and convoluted than necessary. As I believe
these examples demonstrate, simplifying conditionals is not nearly as easy as one might think. It
takes great care to ensure that your simplified version is still correct.

Note: There is an important difference between the logical operators as discussed here and how
they are implemented in programming languages such as Java, C, and C++. It is something
that is sometimes called short circuiting. You may be familiar with the concept even if you
haven’t heard it called that before. It exploits the domination laws:

FAq=F

TVg=T

Example 4.35. Consider the following algorithm:

if (x<0 || y<0) {
X=y;

}
The conditional statement here involves an or (pV ¢q). Notice that when x < 0, then because of
the or, the conditional statement is true regardless of what the value of y is. Most programming
languages with therefore not even check the second part of the conditional in this case.

In general, when executing a conditional statement of the form p V ¢, p is evaluated first.
If it is true, the conditional is evaluated as true without determining the truth value of ¢q. If p
is false, then then ¢ is evaluated and its truth value used.
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% Exercise 4.36. Based on how short circuiting works with conditionals of the form p V ¢,
explain what it does with conditionals of the form p A q.

Note: If you forget that code short circuits, bad things can occasionally happen. Because of
short circuiting, some of the code in your conditional statement may never execute. The vast
majority of the time that is fine. However, there are rare cases when it might cause a problem.
Here is a simple example. Say you want to increment both x and y, and then check if either is
at least 100. Most sensible people would implement it like this:

X++;

yt+;

if ( x==100 || y==100) {
// do something

3

That code will always work just fine. Alternatively, you can try to be clever and do this (but
don’t! Keep reading):
if ( ++x==100 || ++y==100) {
// do something
}

First notice that the ++ comes before the variable, so each variables is incremented before
being compared to 100, which is what we want. However, if x becomes 100, then short circuiting
means that y will never get incremented, and that is incorrect!

Although this is a rather contrived example, there are certainly cases where this comes up
in real code, especially when dealing with certain types of data structures.

Below is a more complicated example involving short circuiting. Earlier examples did not make
demonstrate the advantages to short circuiting, other than skipping the execution of a little code,
but it is very important in several contexts. The one in the next example involves checking if
something exists before trying to access it. This helps to avoid things like segmentation faults (C,
C++), IndexOut0fBoundsException (Java), and null pointers (many languages).

The example below uses a list, which is exactly what it sounds like—an ordered list of 0
or more items of some sort (the list in the example contains integers). If you have a list, call-
ing 1ist.isEmpty () will return true if the list is empty and false if it is not empty. Calling
list.get (i) will get the ith element from the list (where we use 0 to get the first element, 1
for the second, etc., for reasons I do not wish to get into right now). If there is no ith element,
list.get (i) will crash the program or return some bogus value, depending on how the list was
implemented. This means it is important to know that an item exists in a list before trying to
access it. This leads to the next example.
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% Evaluate 4.37. Rewrite the following segment of code so that it is as simple as possible
and logically equivalent.
if( '(list.isEmpty() && list.get(0)>=100) && !'(list.get (0)<100) ) {
X++;
} else {

x--;

}

Solution I: The second and third statements mean the same thina. Also, if
the second is true then we ot a value sO we know the list is Not empty, sO
the first statement is unnecessary. This leads to the following equivalent
code:

if(list.get(0) >= 100) {x++;} else {x--;}

Evaluation

Solution 2: | used DeMoraan’s law to ortain:

if(!1ist.isEmpty () || 1list.get(0) < 100) {
X++;

} else {
x--;

}

Evaluation

Solution 3: Let a Be list.isEmpty() and B Be list.get(0)>=100. But then
—-B =list.get (0)<100. The oriainal expression is —(a AB) A —(—8). But

“(BARYAA(—R) = —(BARYABR=(-8V-RBRIABR
= (s ARYV(-BABRY=(-8ARYVF=-aABR

So my simplified code is
if( !'list.isEmpty() && list.get(0)>= 100 ) {
X++;
} else {

x-=;

}

Evaluation
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% Question 4.38. In the solutions to the previous problem we said that the final solution was
correct. But there might be a catch. Go back to the original code and the final solution and
look closer. Is the final solution really equivalent to the original? Explain why or why not.

Evaluation

Let’s reinforce the point from the previous question. The code from the third solution and the
original code are logically equivalent. However, they are not actually equivalent when implemented
in most programming languages. Why? Because of short circuiting. What happens when you call
get on an empty list? Does it return some bogus value? Or crash? Either way, the original code
will either crash or return a bogus value. However, the code from the third solution will always
work correctly because short circuiting prevents the call to the get that would cause the problem.
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4.5 Bitwise Operations

In this section we will consider bitwise operations. But first we need to review a few concepts you
are probably already familiar with.

Recall that a boolean wvariable is one that is either true or false. Recall that a bit can have
the value 0 or 1. A bit can be used to represent a Boolean variable by assigning 0 to false and 1
to true. Table 4.1 shows the truth tables for the various boolean operators that are available in
many languages. Notice that they are identical to the operators we discussed earlier except that
we have replaced T and F with 1 and 0 and have used the notation from Java/C/C++ instead of
the mathematical notation.

AND | OR | XOR IFF

p q| (p&&q) | (pllg) |pP'=q | (p==1¢q)
11 1 1 0 1
10 0 1 1 0
01 0 1 1 0
0 0 0 0 0 1

Table 4.1: Truth Tables for the Boolean Operators

We don’t usually think about !'= being XOR and == being IFF (or biconditional). We usually
think of them in their more natural interpretation: ‘not equal’ and ‘equal’.

Note: A note of caution: Although Java is a lot like C and C++, how it deals with logical
expressions is very different. Java has an explicit boolean type and you can only use the logical
operators on boolean values. Further, conditional statements in Java require boolean values. In
C and C++, the int type is used as a boolean value, where 0 is false, and anything else is true.
This is very convenient, but can also cause some confusion.

Example 4.39. In C/C++, (5&&6), (5110), (4!=5) are all true. In Java the first two
statements are illegal.

Now it’s time to extend the concept of boolean operators to integer data types (including int,
short, long, byte, etc.).

Definition 4.40. A bitwise operation is a boolean operation that operates on the individual
bits of its argument(s).

Definition 4.41. The complement or bitwise NOT, usually denoted by ~, just flips each
bit.

Example 4.42. Assume 10011001 is in binary. Then “10011001=01100110. If this were a
32-bit integer, the answer would be 11111111111111111111111101100110 since the leading 24
bits (which we assume to be 0) would be flipped.
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Note: For simplicity, the rest of the examples will assume numbers are represented with 8 bits.
The concept is exactly the same regardless of how many bits are used for a particular data type.

* Fill in the details 4.43. 255 is 11111111 in binary. “11111111=00000000, which is 0 in
decimal. Therefore, ~255=0.

Similarly, we can see that “240=15 since 240 is in binary, and

= , which is in decimal.

* Exercise 4.44. “11000110=

Definition 4.45. The following are the two-operator bitwise operators.
e Bitwise AND, denoted by &, applies N to the corresponding bits of each argument.
e Bitwise OR, denoted by |, applies V to the corresponding bits of each argument.

e Bitwise XOR, denoted by ~, applies & to the corresponding bits of each argument.

We will present examples in table form rather than ‘code form’ since it is much easier to see
what is going on when the bits are lined up.

Example 4.46. 01011101 01011101 01011101
& 11010100 111010100 ~ 11010100
01010100 11011101 10001001

Note: It is important to remember that & and && are not the same thing! The same holds for
| and ||. It is equally important to remember that ~ does not mean exponentiation in most
programming languages.

*Exercise 4.47. 11110000 11110000 11110000
& 11001100 111001100 = 11001100

Note: Remember: boolean operators and the bitwise operators are different!
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4.6 The for loop

Here is the first of the two types of loops we will consider.

Definition 4.48. The for loop has the following syntaz:

for(initialize; condition; increment) {
blockA
}

where

e initialize is one or more statements that set up the initial conditions and is executed
once at the beginning of the loop.

e condition is the condition that is checked each time through the loop. It must evaluate
to a boolean value. If condition is true, the statements in blockA are executed followed
by the code in increment. This process repeats until condition is false.

e increment is code that ensures the loop progresses. It is executed at the end of every
loop. Typically increment is just a simple increment statement (e.g. i++), but it can be
anything.

Example 4.49. Write an algorithm that returns n! when given n.

Solution: Here is one possible algorithm.

int factorial(int n) {
if (n==0) { return 1;

} else {
int fact = 1;
for(int i=1;i<=n;i++) {
fact = factxi;
}

return fact;

% Question 4.50. Does the factorial algorithm from Example 4.49 ever do something un-
expected? If so, what does it do, when does it do it, and what should be done to fix it?

Answer
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% Evaluate 4.51. Evaluate these algorithms that supposedly compute n! for values of n > 0.

Don’t worry about what they do when n < 0.

Solution [:
int fact = 1;
for(int i=0;i<=n;i++) {
fact = factx*xi;
}

return fact;

Evaluation

Solution 2
int fact = 1;
for(int i=2;i<=n;i++) {
fact = factx*i;
}

return fact;

Evaluation

Solution 3:
int fact = 1;
for(int i=n;i>0;i--) {
fact = factx*xi;
}

return fact;

Evaluation

Solution 4:
int fact = 1;
for(int i=1;i<mn;i++) {
fact = fact*x(n-1i);
}

return fact;

Evaluation
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*Exercise 4.52. Write an algorithm that will compute 2™, where x is a given real number
and n is a given positive integer.

double power (double x, int n) {
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4.7 Arrays

Definition 4.53. An array is an aggregate of homogeneous types. The length of the array
is the number of entries it has.

A 1-dimensional array is akin to a mathematical vector. Thus if X is 1-dimensional array of length
n then

X = (X0}, X[1],...,X[n —1]).
You access the element at position i of an array using the syntax X[i]. We will follow the convention
of common languages like Java, C, and C++ by indexing the arrays starting from 0. This means
that the last element is X [n — 1]. We will typically declare the length of the array at the beginning
of a code fragment by means of a comment.

A 2-dimensional array is akin to a mathematical matrix. Thus if Y is a 2-dimensional array
with 2 rows and 3 columns then
Yo][o] YT[oj[i] Y0][2]

Y= lvpo v v

Here, you obtain the entry in row ¢ and column j using the syntax Y[i][j].

In many programming languages (including C++ and Java), arrays are declared using the
syntax int [Ja; (assuming an array of integers), where the [] indicates it is an array. Without
going into too much detail, there are actually two parts to creating an array. The syntax int [Ja;
is specifying that we want a to be an array, but we need to allocate space for the array. To do
that, we use the syntax new int[n], where n is the desired size. Putting it all together, creating
an array of integers of size n is done using the syntax int [] a = new int[n]. When specifying
that we want to use an array as input into an algorithm, we just use the int []a part since we are
not creating a new array.

Example 4.54. Write an algorithm that determines the maximum element of a 1-dimensional
array of n integers.

Solution: We declare the first value of the array (the 0-th entry) to be the
maximum (a sentinel value). Then we successively compare it to other n—1 entries.
If an entry is found to be larger than it, that entry is declared the maximum.

MaxEntry(int[] X, int n) {
int max = X[0];
for(int i=1;i<n;i++) {

if (X[il>max) {
max = X[i];
}
}
return max;

}

If your primary language is Java, you might wonder why we did not use X.length in the
previous algorithm. There are two reasons. First, not all languages store the length of an array as
part of the array. For example, C and C++ do not. In these languages you always need to pass
the length along with an array. Second, sometimes you want to be able to process only part of an
array. Written as we did above, the algorithm will return the maximum of the first n elements of
an array. The algorithm works as long as the array has at least n elements.
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Note: If an algorithm has an array and a variable n as parameters, you can probably assume
n is the length of the array unless it is otherwise specified.

boolean startsOrEndsWithZero(int[] a, int n) {

wExercise 4.55. Give an algorithm that will return true if an array of integers either starts
or ends with a 0, and false otherwise. Assume array indexing starts at 0 and that the array
is of length n. Use only one conditional statement. Be sure to deal with the possibility of an
empty array.

Answer

% Question 4.56. Does the solution given for the previous exercise properly deal with arrays
of size 0 and 17 Prove it.

Example 4.57. Implement a method that swaps two elements of an array that works in Java
and other languages that can’t pass by reference.

Solution: Here is a method that swaps two elements of an integer array. Except
for the type of the parameter and temp variable, this works for any data type.

swap (int [] X, int a, int b) {

int temp = X[al;

X[al=X[bl;

X[bl=temp;
}
I don’t want to get into the technical details of pass-by-value versus pass-by-
reference since that is really the subject of another course. But briefly, this works
because when the array is passed we have access to the individual array elements.
Therefore when we change them, they are changed in the original array.
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Example 4.58. An array (X[0],... X[n—1]) is given. Without introducing another array, put
its entries in reverse order.

Solution: Observe that we want to exchange the first and last element, the second
and second-to-last element, etc. That is, we want to exchange X[0] «+ X[n — 1],
X[1] & X[n—2], ..., X[k] > X[n — k — 1]. But what value of k is correct? If we
go all the way to n — 1, the result will be that every element is swapped and then
swapped back, so we will accomplish nothing. Hopefully you can see that if we swap
elements when k < n—k—1, we will swap each element at most once. The “at most
once” is because if the array has an odd number of elements, the middle element
occurs when kK =n — k — 1, but we can skip it since it doesn’t need to be swapped
with anything. Notice that k <n — k — 1 if and only if 2k < n — 1. Since k and n
are integers, this is equivalent to 2k < n — 2. This is equivalent to k < [(n — 2)/2]
by Corollary 3.107. Thus, we need to swap the elements 0,1,..., |[(n —2)/2] with
elements n—1,n—2,...,n—1—|(n—2)/2] = n—|n/2], respectively. The following
algorithm implements this idea.

reverseArray(int[] X, int n) {
for(int i=0;i<=(n-2)/2;i++) {
swap(X,i,n-i-1);

}

* Question 4.59. The previous algorithm went until ¢ was (n — 2)/2, not [(n — 2)/2]. Why
is this O.K.? Does it depend on the language? Explain.

Answer

* Question 4.60. Does the following algorithm correctly reverse the elements of an array?
Explain.
reverseArray(int[] X, int n) {

for(int i=0;i<n/2;i++) {

swap (X,i,n-i-1);

}

Answer

Hopefully the previous example helps you realize that you need to be careful when working
with arrays. Formulas related to array indices change depending on whether arrays are indexed
starting at 0 or 1. In addition, formulas involving the number of elements in an array can be tricky,
especially when the formulas relate to partitioning the array into pieces (e.g. into two halves).
These can both lead to the so-called “off by one” error that is common in computer science. The
next example illustrates these problems, and one way to deal with it.
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Example 4.61. Give a formula for the index of the middle element of an array of size n. If
there are two middle elements (e.g. n is even), use the first one.

Solution: Clearly the answer should be somewhere close to n/2. Unfortunately,
if n is odd, n/2 isn’t an integer. And clearly the answer won'’t be the same when
indexing starting at both 0 and 1. Maybe we should try a few concrete examples.

Let’s first assume indexing starts at 1. If n = 9, the middle element is the 5th
element, which has index 5 = [9/2]. If n = 10, the middle element is also the 5th
element. Then the index is 5 = 10/2 = [10/2]. Thus the formula [n/2] should
work. You should plug in a few more values to convince yourself that this is correct.

Now let’s assume indexing starts at 0 (which is a lot more common). There are a a
few equivalent formulas we can come up with. For starters, [n/2] — 1 should work
since this is just 1 less than the answer above, and the indices are all shifted by one.
But let’s come up with a formula from scratch. If n = 9, the index of the middle
element is 4 = |9/2]. If n = 10, the index is 4 # [10/2]. So |n/2| works when n is
odd, but not when n is even. This one is not as obvious as it was when we started
indexing at 1. With a little thought, you may realize that |(n — 1)/2]| works.

* Question 4.62. The previous example seems to suggest that [n/2] —1 = [(n —1)/2] for
all integers n. Is this correct? Do a few sample computations to try to convince yourself of
your answer.

Answer

Note: Always be very careful with formulas related to the index of an array. Double-check
your logic by plugging in some values to be certain your formula is correct.

Example 4.63. [The Locker-Room Problem]

A locker room contains n lockers, numbered 1 through n. Initially all doors are open.
Person number 1 enters and closes all the doors. Person number 2 enters and opens all the
doors whose numbers are multiples of 2. Person number 3 enters and toggles all doors that
are multiples of 3. That is, he closes them if they are open and opens them if they are closed.
This process continues, with person i toggling each door that is a multiple of i.

Write an algorithm to determine which lockers are closed when all n people are done.

Solution:

Here is one possible approach. We use a boolean array Locker of size n + 1 to
denote the lockers (we will ignore Locker [0]). The value true will denote an open
locker and the value false will denote a closed locker.
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LockerRoomProblem(boolean[] Locker, int n) {
// Person 1: Close them all
for(int i=1;i<=n;i++) {
Locker [i]=false;
}
//People 2 through n: toggle appropriate ones
for(int j=2;j<=n;j++) {
for(k=j;k<=n;k++) {
if (k%j==0) {
Locker [k]

!Locker [k];
}
}
}
// Print the results
print("Closed:");
for(int 1=1;1<=n;1++) {
if (Locker[l1]l==false) {
print (1) ;
print (" ");

Can you see how to slightly improve the algorithm in Example 4.637

Let’s revisit short circuiting with a common use of it with arrays. But first, in case you do not
know, in languages like Java, you can get the length of an array a using a.length (unfortunately,
this does not work in C or C++). It can be helpful to determine the length before accessing an
element of an array since a[i] will cause a IndexOutOfBoundsException if i>a.length.

Example 4.64. Consider the statement if (x<a.length && al[x]!=0). The first domination
law implies that when x>=a.length, the expression in the if statement will evaluate to false
regardless of the truth value of a[x]!=0. Therefore, many languages will simply not evaluate
the second part of the expression—they will short circuit, as we have discussed previously. And
it turns out that this is a very good thing! If short circuiting did not occur, that code would
crash whenever x>=a.length (If you do not see why, look back and try to figure it out). That
is one of the reasons many languages use short circuiting.

If x<a.length, only then do we check that a[x]!=0, in which case everything is fine. On
the other hand, if x>=a.length, the condition is guaranteed to be false, so we short circuit and
never check the second condition which is good, because it would cause the code to crash!

Therefore, even though the statements if (x<a.length && a[x]!=0) and if (a[x]!=0 &&
x<a.length) are logically equivalent, they are not practically equivalent (not an official term)
when implemented in a language that does short circuiting.

In general, since AND and OR operators are commutative, pV q and ¢ V p are equivalent,
as are p A ¢ and g A p. But the same statements implemented in a programming languages
that short circuit are not precisely equivalent. But as this example shows, it is a very good
thing since (among other things) it allows us to write certain code more concisely without the
possibility of crashing.

“Well, sort of. If z < 0, this one will still crash. You will fix this shortly!
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% Question 4.65. Explain again: Why are if (x<a.length && al[x]!=0) and if(a[x]!=0
&& x<a.length) logically equivalent? But then why are they not practically equivalent?

Answer

wExercise 4.66. Fix the conditional statement from Example 4.64 so that is never crashes.

Note: It turns out that if a language does not implement short circuiting, we can obtain
the same behavior by complicating the code just a little bit—it involves using nested if-else
statements instead of OR and AND. You do not need worry too much about this since most
languages short circuit.



170 Chapter 4

4.8 Quantifiers and Algorithms

Now let’s see how quantifiers connect to algorithms. If you want to determine whether or not
something (e.g. P(x)) is true for all values in a domain (e.g., you want to determine the truth value
of VxP(x)), one method is to simply loop through all of the values and test whether or not P(z)
is true. If it is false for any value, you know the answer is false. If you test them all and none of
them were false, you know it is true.

Example 4.67. Here is how you might determine if YxP(x) is true or false for the domain
{0,1,2,...,99}:
boolean isTrueForAll() {
for(int i=0;i<100;i++) {
ifC 'P(1) ) {
return false;
X
}

return true;

}
Notice the negation in the code—this can trip you up if you aren’t careful.

Example 4.68. Let P(z) and Q(x) be predicates and the domain be {0,1,2,...,99}. What
is isTrueForAl12() determining?
boolean isTrueForAl12() {
for(int i=0;i<100;i++) {
if(C 'P(1i) && !'QCi) )
return false;

}

return true;

Solution: Notice that if both P(i) and Q(¢) are false for the same value of i, it
returns false, and otherwise it returns true. Put another way, it returns true if for
every value of i, either P(i) or Q(i) is true. Thus, isTrueForAll2 is determining
the truth value of Vi(P(i) V Q(7)).

wExercise 4.69. Rewrite the expression ( 'P(i) && 'Q(i) ) from the previous example so
that it uses only one negation.
Answer:
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* Exercise 4.70. Let P(x) and Q(x) be predicates and the domain be {0,1,2,...,99}. What
is isTrueForA113() determining?

boolean isTrueForAl13() {

boolean result = true;
for(int i=0;i<100;i++) {
if ('P(1)) o
result = false;
}
¥

if (result==true) {
return true;

}
for(int i=0;i<100;i++) {
if(1QCid)) A
return false;
}
}

return true;

Answer

Example 4.71. Now we are ready for the million dollar question:* Are isTrueForAll2 and
isTrueForAl113 determining the same thing?

Solution: At first glance, it looks like they might be. But we need to dig deeper,
and we need to prove one way or the other. To prove it, we would need to show
that these expressions evaluate to the same truth value, regardless of what P and
Q@ are. To disprove it, we just need to find a P and a @) for which these expressions
have different truth values. But let’s first talk it through to see if we can figure out
which answer seems to be correct.

Vi(P(i) V Q(i)) is saying that for every value of i, either P(i) or Q(i) has to be
true. ViP(i) V ViQ(7) is saying that either P(i) has to be true for every i, or that
Q(i) has to be true for every i. These sound similar, but not exactly the same, so
we cannot be sure yet. In particular, we cannot jump to the conclusion that they
are not equivalent because we described each with different words. There are many
ways of wording the same concept.

At this point we either need to try to tweak the wording so that we can see that
they are really saying the same thing, or we need to try to convince ourselves they
aren’t. Let’s try the latter.

What if P(i) is always true and Q(i) is always false? Then both statements are
true. But that doesn’t prove that they are always both true, so this doesn’t help.
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Let’s try something else. What if we can find a P(i) and a (i) such that for any
given value of i, we can ensure that either P(i) or Q(i) is true, but also that there
is some value j such that P(j) is false and some value k # j such that Q(k) is false?
Then Vi(P(i) V Q(i)) would be true, but ViP(i) V ViQ(i) false, so this would work.
But in order to be certain, we have to know that such a P and @ exist.?

What if we let P(i) be “i is even”, Q(i) be “i is odd”, and the universe be Z. Then
ViP(i) = ViQ(i) = F, so YiP(i) VViQ(i) = F, but Vi(P(i) V Q(i)) = T. Now we
have all of the pieces. Let’s put this all together in the form of a proof.

Proof: (that Vi(P(i) vV Q(7)) # ViP(i) V ViQ(7))

Let P(i) be “i is even”, Q(i) be “i is odd”, and the universe be Z. Then
Vi(P(i) V Q(7)) is true since every integer is either even or odd. On the
other hand, ViP(i) is false since there are integers that are not even and
ViQ(i) is false since there are integers that are not odd. Thus, ViP(i) V
ViQ(i) is false. Since they have different truth values, Vi(P(i) V Q(i)) #
ViP(i) V ViQ(i) O

“There is no million dollars for answering this question. It’s just an expression.
*Consider this: If T can find an even number that is prime but is not 2, then there would be at least 2 even
primes. That’s great. Unfortunately, I can’t find such a number.

Let’s do a slightly more practical example.

*Exercise 4.72. Given an array a of length n, give an algorithm that will determine the
truth value of 3x((alx] is even ) V (a[x] is a multiple of 3)).
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4.9 The while loop

Definition 4.73. The while loop has syntaz:

while(condition) {
blockA
}
where condition ewvaluates to a boolean value and blockA contains 1 or more statements. If
condition evaluates to true, the statements in blockA will execute, and the condition will be
checked again. This repeats until condition ewvaluates to false.

While loops are generally used when you need to do something some unknown number of times,
usually because you need to check for some condition to be true before you know you are done.
The general rule of thumb for when to use for loops versus while loops is that if you know the
number of iterations, use a for, and otherwise use while. On the other hand, anything that can
be done with a for loop can be done with a while loop and vice-versa. But using one of these
loops in an unconventional manner can confuse people who read your code.

Example 4.74. Here is a silly example of an algorithm to determine whether or not a number
is a perfect square. It is definitely not the slickest way to solve this problem.

boolean isSquare(int x) {
int i=1;
while (i*i<=x) {
if(i*i==x) return true;
i++
}

return false;

The following is a common use of while loops: iterating over a list of possibilities until you
either find what you are looking for (at which point you do something with it) or you don’t (which
you know because you exited the while loop).

Example 4.75. Here is a simple algorithm to determine if an array has any zero elements:

boolean anyZeroes(int [Ja, int n) {
int i=0;
while (i<n) {
if( alil==0 ) {
return true;
}
i++;
}

return false;



174 Chapter 4

* Exercise 4.76. Sequential Search Implement the following algorithm that determines
whether or not a particular value is contained in the array. It should return the index of the
location of the value if present, or -1 if not.

int sequentialSearch(int [Jla, int n, int val) {

Example 4.77. An array X satisfies X[0] < X[1] <--- < X[n — 1]. Write an algorithm that
finds the number of entries that are different.

Solution: Here is one possible approach.

int differentElements(int[] X, int n) {
int i = 0;
int different = 1;
while (i<n-1) {

i++;

if(x[i]'=x[i-1]1) {
different++;

}

}

return different;

*Exercise 4.78. What will the following algorithm return for n = 57 Trace the algorithm
carefully, outlining all of your steps.

int mystery(int n) {
int x=0;
int i=1;
while(n>1) {
if (nxi>4) {
X=xX+2%n;
} else {
X=X+n;
}
n=n-2;
i++;
}

return Xx;
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An interesting example of the use of a while loop is implementing a simple algorithm to deter-
mine whether or not a positive integer is prime.

Theorem 4.79. If n € Z*, n is either prime or has a prime factor no greater than /n.

Proof: Ifn is prime there is nothing to prove. Assume thatn is composite. Then
n can be written as the product n = ab with 1 < a < b, where a and b are integers.
If every prime factor of n were greater than +/n, then a > \/n and b > /n. But
then n = ab > /ny/n = n, which is a contradiction. Thus n must have a prime
factor no greater than /n. O

Example 4.80. To determine whether 103 is prime we proceed as follows. Observe that
|v/103| = 10 (According to Theorem 3.106, we only need concern ourselves with the floor).
We now divide 103 by every prime no greater than 10. If one of these primes divides 103, then
103 is not a prime. Otherwise, 103 is a prime. Notice that 103 mod 2 = 1, 103 mod 3 = 1,
103 mod 5 = 3, and 103 mod 7 = 5. Since none of these remainders is 0, 103 is prime.

wExercise 4.81. Give a complete proof of whether or not 101 is prime.

Proof

% Exercise 4.82. Give a complete proof of whether or not 323 is prime.

Proof

Example 4.83. How can we determine if an integer n is prime? If n < 1, it is not prime.
Otherwise, for each integer from 2 to /n, if n is a multiple of it, n is not prime. If n was not
a multiple of any of these, it must be prime by Theorem 4.79. Here is the algorithm based on
these ideas.

boolean isPrime(int n) {
if(n<=1) { return false; }
else {
int i = 2;
while( i <= sqrt(n) ) {
if( n%i==0 ) { return false; 1}
i++;
}

return true; // It had no factors.
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% Exercise 4.84. Improve the algorithm from the previous example by making it about twice
as fast. Hint: The fact that I am asking you to make it twice as fast is a hint.

Note: It should be noted that although this algorithms in the last example and exercise work,
they are mot very practical for large values of n. For instance, if we want to factor the num-
ber 12,867,530,934, 567,891, we would still need to check about \/12,867,530,934,567,891 ~
113,435,140 factors.

In fact, there is mo known algorithm that can factor numbers efficiently on a “classical”
computer. The most commonly used public-key cryptosystems rely on the assumption that
there is no efficient algorithm to factor a number. However, if you have a quantum computer,
you are in luck. Shor’s algorithm actually can factor numbers efficiently.

Can we do the same thing for multiples of 3, 5, etc. to make the algorithm even faster? That
is, once we know that a number is not divisible by 3, we don’t really need to ask if it is divisible
by 6, 9, 12, etc. Similarly for 5, 7, 11, etc. Can we somehow make it skip all of these multiples as
we go? A first step would be to try to skip just multiples of either 2 or 3 (or both). If you can do
that, you can then take into account 5, etc. But does it generalize? And would it help? I will leave
these as questions for you to ponder.
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% Exercise 4.85. Use the fact that integer division truncates to write an algorithm that
reverses the digits of a given positive integer. For example, if 123476 is the input, the output
should be 674321. You should be able to do it with one extra variable, one while loop, one
mod operation, one multiplication by 10, one division by 10, and one addition.

int reverseDigits(int n) {
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4.10 More fun with Algorithms

Let’s start with an example of how understanding sets and set operations can help understand how
certain data structures work.

Example 4.86. In Java, the TreeSet class is one implementation of a set that has several
methods with perhaps unfamiliar names, but they do what should be familiar things. Let’s
discuss a few of them.® Let A and B be TreeSets.

(a) The method retainAll(TreeSet other) “retains only the elements in this TreeSet that
are contained in the other TreeSet. In other words, removes from this TreeSet all of its el-
ements that are not contained in other.” It is not too difficult to see that A.retainAll(B)
is computing AN B.°

(b) The method boolean containsAll(TreeSet other) “returns true if this set contains all
of the elements of other (and false otherwise).” Thus, A.containsAll(B) returns true iff
B C A.

(¢) Even without documentation, it seems likely that A.size() is determining |A].

(d) It also seems likely that A.isEmpty() is determining if A = .

“The method signatures and documentation have been modified from the official definition so we can focus
on the point at hand.

Technically it is doing more than that. It is storing the result in A. So it is like it is doing A = AN B, where
= here means assignment, not equals.

Here is a more advanced use of the while loop to compute exponents (™) more quickly than
using a simple for loop as was done in Example 4.52.

Example 4.87 (Faster Exponentiation). Write an algorithm that is more efficient than the
one from Example 4.52 to compute x™, where x is a given real number and n is a given positive
integer.

Solution: The solutions from Example 4.52 requires about n — 1 multiplications.
Here we give a solution that requires no more than 2log, n multiplications, which
is significantly better! We’ll start with an example and then describe the process
in more general terms.

Let n = 11. We can write n = 8 4+ 2 4+ 1, which is just expressing n as a sum of
powers of 2. In other words, we express n in terms of its binary representation.
Then 't = 2821 = 282221, So if we can compute z®, 22, and z', then we only
need 2 more multiplications to get x''. Notice that we can successively square x,
giving the sequence  — 2 — 2% — 2% using just 3 more multiplications. So we can
compute x!! using only 5 multiplications instead of 10. Notice that 5 < 2log, 11.

In general, we start by writing n in binary. We then express ™ in terms of the
binary representation of n. We then successively square = getting a sequence

k
L L e
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and we stop when 2F < n < 28t As we go, we multiply our answer by the current
power of . Here is an implementation of this idea.

double power (double x, int n) {

double ans = 1;
double pow = x; // Stores x, x"2, x"4, etc.
int k = n;

while( k!=0) {
if (k%2==0) {

k=k/2;
pPOW=poW*pow;
} else {
k=k-1;
ans=ans*pow;
}
}
return ans;
}

* Exercise 4.88. Trace through the execution of power(2,23). Give a table with the values
of k, pow, and ans at every step. How many steps did it take? Was it more efficient than the
algorithm from Example 4.527 Did it use as few operations as we promised?

k pow ans

Now we will see some examples of how partitions and equivalence relations are relevant to
algorithms. Feel free to skip the rest of this section if you did not cover Section 3.4.

When creating test cases for an algorithm, you always want to ensure that you are covering
‘all of the cases’. But what does that mean? It means you are thinking about how to partition all
of the possible inputs into several sets, where the elements in one set are somehow different from
those in another set, and are quite a lot like the other elements in the set. Let’s see an example.
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Example 4.89. Consider the following function that returns n! if n > 0, and returns —1 if
n < 0 (n! is undefined for negative values of n, but we have to return something, so why not a
negative number?)

int factorial(int n) {

}

if (n<0)

{ return

=dlg F

else if(n==0) { return 1; }

e

}

lse {
int fact = 1;

for(int i=1;i<=n;i++) {

fact = factx*xi;

}

return fact;

What values of n should we use to test factorial?

Solution:

There seems to be three different types of values based on the structure
of the code: 0, numbers less than 0, and numbers greater than 0. This suggests
partitioning the possible test cases into these 3 classes. If we test at least one number
from each of these, we know we have covered the code in the if, else if, and else
clauses. Since boundaries can sometimes cause problems, we should include those
for each part as well as an arbitrary value in each part. In light of this, we might test
0, —1, —2, —10, 1, 2, and 8. Since these cover all of the cases, they should provide
pretty good evidence of whether or not factorial is implemented properly.®

“But remember, testing never proves that code is correct!

It might be helpful to see another example of where equivalence relations and partitions are
useful in computer science.

Example 4.90. Consider a method setRewardChance (double chance) that sets the percent-
age chance that a player will be rewarded for completing some task. When the chance is set,
we may want to take some action based on the value. For instance, the chance should certainly
be non-negative, so we might want to throw some sort of error if it is negative. Similarly, the
chance should not be above 100 (We are assuming the values are being interpreted as whole
percentages, so 100 means 100%). We may also want to treat the case of a 0% chance in a
special way. Further, chance below 20%, between 20 and 50% and above 50% might all be
treated in different ways. This might lead to code such as the following.

setRewardChance (double chance) {
if (chance<0)

else
else
else
else
else

}

if (chance==0)
if (chance<20)
if (chance<50)
if (chance<=100)

P S T A A &

/ *
/ *
/ *
/ *
/ *
/ *

Throw an error */ }

deal chance==0 */ }

deal with O<chance<20 */ }

deal with 20<= chance<50 */ }
deal with 50<=chance<=100) */ }
Throw an error */ %}

Notice that a given value of chance will lead us down one of 6 different execution paths. If we
want to write tests for this code, we need to make sure that every path of execution is tested.
So what does this have to do with partitions and equivalence relations? It is simple: The
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code described above partitions the set of real numbers into 6 subsets, based on which section
of code will be executed:

R = (—o00,0) U {0} U (0,20) U [20,50) U [50, 100] U (100, cc).

Therefore, to ensure the tests cover all of the code, we need to choose at least one value from
each subset in the partition. In the words of equivalence classes, we need to choose one or more
representatives from each equivalence class.

Hopefully it is pretty straightforward to see where partitions come into play here. But
perhaps the concepts related to equivalence relations are more difficult to see. In this case our
equivalence relation is a little more difficult to describe succinctly. The most straightforward
way is a bit vague: two numbers are related if they are in the same subset. Although vague, it
is somewhat precise (assuming I know that it is referring to the subsets given above). Are 40
and 2 related? No, because 40 € [20,50), but 2 € (0,20). Are 75 and 98 related? Yes, because
75 € [50,100] and 98 € [50, 100].

The previous two examples also demonstrates another important concept: Although equivalence
relations and partitions are two ways of thinking about the same concept, sometimes it is easier to
think in terms of one versus the other. In Example 4.89, it is easiest to think about a partition of
the integers as R = (—00,0) U {0} U (0, 00) rather than formally defining an equivalence relation
on the integers that produces this partition. You can define the equivalence relation in this case
by “x is related to y if and only if they have the same sign” if we assume there are three signs—
positive, negative, and no sign (for zero). But that is not the way we usually think about it, so
this is at best awkward and at worst incorrect. Similarly in Example 4.90, the partition R =
(—00,0) U {0} U (0,20) U [20,50) U [50,100] U (100, 00) is easy to write down and comprehend, but
it is not so easy to write down a complete and succinct definition of the equivalence relation. In
fact, I am not even going to try to write one down in this case—can you think of how to describe
this partition by finishing the phrase “z is related to y if ...”? I certainly can’t.

On the other hand, it is easier to think about congruence modulo n in terms of the formal
definition of what it means for two integers to be related (“z is related to y iff z =y (mod n)”).
It is a little more awkward and less informative to write this down as a partition: R = [0] U [1] U
[2] U---U[n — 1], especially if you forgot what [i{] means. In any case, it seems to be a little less
clear than the definition of the equivalence relation given in the first sentence.

In summary, in some cases it is easier to talk about what it means for two things to be equiva-
lent, and in other cases it is easier to talk about how to partition a set into disjoint subsets. But
remember that both of these are accomplishing the same thing.

In Chapter 6, we will present more sophisticated algorithms. We wait to present them because
it is nice to be able to evaluate how good an algorithm is. We mostly care how fast algorithms are,
which is the main topic of that chapter. But we also sometimes want to know how much memory
an algorithm uses, and how complicated it is to implement it is also of interest. However, those
topics are beyond the scope of this book.
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4.11 Reading Comprehension Questions

From Section 4.1
% Question 4.1. What does it mean for an algorithm to return a value?

* Question 4.2. Write a method that computes the volume of a cuboid (or rectangular prism)
with width w, height h and depth d, where each is a real number.

From Section 4.2

* Question 4.3. Write a method modN(int a, int n) that computes a (mod n) without using
the modulus operator. That is, you may only use basic integer arithmetic (e.g. +, —, %, /). Your
code should be as simple and efficient as possible. You may assume that a > 0 if it helps. (Hint:
Assume that integer division truncates.)

% Question 4.4. If you did not get Exercise 4.19 correct the first time, try doing it again without
looking at the answer first!

From Section 4.3

% Question 4.5. Write a method boolean congruentModN(int a, int b,int n) that returns
true if and only if a = b (mod n). Your code should be as simple and efficient as possible.

% Question 4.6. Does your solution to the previous question still work if the language you are
working with has a mod operator that can return a negative value? If so, fix it.

% Question 4.7. Write a conditional statement that determines if z is odd. Your statement should
be as short as possible.

* Question 4.8. Write a segment of code that adds 1 to z if x is even and subtracts 1 from x if
is odd. For an added challenge, see if you can write a second version that does not use a conditional
statement.

From Section 4.4

* Question 4.9. Consider the following code: if(...) { // do something } (where the details
of the conditional statement in the if have been omitted). Is it more likely that the conditional
statement is a tautology or a contingency? Explain.

% Question 4.10. If a programming language does not implement short-circuiting with logical
expressions, how would you write the following code instead so that it does not ever crash?

if( !'list.isEmpty() && list.get(0)>= 100 ) {
list.clear ();

}

* Question 4.11. Simplify the conditional statement if( ! (x<=0 || y<=0) ) as much as possi-
ble.
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From Section 4.5

* Question 4.12. Assume x and y are integers stored on a computer using 8 bits. Let x = 37
(00100101 in binary), y = 112 (01110000 in binary). Compute ~z, z&y, x|y, and z"y. Give your
answers in both binary and decimal.

From Section 4.6

* Question 4.13. Exactly how many times does the following loop execute?

for(int i=1;i<n;i++) {
// do something
}

% Question 4.14. Write a method sumFirstN(int n) that returns the sum of the first n positive
integers. Your code should be as simple and efficient as possible. (Hint: you should use a loop,
although we will see later on this semester how to solve this particular problem without a loop.)

From Section 4.7

* Question 4.15. Write a method called int minimum(int a[l, int n), where a is an array of
length n, that returns the smallest element in the array. Your code should be as simple and efficient
as possible. (Note: You cannot assume that the entries of the array are all positive.)

% Question 4.16. Write a method called boolean containsZero(int al[], int n), where a is
an array of length n, that returns true if and only if some element of a is 0 (that is, a[i]==0 for
some 0 <4 < n). Your code should be as simple and efficient as possible.

% Question 4.17. Write two versions of a method called boolean noZeroes(int a[], int n),
where a is an array of length n, that returns true if and only if none of the elements of a are 0: one
that calls containsZero (see the previous question), and one that does not. In both cases, your
code should be as simple and efficient as possible.

% Question 4.18. Consider the conditional statements if (i>=0 && i<a.length && a[i]!=0)
and if(a[i]!'=0 && i<a.length && i>=0). Are they equivalent in most programming lan-
guages? Explain why or why not. If they are not equivalent, explain exactly how they differ.
In particular, is one right and one wrong, or do they accomplish different goals?

From Section 4.8

* Question 4.19. Let A be an array. Consider the statement Va(A[z]! = 0), where the universe
of discourse is {0,1,...,n — 1}.

(a) Rephrase the statement in English.

(b) Write a function boolean foo(int []A, int n) that computes and returns the truth value
of the statement.

(¢c) What is a better name for foo? In other words, what does it do?

% Question 4.20. Let A be an array. Consider the statement =3z(A[x] == 0), where the universe
of discourse is {0,1,...,n — 1}.

(a) Rephrase the statement in English.
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(b) Write a function boolean bar(int []A, int n) that computes and returns the truth value
of the statement.

(¢c) What is a better name for bar? In other words, what does it do?

% Question 4.21. Given an array a of length n, give an algorithm that will determine the truth
value of Vz((a[z] is even ) V (a[z] is a multiple of 3)).

From Section 4.9
% Question 4.22. Rewrite the code from Questions 4.13 using a while loop.

% Question 4.23. Rewrite the code from Questions 4.17 using a while loop that does not contain
a return statement in the loop.
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4.12 Problems

Note: For the remainder of the book, whenever a problem asks for an algorithm, always assume
it is asking for the most efficient algorithm you can find. You will likely lose points if your
algorithm is not efficient enough. We will use our intuitive definition of efficient until we study
algorithm analysis in Chapter 6.

Problem 4.1. You are helping a friend debug the code below. He tells you “The code in the if
statement never executes. I have tried it for x=2, x=4, and even x=-1, and it never gets to the code
inside the if statement.”

if ((x%2==0 && x<0) || '(x%2==0 || x<0)) {

// Do something.
}

(a) Is he correct that the code inside the if statement does not execute for his chosen values?
Justify your answer.

(b) Under what conditions, if any, will the code in the if statement execute? Be specific and
complete.

Problem 4.2. Simplify the following code as much as possible:

if (x<=0 && x>0) A
doSomething () ;

} else {
doAnotherThing () ;

}

Problem 4.3. Simplify the following code as much as possible. (It can be simplified into a single
if statement that is about as complex as the original outer if statement).

if ( ('x.size(D<=0 && x.get(0)!=11) || x.size()>0 ) {
if ( 1(x.get(0)==11 && (x.size()>13 || x.size()<13) )
&& (x.size()>0 || x.size()==13) ) {

// Do a few things.

}

Problem 4.4. Implement the swap operation for integers without using an additional variable and
without using addition or subtraction. (Hint: bit operations)

Problem 4.5. Prove or disprove that the following method correctly computes the maximum of
two integers x and y, assuming that the minimum method correctly computes the minimum of x
and y.

int maximum(int x, int y) {
int min = minimum(x,y);
int max X + y - min;
return max;

}

Problem 4.6. Give an algorithm int sumLarge(int [la,int n,int k) (where a is an array
with n elements) that returns the sum of all of the elements from the array a that are at least k
(as in afi] > k, not whose index is at least k).
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Problem 4.7. Let a be an array with n elements. Give an algorithm int sum(int [Ja,int n)
that returns the sum of all of the elements from the array a.

Problem 4.8. Let a be an array with n elements. Give an algorithm that returns true if and only
if the elements of a are in increasing order. That is, if i < j, then a[i] < a[j]. Call your algorithm
boolean increasing(int [Ja,int n). (Hint: You do not have to check that a[i] < alj] for every
i < j. What is a simpler thing to check that is equivalent to this?)

Problem 4.9. Let a be an array with n elements. Give an algorithm sort(int [Ja,int n) that
sorts the elements of the array a in increasing order.

Problem 4.10. Let a be an array with n elements and assume that a[i] is the number of people
in room ¢ of a hotel. The hotel can have at most capacity total guests. If they have too many
guests, they have to kick guests out in reverse order of room number (so larger room numbers get
kicked out first). Give an algorithm int tooMany(int [la,int n, int capacity) that returns
the room number k such that some or all guests in room k and all guests in rooms k+ 1 and beyond
must vacate; or -1 if there is enough space for everybody.

Problem 4.11. Give a recursive algorithm that computes n!. You can assume n > 0.

Problem 4.12. Let a be an array with n elements. Give an algorithm mod(int [Ja,int n,int k)
that replaces each element ali] from the array a with a[i] mod k.

Problem 4.13. Consider the following code.

boolean notBothZero(int x, int y) {
if (1 (x==0 && y==0)) {
return true;
} else {
return false;
}
}

boolean unknownl(int x, int y) {
if (x!'=0 && y'!'=0) {
return true;
} else {
return false;

}
}
boolean unknown2(int x, int y) {
if(xt=0 || y!=0) {
return true;
} else {

return false;
}
}

(a) Is unknownl equivalent to notBothZero? Prove or disprove it.
(b) Is unknown2 equivalent to notBothZero? Prove or disprove it.

(c) Are unknownl and unknown2 equivalent to each other? Prove or disprove it.
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Problem 4.14. The following method returns true if and only if none of the entries of the array
are 0:

boolean noZeroElements(int[] a, int n) {
for(int i=0;i<mn;i++) {
if(ali] == 0 )
return false;

}

return true;

}
The two methods below implement this idea for two arrays. Assume list1 and 1ist2 have the
same size for both of these methods.

boolean unknownl(int[] 1listl, int[] 1list2, int n) {
for(int i=0;i<n;i++) {
if( 1list1[i]1==0 && 1list2[i]==0 )
return false;

}

return true;

}

boolean unknown2(int[] 1listl, int[] 1list2, int n) {
if(noZeroElements(listl, n)) {
return true;
} else if(noZeroElements(list2, n) {
return true;
} else {
return false;
}
}

(a) What is unknown1 determining? (Give answer in terms of 1ist1 and 1ist2 and the appropriate
quantifier(s).)

(b) What is unknown2 determining? (Give answer in terms of 1ist1 and 1ist2 and the appropriate
quantifier(s).)

(¢) Prove or disprove that unknownl and unknown2 are determining the same thing.

Problem 4.15. Give an algorithm secondSmallest(int [Ja,int n) that returns the second
smallest element of an array a with n elements. Implement this under two different assumptions:

(a) If there are two or more of the smallest value in the array, that value should be returned. (e.g.
If the array is [2,5,6,2,4,3,2], then 2 should be returned.)

(b) If there are two or more of the smallest value in the array, return the next larger value. (e.g.
If the array is [2,5,6,2,4,3,2], then 3 should be returned.)

(Note: If there are not two or more of the smallest value, you of course return the next larger value
than the smallest value in either case.)

Problem 4.16. Give an algorithm that will round a real number x to the closest integer, rounding
up at .5. You can only use floor (y), ceiling(y), basic arithmetic (+, -, *, /) and /or numbers. You
cannot use anything else, including conditional statements! Prove that your algorithm is correct.
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Problem 4.17. What will the following algorithm return for n = 37

iCanDuzSomething(int n) {
int x = 0;
while (n>0) {
for(int i=1;i<=n;i++) {
for(int j=i;j<=n;j++) {
X = X + i*j;

}

n--;
}
return Xx;

}

Problem 4.18. Recall that Example 4.18 had the conditions that n > 0 and m > 2. Also recall
that you gave a solution to this in Exercise 4.19. Also recall that integer division always truncates
toward zero, so negative numbers truncate differently than positive ones.

(a) Does your solution work when m = 27 Justify your answer with a proof/counterexample.
(b) Does your solution work when n < 07 Justify your answer with a proof/counterexample.

(¢) Give an algorithm that will work for any integer n and any non-zero m. Give examples that
demonstrate that your algorithm is correct for the various cases and/or a proof that it always
works. Make sure you consider all relevant cases (e.g., when it should round up and down, when
n and m are positive/negative). You may only use basic integer arithmetic and conditional
statements. You may not use floor, ceiling, abs (absolute value), etc. You also may not use the
mod operator since how it works with negative numbers is not the same for every language.

Problem 4.19. Assume you have a function random(int n) that returns a random integer between
0 and n—1, inclusive. Give code/pseudocode for an algorithm random(int a, int b) that returns
a random number between a and b, inclusive of both a and b. You may assume that a < b (although
in practice, this should be checked). You may only call random(int n) once and you may not use
conditional statements. Prove that your algorithm returns an integer in the required range.

Problem 4.20. Assume you have a function random() that returns a non-negative random integer.
Give code/pseudocode for an algorithm random(int a, int b) that returns a random integer
between a and b, inclusive of both a and b. Each possible number generated should occur with
approximately the same probability. You may assume that ¢ and b are both positive and that
a < b (although in practice, this should be checked). You may use only basic integer arithmetic
(including the mod operator) and you may only call random() once. You may not use loops,
conditional statements, floor, ceiling, abs (absolute value), etc. Prove that your algorithm returns
an integer in the required range.

Problem 4.21. Give an algorithm that prints all of the primes that are less than or equal to n.
Your algorithm should be as efficient as possible. One approach is to modify the algorithm from
Example 4.83 by using an array to make it more efficient.

Problem 4.22. The following method is a simplified version of a method that might be used to
implement a hash table or in a cryptographic system. Assume that for one particular use the
number returned by this function has to have the opposite parity (even/odd) of the parameter. For
instance, hash_it (4) returns 49 which has the opposite parity of 4, so it works for 4. Prove or
disprove that this function always returns a value of opposite parity of the parameter.
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int hash_it(int x) {
return x*x+6*x+9;

}

Problem 4.23. Prove or disprove that the following method computes the absolute value of x.
For simplicity, assume that all of the calculations are performed with perfect precision. You may
use the fact that Vo2 = x when x > 0 if it will help.

double absoluteValue(double x) {
double square = x*Xx;
double answer = sqrt(square);
return answer,;

}

Problem 4.24. Prove or disprove that the following method computes the absolute value of x.
For simplicity, assume that all of the calculations are performed with perfect precision. You may
use the fact that (/z)? = z when z > 0 if it will help.

double absoluteValue(double x) {
double root = sqrt(x);
double answer = root*root;
return answer;

}

Problem 4.25. Problems 4.23 and 4.24 both assumed that “all of the calculations are performed
with perfect precision”. Is that a realistic assumption? Give an example of an input for which the
each algorithm will work properly. Then give an example of an input for which each algorithm will
not work properly. You can implement and run the algorithms to do some testing if you wish.

Problem 4.26. The following method is supposed to do some computations on a positive number
that result in getting the original number back. Prove or disprove that this method always returns
the exact value that was passed in. Unlike in the previous problems, here you should assume that
although a double stores a real number as accurately as possible, it uses only a fixed amount of
space. Thus, a double is unable to store the exact value of any irrational number—it instead stores
an approximation.

double returnTheParameterUnmodified (double x) {
double a = sqrt(x);
double b = axa;
return b;

}

Problem 4.27. Prove or disprove that the algorithm from Example 4.11 actually does work!
properly with integer data types stored using 2’s complement.? You may restrict to 8-bit numbers
if it will help you think about it more clearly—a proof/counterexample for 8-bit number can easily
be modified to work for 32- or 64-bit numbers. (Hint: If it doesn’t work, what sort of numbers
might it fail on?)

Problem 4.28. Let A and B be TreeSets (See Example 4.86).

(a) The method addAl1(TreeSet other) adds all of the elements in other to this set if they’re
not already present. What is the result of A.addA11(B) (in terms of A and B and set operators)?

"When we say “works,” we mean for all possible values of = and y.
2We assume you have previously encountered the 2’s complement representation of integers. If not, do an Internet
search for details.



190 Chapter 4

(b) The method removeAll(TreeSet other) removes from this set all of its elements that are
contained in other. What is the result of A.removeAll(B) (in terms of A and B and set
operators)?

(c) Write A. contains (x) using set notation, where x is an element that can be stored in a TreeSet.

Problem 4.29. The class Relation is a partial implementation of a relation on a set A. It has a
list of Element objects.

e An Element stores an ordered pair from A. Element has methods getFrom() and getTo()
(using the language of the directed graph representation). So if an Element is storing (a,b),
getFrom() returns a and getTo() returns b. The constructor Element (Object a, Object b)
creates an element (a,b).

e The Relation class has methods like areRelated(Object a,0bject b), getElements( ), and
getUniverse( ).

e Methods in the Relation class can use for(Element e : getElements()) to iterate over ele-
ments of the relation.

e Similarly, the loop for(Object a : getUniverse()) iterates over the elements of A.
Given all of this, implement the following methods in the Relation class:
(a) isReflexive()
(b) isSymmetric()

(¢) isAntiSymmetric()



Chapter 5: Sequences, Summations, and Ma-
trices

5.1 Sequences

Definition 5.1. A sequence of real numbers is a function whose domain is the set of natural
numbers and whose output is a subset of the real numbers. We usually denote a sequence by
one of the notations

ap, 1,09, ...

or
{ay, }:S())
or

{an}.

The last notation is just a shorthand for the second notation.

Note: Since sequences are functions, sometimes function notation is used. That is, a(n)
instead of ay,.

We will be mostly interested in two types of sequences. The first type are sequences that have
an explicit formula for their n-th term. They are said to be in closed form.

Example 5.2. Let a, =1 — %,n =0,1,.... Then {a,}!2 is a sequence for which we have
an explicit formula for the n-th term. The first five terms are

ap = l—5% = 1-1 = 0,
m o= 1-3 = 1-} =}
@ =1-% =1-7 =}
o = 1-% = 1-§ =}
ag = l—5% = 1-14 = 2.

Note: Sometimes we may not start at n = 0. In that case we may write

Gy Om+1, Am42, - - - 5

or
{an}:iom I

where m s a non-negative integer. Most sequences we will deal with will start with m = 0 or
m=1.

191



192 Chapter 5

* Exercise 5.3. Let {z,,} be the sequence defined by z,, =1+ (=2)",n = 0,1,2,.... Find
the first five terms of {z,}.

(a) @wo =

(e) x4 =

wExercise 5.4. Find the first five terms of the following sequences.

1 n
(a) xn:1+<—§> ,n=0,1,2,...
Trog = r1 = o =
T3 = Ty =

(b) zp=nl+1,n=0,1,2,...

o — 1 = To =
T3 = Ty =
(©) ! 23,4
C) Tp—=—F—""—""-,N=2,0,4,...
"ol 4 (=D
o = Tr3 — Trq4 =
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T4 = Iy =

The second type of sequence are defined using recurrence relations.
Definition 5.5. A recurrence relation is an equation that defines each term of a sequence

based on one or more previous terms of the sequence. More specifically, a recurrence relation
for a sequence {a,} will define a,, based on (some of) the values of ag, ai, ..., ap_1.

1
Example 5.6. Let zop =1, =z, = (1 + —) Tp—1, for n = 1,2,.... Then {x,}}2} is a recur-
n

sively defined sequence. The terms x1, xs, ..., x5 are
1 = (14+31)ao (1+1)1 = 141 = 2
2 = (1+43)m = (1+3)2 = 2+1 = 3.
z3 = (1+3)z2 = (1+3)3 = 3+1 = 4.
g = (1+43zs = (1+3)4 = 4+1 = 5.
s = (1+3)zs = (1+3)5 = 5+1 = 6.

Notice that in the previous example, we gave an explicit definition of zg. This is called an
initial condition. In order to specify a sequence, a recurrence relation needs one or more initial
conditions. Without them, we have an abstract definition of a sequence, but cannot compute any
values since there is no “starting point.” Also note that different initial conditions can be specified
for the same recurrence relation, resulting in different sequences being generated.

When we find an explicit formula (or closed formula) for a recurrence relation, we say we have
solved the recurrence relation.

Example 5.7. Given the values we computed in Example 5.6, it seems relatively clear that
T, = n + 1 1is a solution for that recurrence relation.

Note: It is important to be careful about jumping to conclusions too quickly when solving
recurrence relations.” Although it turns out that in the previous example, x, = n + 1 is the
correct closed form (we will prove it shortly), just because it works for the first 5 terms does
not necessarily imply that the pattern continues.

“These comments also apply to other problems that involve seeing a pattern and finding an explicit formula.
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* Exercise 5.8. Let {x,} be the sequence defined by
ro=1,2, =5 -2,_1, form=1,2,....

Find a closed form for z,,. (Hint: Start by computing x1, x2, x3, etc. until you see the pattern.)

* Exercise 5.9. Let {x,} be the sequence defined by
ro=1,2p,=m-Ty_1, forn=1,2,....

Find a closed form for z,,.

% Evaluate 5.10. Define {a,} by a(0) =1, a(1) =2, and

145
an = \‘T X an—lJ + an—2

for n > 2. Find a closed form for a,,.

Solution: We can see that

38 = LH’%_—EX&J"'&O = LH\TE XQ_J—H = v
83 = L%XBQ_J‘l‘Q = L%X*J‘FQ_ = 8
a4y = L% ><a3J +82_ = L% XSJ +4+ = b
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(Mou can verify these with a calculator). At this point it seems relatively
clear that a, = 2"

Evaluation

Did you catch what happened in the previous Evaluate exercise? The ‘obvious’ solution wasn’t
correct. If you missed this, go back and read the solution.

Generally speaking, you need to prove that the closed form is correct. One way to do this is to
plug it back into the recursive definition. If we can plug it into the right hand side of the recursive
definition and are able to simplify it to the left hand side, then it must be a solution. We also have
to verify that it works for the initial condition(s).

As an analogy, how do you know that z = —1 is a solution to the equation 2% 4 2z + 1 = 07?
You plug it in to get (—1)2 +2(=1)+1=1-2+1 = 0. Since we got 0, z = —1 is a solution.
We do something similar for recurrence relations, except that what we are plugging in is a formula
instead of just a number.

Example 5.11. Prove that x, = n+ 1 is a solution to the recurrence relation given by
1
zo=1, z,=\(14+—)2p1, n=12,....
n
Proof:  To prove that z,, = n + 1 is a solution for n > 0, we need to show two
things. First, that it works for the initial condition. Since zog =1 =0+ 1, it works

for the initial condition. Second, that if we plug it into the right hand side of the
recursive definition, that we can simplify it to x,. Doing so, we get

(1+%)xn_1 _ <1+%> (n—1)+1)

- (2

= n+1

= []jn

Since plugging the solution back in verifies the recurrence relation, x, =n + 1 is a
solution to the recurrence relation.

If you are confused by the first step of algebra, remember that we are assuming
that ,, =n+1 for n > 0. Thus, x,—1 = (n— 1)+ 1 = n, since we are just plugging
in n — 1 instead of n. O
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% Exercise 5.12. Prove that your solution to Exercise 5.8 is correct.

% Exercise 5.13. Prove that your solution to Exercise 5.9 is correct.
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* Evaluate 5.14. Determine what ferzle(n) (below) returns for n = 0,1,2,3,4 and then
re-write ferzle without using recursion, making it as efficient as possible.®

int ferzle(int n) {
if (n<=0) {
return 3;
} else {
return ferzle(n-1) + 2;
}
}

Solution: First, we can see that ferzle(O) returns 3 since it executes
the code in the i statement. ferzleD returns ferzle(ON+2, which is
342 =5 ferzle(D) returns ferzle(D+2, which is S+2 =71 ferzle(3)
returns ferzle(2)+2, which is T+2 =9. ferzle(d) returns ferzle(3)+2,
which is 9+2 =l Notice that =24+ +3,9=2x34+3 T=2%x2+3,
S=2x43,and 3=2x0+3. From this, it is pretty clear that ferzle(n)
returns 2N+ 3. Thus, my simplified function is as follows:

int ferzle(int n) {
return 2*n+3;

Evaluation

“Although we have not formally covered recursion yet, we expect that you have seen it before and know
enough to follow this example. If not, ask your instructor or a friend for help.

% Exercise 5.15. Fix the code from the solution given in Evaluate 5.14 so that it still uses
the closed form, but works correctly for all values of n.

int ferzle(int n) {

A more complete discussion of solving recurrences appears in Chapter 7.
The following is a famous example of a recursively defined sequence that we will revisit several
times.
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Example 5.16. The Fibonacci sequence is a sequence of numbers that is of interest in various
mathematical and computing applications. They are defined using the following recurrence

relation:®
0 if n=0
fn= 1 if n=1
fn—1+fn—2 ifn>1

In words, each Fibonacci number (beyond the first two) is the sum of the previous two. The
first few are fo =0, f1 =1,

fo = fi+tfo=1+0=1,

fs = fotfi=1+1=2,
Jo = fs+fo=2+1=3,
fs = fat+tfz=3+2=5,
fe = fs+f1=5+3=38,

fr = fe+fs=8+5=13.

Later we will see the closed form for the Fibonacci sequence. If you are really adventurous,
you might consider trying to determine it yourself. But be warned: It is not a simple formula
that you will come up with by just looking at some of the Fibonacci numbers.

“In the remainder of the book, when you see fi, you should assume it refers to the k-th Fibonacci number
unless otherwise specified.

Definition 5.17. A sequence {a,},:2% is said to be
e increasing if a, < apy1 Vn € N
e strictly increasing if a, < an+1 Vn € N
e decreasing if a, > ap41 Vn € N
e strictly decreasing if a, > an+1 Vn € N

Some people call these sequences non-decreasing, increasing, non-increasing, and de-
creasing, respectively.

A sequence is called monotonic if it is any of these, and non-monotonic if it is none of
these.

Example 5.18. Recall that 0! =1, 1!=1,2!=1-2=2,3!=1-2-3 = 6, etc. Prove that the
sequence r, =n!l,n =0,1,2,... is strictly increasing for n > 1.

Proof: For n > 1 we have
Tp=nl=nn-— 1! =ne,_1 > z,_1,

since n > 1. This proves that the sequence is strictly increasing. O
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* Question 5.19. Notice in this first example we concluded that the sequence is strictly
increasing since we showed that z,, > x,_1. But according to the definition we need to show
that z,, < x,+1. So did we do something wrong? Explain.

Answer

1
Example 5.20. Prove that the sequence x,, =2 + = 0,1,2,... is strictly decreasing.

Proof: We have

1 1
Tntl — Ty = (24-%)—(24‘2—”)
B 1 1
- ntl  on
2 1 2
= —W
< 0.
Thus, zp+1 — z, <0, SO , > 2,41, i.e., the sequence is strictly decreasing. ]

n?+1

,n=1,2,... is strictly increasing.

wExercise 5.21. Prove that the sequence z,, =
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% Exercise 5.22. Decide whether the following sequences are increasing, strictly increasing,
decreasing, strictly decreasing, or non-monotonic. You do not need to prove your answer, but
give a brief justification.

(a) Tp=n,n=0,1,2,...

Answer

(e) xp=n?—n,n=12...

Answer

() 2p=n2—n,n=0,1,2,...

Answer

(2) 2o, =(-1)",n=0,1,2,...

Answer
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1
(h) xn:1—2—n,n20,1,2,...

Answer

) 1
(i) xn:1—|—2—n,n20,1,2,...

Answer

There are two types of sequences that come up often. We will briefly discuss each.

Definition 5.23. A geometric progression is a sequence of the form

a, ar,ar?, ar®, art,...,
where a (the initial term) and r (the common ratio) are real numbers. That is, a geometric
progression is a sequence in which every term is produced from the preceding one by multiplying
it by a fized number.

Notice that the first term can be written as ar?, so like an array in many programming languages,
the terms of a geometric progression are indexed starting at 0. Thus, the n-th term is ar™~!. If
a = 0 then every term is 0. If ar # 0, we can find r by dividing any term by the previous term.

Example 5.24. Find the 11-th term of the geometric progression
3,6,12,24,....

Solution: Since this is a geometric progression, a = 3 since the first term is
always a. To determine r, we need to find the ratio between any two terms. For
instance, 24/12 = 2 or 12/6 = 2. So r = 2 in this case. Thus, the sequence is
{3-2*} and the 11-th term is 3 - 2'0 = 3 x 1024 = 3072.

Example 5.25. Find the 35-th term of the geometric progression

1 5 8
7 IOV TR
q . 1 .. _ _o9/1 _ _
Solution: a= and the common ratio is r 2/\/5 24/2. Thus,

27
n—1 34 5
the n-th term is %_(—2\/5) . Hence the 35-th term is % (—2\/5) = % =
1125899906842624+/2.
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* Exercise 5.26. Find the 17-th term of the geometric progression

2 2 2
~3 3 T3

Example 5.27. The fourth term of a geometric progression is 24 and its seventh term is 192.
Find its second term.

Solution: We are given that ar® = 24 and ar® = 192, for some a and r. Clearly,
ar # 0, and so we find
ar® 5 192

U S
ars " 24

Thus, r = 2. Now, a(2)? = 24, giving a = 3. The second term is thus ar = 6.

* Exercise 5.28. The 6-th term of a geometric progression is 20 and the 10-th is 320. Find
the absolute value of its third term.

Definition 5.29. An arithmetic progression is a sequence of the form
a, a+d,a+2d, a+3d, a+4d,...,

where a (the initial term) and d (the common difference) are real numbers. That is, an

arithmetic progression is a sequence in which every term is produced from the preceding one by
adding a fized number.



Sequences 203

Example 5.30. If s,, = 3n — 7, then {s,} is an arithmetic progression with a = —7 and d = 3
(assuming we begin with sg).

Note: Notice that geometric progressions are essentially a discrete version of an exponential
function and arithmetic progressions are a discrete version of a linear function. One conse-
quence of this is that a sequence cannot be both of these unless it is the sequence a,a,a, ... for
some a.

Example 5.31. Consider the sequence
4,7,10,13,16,19,22, ....
Assuming the pattern continues, is this a geometric progression? Is it an arithmetic progression?

Solution: It is easy to see that each term is 3 more than the previous term.
Thus, this is an arithmetic progression with ¢ = 4 and d = 3. Clearly it is therefore
not geometric.

* Question 5.32. Tests like the SAT and ACT often have questions such as the following.

23. Given the sequence of numbers 2, 9, 16, 23, what will the 8th term of the
sequence be? (a) 60 (b) 58 (c) 49 (d) 51 (e) 56

(a) What is the ‘correct’ answer to this question?

Answer

(b) Why did I put ‘correct’ in quotes in the previous question?

Answer

Now let’s see if you can correctly identify geometric and/or arithmetic sequences.



204 Chapter 5

% Question 5.33. Determine whether or not the following sequences are geometric and/or
arithmetic. Explain your answer.

(a) The sequence from Example 5.8.

Answer

(b) The sequence from Example 5.9.

Answer

(c) The sequence generated by ferzle(n) in Evaluate 5.14 on the non-negative inputs.

Answer
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5.2 Sums and Products

When there is a need to add or multiply terms from a sequence, summation notation (or sum
notation) and product notation come in handy. We first introduce sum notation.

Definition 5.34. Let {a,} be a sequence. Then for 1 < m < n, where m and n are integers,
we define

n
Zak:am+am+1+"‘+an-

k=m

We call k the index of summation and m and n the limits of the summation. More specif-
ically, m is the lower limit and n is the upper limit. Fach ai is a term of the sum.

Note: We often use i, j, and k as index variables for sums, although any letters can be used.

Example 5.35. We can express the sum 1 4+3 +32 433 + ... +3% as
49
>3
i=0

(Recall that 3° = 1, so the first term fits the pattern.)

*Exercise 5.36. Write 1 +y 4+ y> 4+ v + - - - + '% using sum notation.

Example 5.37. Write the following sum using sum notation.
Tyt =P 4yt — g+ — % 4410

Solution: This is a lot like the previous exercise, except that every other term is
negative. So how do we get those terms to be negative? The standard trick relies
on the fact that (—1)* is 1 if 4 is even and —1 if i is odd. Thus, we can multiple
each term by (—1)* for an appropriate choice of i. Since the odd powers are the
negative ones, this is easy:

YDy or Y (=)
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Note: You might be tempted to give the following solution to the previous problem:

As we will see shortly, this is the same as
100

-3,
=0

which is not the correct answer. The bottom line: Always use parentheses in the appropriate
locations, especially when negative numbers are involved!

*Exercise 5.38. Write 1 + 2 + y* + 3% + -+ + ¢!% using sum notation.

Note: If you struggled understanding the two solutions to the previous example, it might be
time to review the basic algebra rules involving exponents. We will just give a few of them here.
You can find more extensive lists in an algebra book or various reputable online sources. We
have already used the fact that if x # 0, then 2° = 1. In addition, if ,a,b € R with x > 0,
then

As with sequences, we are often interested in obtaining closed forms for sums. We will present
several important formulas, along with a few techniques to find closed forms for sums.

Example 5.39. It should not be too difficult to see that

20

21:20

k=1
since this sum is adding 20 terms, each of which is 1. But notice that

219

19
le Z 1 =20

k=0 k=200

since both of these sums are also adding 20 terms, each of which is 1. In other words, if the
variable of summation (the k) does not appear in the sum, then the only thing that matters is
how many terms the sum involves.



Sums and Products 207

% Exercise 5.40. Find each of the following.

(a) Y 1=

k=5

6

CDNE

@) 1=

(d) > 1=

Hopefully you noticed that the previous example and exercise can be generalized as follows.

Theorem 5.41. If a,b € Z, then

b
le(b—cﬂ-l).

k=a

Proof:  This sum has b—a+ 1 terms since there are that many number between
a and b, inclusive. Since each of the terms is 1, the sum is obviously b—a+ 1. O

Example 5.42. If we apply the previous theorem to the sums in Example 5.39, we would
obtain 20 —1+1 =20, 19 — 0+ 1 = 20, and 219 — 200 + 1 = 20.

Next is a simple theorem based on the distributive law that you learned in grade school.

Theorem 5.43. If {x,} is a sequence and a is a real number, then

Example 5.44. Using Theorems 5.41 and 5.43, we can see that

17 17

D 4=4>1=4-(17-5+1)=4-13 =52,
k=5 k=5



208 Chapter 5

% Exercise 5.45. Find each of the following.

We can combine Theorems 5.41 and 5.43 to obtain the following.

Theorem 5.46. If a,b € Z and c € R, then

b
Zc:(b—a+l)c.
k=a

Proof:  Using Theorem 5.43, we have

Example 5.47. We can compute the sum from Example 5.44 by using Theorem 5.46 to obtain
17
d 4=(17-5+1)4=52
k=5

Both ways of computing this sum are valid, so feel free to use whichever you prefer.

% Exercise 5.48. Find each of the following.

30
(a) ) 200 =

k=20

(b) > 9=
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75
% Evaluate 5.49. Compute Z 10.
k=25

Solution: This is just I0(1S — 25) =10 * SO = SOO0.

Evaluation

The following sum comes up often and should be committed to memory. The proof involves
a nice technique that adds the terms in the sum twice, in a different order, and then divides the
result by two. This is known as Gauss’ trick.

Theorem 5.50. If n is a positive integer, then
f: ko n(n + 1)'
2
k=1

n
Proof: LetS = Z k for shorthand. Then we can see that
k=1

S=14243+--+n
and by reordering the terms,
S=n+n-1)+---+1.

Adding these two quantities,

S = 1 + 2 + + n
s = n + (n-1) + --- + 1
28 = (n+1) + (n+1) + + (n+1)
= n(n+1),
since there are n terms. Dividing by 2, we obtain S = w, as was to be
proved. O

Example 5.51.

55.

S k= 10(10+1) 1011
- ===
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% Exercise 5.52. Compute each of the following.
20
(a) S k=
k=1
100
b) S k=
k=1
1000
(€) Y k=
k=1
30
wEvaluate 5.53. Compute Z k.
k=1
30
Solution : Y k=29%30/2 =43S.
k=l
Evaluation
30 30
Solution 22 > k=k Y |=k(3B0O —1+D =30k.
k=l k=l
Evaluation

Note: A common error is to think that the sum of the first n integers is n(n — 1)/2 instead of
n(n + 1)/2. Whenever I use the formula, I double check my memory by computing 1 + 2 + 3.
In this case, n = 3. So is the correct answer 3-2/2 =3 or 3-4/2 =67 Clearly it is the latter.
Then I know that the correct formula is n(n + 1)/2. You can use any positive value of n to
check the formula. I use 3 out of habit.

n n
1
% Question 5.54. Is it true that Z k= k= n(nT—l—)? Explain.

k=0 k=1

Answer
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Theorem 5.55. If {x}} and {yi} are sequences, then for any n € Z*,

n n n
Ziﬂi-l-yi = sz +Zyi-
i=1 i=1 i=1

Proof:  This follows from the commutative property of addition. O

Example 5.56.

20 20 20 20 - 21
,+ 5 = ) 5= ———+5-20= 210+ 100 = 310.
Yirs=d iy s= 2B vsm—nos

i=1 =1 i=1

% Exercise 5.57. Compute the following sum

wExercise 5.58. Prove that the sum of the first n odd integers is n2.

The following example contains something called a telescoping series. It demonstrates that
evaluating a telescoping series is fairly simple.

n
Example 5.59. Let {a;} be a sequence of real numbers. Show that Z(ai —a;—1) = ap — ap.

i=1
Proof: We can see that

i=1

= (m+az+ - +an-1+an) —(ao+ar+az+ - +an-1)
ay+az+---+ap-1+ap—ay—0ay —az =" —ap-1
(a1 —a1) + (a2 —az) +--- + (@n—1 — an_1) + an — ag
= ap— ag.]
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Example 5.60. Given what we know so far, how can we compute the following:

100

> k=2

k=50
It turns out tlzlonoat this is not that hard. Notice that it is almost a sum we know. We know how

to compute Z k, but that has too many terms. Can we just subtract those terms to get the
k=1

answer? What terms don’t we want? Well, we don’t want terms 1 through 49. But that is just

49

Z k. In other words,

k=1
100 100 49
dok= D k=) k
k=50 k=1 k=1
100101 49-50
2 9

= 5050 — 1225 = 3825

% Exercise 5.61. Compute each of the following.

20
() Y k=

k=10

% Evaluate 5.62. Compute the following.

100
> k.
k=30
Solution |:
100 10O 30
Y k=) k=) k=I00-10/2-30 -3/ = SOSO — L5 = +585
k=30 k=l k=l

Evaluation
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Solution 2
0O 10O 30
D k=) k-> k=99:100/2-29-30/2L =4950 — 435 = 4SIS
k=30 k=l k=l
Evaluation
Solution 3:
(@[] (@[] 29
Y k=) k- k=I00-I0/2 29 -30/2 =SOS0 — 435 =4S
k=30 k=l k=l
Evaluation

% Question 5.63. Explain why the following computation is incorrect. Then explain why the
answer is correct even with the error(s).

100 100 30
> k=Y k=Y k=100-101/2—29-30/2 = 5050 — 435 = 4615
k=30 k=1 k=1

Answer
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Theorem 5.64. Let n € Z*. Then the following hold.

- nn+1)(2n+1)
K =
2 G

En:k‘g B n2(n +1)2
k=1 &

1 1 N 1 N 1 P 1 n-1
(k—1k — 1-2 2-3 3-4 (n—1)-n n

k=2

We will prove Theorem 5.64 in the chapter on mathematical induction since that is perhaps the
easiest way to prove these results. It is probably a good idea to attempt to commit the first two of
these sums to memory since they come up on occasion.

* Question 5.65. Why does the third formula from Theorem 5.64 have a lower index of 2
(instead of 1 or 0, for instance)?

Answer

% Exercise 5.66. Compute the following sum, simplifying as much as possible.

zn:k:3+k:
k=1

Sometimes double sums are necessary to express a summation. As a general rule, these should
be evaluated from the inside out.
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n n
Example 5.67. Evaluate the double sum Z Z 1.

i=1 j=1
n n n
Solution: We have ZZ 1= Zn =n-n=n2
i=1 j=1 i=1
wExercise 5.68. Evaluate the following double sums
n 7
() > ) 1=
i=1 j=1
n (3
(b) j=
=1 j=1
n n
(c) ij =
=1 j=1

There is a formula for the sum of a geometric sequence, sometimes referred to as a geometric
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series. It is given in the next theorem.

Theorem 5.69. Let x # 1. Then

1 _ n+1 n+1 _ 1
Zm il ( or xil if you prefer> .

1-z x

n
Proof:  First, let S = Zxk Then
k=0

n+1

a:S:xEn:a: ZazkH Zaz
k=0

So
n+1
xS -8 = Z$ —Z$
= (:1:1—|—x2+...—|—xn—|—xn+1)—(:170+:171—|—...+:17n)
— xn+1_$0:$n+1_1.
So we have (x —1)S = 2"t — 1, soS:mn;_ll_l,sz'ncex#l. O

Example 5.70.
1— 3n+1 1 3n+1 3n+1 -1

n
k_ = _ =
];)3 - 1-3 -2 2

Example 5.71.

n n ook n k n+1 n+1
1 1 Z 1 1-(1/5 1-1/(5 ) 1 5 1
kZ_O 5 kz_o 5 2 \3 1-1/5 4/5 a\" ") T 1T gosn

wExercise 5.72. Find the sum of the following geometric series.
143+324+3%4+... 439 =
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% Exercise 5.73. Find the sum of the following geometric series.
1—24+4—8+.--—23 4 2% =

% Exercise 5.74. Find the sum of the following geometric series. Assume y # 1.

(@) 1+y+y*+y°+ - +y'P =

(b) 1—y+1?— Pyt =Pt — g% 44100 =

() 1+ +yt+y0+ - +y10=

Corollary 5.75. Let N > 2 be an integer. Then
eV —1=(x -+ 24 Lzt 1).

Proof:  Plugging N = n+ 1 in the formula from Theorem 5.69 and doing a little
algebra yields the formula. O
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Example 5.76. We can see that

-1 = (z—-1)(z+1)
-1 = (z—1)(a®>+2+1), and
-1 = (z—1)(=3+22+241).

xExercise 5.77. Factor z° — 1.

2 —1=

Let’s use the technique from the proof of Theorem 5.69 in the special case where x = 2.

% Fill in the details 5.78. Find the sum
2042t 422 493 42t .. 4 om,

Solution: = We could just use the formula from Theorem 5.69, but that would
be boring. Instead, let’s work it out. Let S = 29 42! 422 423 4 ... + 2" Then

25 = . Notice S and 2S5 have most of the same terms,
except S has that 25 doesn’t have and 25 has that
S doesn’t have. Therefore,
S=28-85 = 2+ 22 + 23 4 ... 4 2n 4 onFl
_ 2n+1 —1.

n
Thus, Y 28 =2+ —1.
k=0

Since powers of 2 are very prominent in computer science, you should definitely commit the
formula from the previous example to memory.
Together, Theorems 5.43 and 5.69 imply the following:

a— a,r.n-i-l

n
Theorem 5.79. Let r # 1. Then Z ark = 7
—r

k=0
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% Fill in the details 5.80. Use Theorems 5.43 and 5.69 to prove Theorem 5.79.

Proof: It is easy to see that

n
>t -
k=0

a — ar™tl

1—r

wExercise 5.81. Prove Theorem 5.79 without using Theorems 5.43 and 5.69. In other words,
mimic the proof of Theorem 5.69.

Notice that if |r| < 1 then r™ gets closer to 0 the larger n gets. More formally, if |r| < 1,

li_>m r" = 0. This implies the following (which we will not formally prove beyond what we have

already said here).
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Theorem 5.82. Let |r| < 1. Then

[e%S) a
E CLTk: 1 o

T
k=0

Example 5.83. A fly starts at the origin and goes 1 unit up, 1/2 unit right, 1/4 unit down,
1/8 unit left, 1/16 unit up, etc., ad infinitum. In what coordinates does it end up?

Solution: Its z coordinate is

L 1.1 _1( 1)°+1( 1)1+1( 1>2+ 32
2 8 32 2\ 4 2\ 4 2\ 4 1-= 5
Its y coordinate is
L1 _( 1)°+< 1)1+< 1)2+ 1 4
416 \ 4 4 4 S 1-7 5
Therefore, the fly ends up in (%, %) .
The following infinite sums are sometimes useful.
Theorem 5.84. Let x € R. The following expansions hold:
oo
—1)" 2n+1 3 5 2n+1
o
(_1)nx2n x2 1’4 x2n
— — 11— () ..
oS ,;o 2n)! o Tl 'yt
X n 2 3] n
T T 75 T
e’ = ZF = l+z+ ottt
n=0
1 oo
1-z > " = l+z+2+2°+--, if o] <1
n=0

Product notation is very similar to sum notation, except we multiply the terms instead of adding
them.

Definition 5.85. Let {a,} be a sequence. Then for 1 < m < n, where m and n are integers,
we define

n
H A = OGmam+1 - Gp-
k=m

As with sums, we call k the index and m and n the lower limit and upper limit, respectively.



Sums and Products 221

n
Example 5.86. Notice that n! = H k.
k=1

Note: An alternative way to express the variable and limits of sums and products is
n
Z ag instead of Z ak
m<k<n k=m

and

H ag instead of ﬁ ag
k=m

m<k<n
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5.3 Matrices and Matrix Operations

5.3.1 Definitions

Definition 5.87. An m xn (read m by n) matrix A with m rows and n columns with entries
over R is a rectangular array of the form

a1 a2 - QAin

a21 az - G2p
A= . . . )

Gml Am2 - Amn

where ¥(1,7) € {1,2,...,m} x {1,2,...,n}, a;; €R.
The number of rows and columns of a matrixz is referred to as its dimensions.

=2 1

Y 1}isa2x3mtrixandB: 1 2| is a 3 x 2 matrix.

Example 5.88. A = { 4
1 2 3 0 3

Note: As a shortcut, we use the notation A = [a;;] to denote the matriz A with entries a;;.

Note: In most programming languages, matrices are indexed starting with 0 instead of 1. So
the row indices go from 0 to m — 1 and the column indices go from 0 to n — 1. There is a very
good technical reason for this, but we will not worry about that for now. We will stick with a
starting index of 1 in these notes since in mathematics that is more common.

Definition 5.89. To refer to a specific entry of a matriz, we use the notation a;; (without
square brackets). Sometimes we use a comma, as in a; j, to separate the two subscripts. Alter-
natively, the notation Ali, j| or Ali][j] is used, especially in programming languages.

0 -1 1

L 3}, then ass = A[2,3] = A[2][3] = 3. Also, A[1,2] = —1.

Example 5.90. If A = {

Example 5.91. Write out explicitly the 4 x 4 matrix A = [a;;] where a;; = i* — j2.

12—l & g2 g2 _3& g4 0 -3 -8 -—15
Solution: A — 2212 2222 2232 22_42| (3 0 -5 -12
) T 132-12 32_-92 3232 32_42| " |8 5 0 -7

42 12 42 _92 42 _32 42 _ 42 15 12 7 0
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% Exercise 5.92. Write out explicitly the 3 x 3 matrix A = [a;;] where a;; = /.

Definition 5.93. We denote by M« (R) the set of all m x n matrices with entries over R.
Since we will always be working over R in this book, we will shorthand this notation to M, xy,.
M, xn 18, in particular, the set of all square matrices of size n.

Definition 5.94. The m X n zero matrix, 0,,x, € M;,xn, is the matriz with 0’s everywhere,

000 - 0
000 - 0
Opun = [0 0 0 - 0
000 0

When m = n we write 0,, as a shortcut for 0,xq,.

Definition 5.95. The n x n identity matrix, I,, € M,,«,, is the matrix with 1’s on the main
diagonal and 0’s everywhere else,

100 0

010 0
I —|0 0 1 0
n
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% Exercise 5.96. Explicitly write out the entries of the matrices 03x4 and Is.

Definition 5.97 (Matrix Addition and Multiplication of a Matrix by a Scalar).
Let A = [ai;], B = [bij] € Mypxn and a € R.

o The matriz oA is the matriz C € My,x,, with entries C = [c;;] where ¢;j = aayj.

e The matrix A+ B is the matriz C' € My, xp, with entries C = [¢;;] where ¢;j = a;j + b;j.

2 -3 1
4 -7 3

0 3 -5

}andB:{ﬁ 0 4

Example 5.98. Let A = { } Then

3A—[3X2 3x -3 3><1}_{6 -9 3}
C3x4 3x-7 3x3] [12 -21 9
and
_|24+0 =343 1-5| |2 O —4}
A+B_LL+6 —74+0 3+4}_{10 -7 7]
1 1 -1 1
*Exercise 5.99. Let A= -1 1|l and B=|2 1 |. Compute A+ 2B.
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wExercise 5.100. Let a,b,c € R and let

Compute M + N and 2M.

a —2a ¢ 1
M = 0 —a b|, N= a
a+b 0 -1 a—2b

2a
b—a
0

—b
-1

The following properties of matrices can easily be proved by applying the definitions of matrix

addition and scalar multiplication.

Theorem 5.101. Let A, B,C € M,,x,, and o, 3 € R. Then

1. M, «xn is closed under matriz addition and scalar multiplication

A+ B e M,,xn, aA€E M xn

2. Addition of matrices is commutative

A+B=B+A

3. Addition of matrices is associative

A+(B+C)=(A+B)+C

4. The zero matriz is the additive identity

A+Om><n:A

5. Additive inverse

A + (_A) = (_A) +A= Omxn

6. Distributive law

a(A+ B) =aA +aB
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7. Distributive law
(a+ p)A=aA+ BB (5.7)
8. Scalar multiplicative identity
1A=A (5.8)
9.
a(BA) = (aB)A (5.9)

wExercise 5.102. Determine x and y such that

3301} 2{213}_{737}
1 2 0 5 x 4] 11 y 8]°

5.3.2 Matrix Multiplication

Matrix multiplication is more straightforward that the following definition makes it seem. Once
you have a little practice with it, it comes very naturally.

Definition 5.103. Let A = [a;;] € Myxn and B = [bj;] € My, xp. Then the matriz product
AB is defined as the matriz C = [¢;j] € Myyxp with entries c;j = Y - aibyj:

a1l ai2 ccr Aln C11 o Clp
asy ag2 -+ QA2p bll A blj 500 blp Co1 -+ Cp
bo1 ba; bap :
a1 Qi Qp :
boi -0 bpj ccc bup
LOGm1 Am2 - (mn| LCm1 *° Cmp

Note:
1. Observe that we use juxtaposition rather than a special symbol to denote matriz multipli-

cation. This will simplify notation.

2. In order to obtain the ij-th entry of the matriz AB we multiply element-wise the i-th row
of A by the j-th column of B.



Matrices and Matrix Operations 227

3. Observe that AB is a m X p matriz, and that in order to multiply two matrices, the
number of columns of the first matriz must be equal to the number of rows of the second
one.

5 6

Example 5.104. Let M = [1 2 7 8

3 4} andN:[

} . Then

MN:[l 2} [5 6}:[1-5”-7 1-6+2-8}:[19 22}’

3 4] L7 8 3-5+4-7 3-6+4-8 43 50

and

NM_F 6} [1 2}_{5-1%-3 5-2+6-4}_[23 34}
7 813 4] T 171483 7-2+8-4] 7 |31 46]°

Notice that matrix multiplication is not necessarily commutative!

wExercise 5.105. Consider the matrix
2 1 3
A=1(0 1 1
4 4 0
Compute AA.
Example 5.106. Notice that
1 1 1 2 -1 -1 0 0 0
1 1 1 -1 2 -1 _(0 0 O
11 1] (-1 -1 2 0 00

Observe then that the product of two non-zero matrices may be the zero matrix.
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o

*Exercise 5.107. Let a,b,c € R, A = , and B = b|. Find AB and BA.

— =
== O
= o o
SN0 R
o 2 <o

S|

Even though matrix multiplication is not necessarily commutative, it is associative.

Theorem 5.108. If A € M,,xpn, B € M, and C € M.« then
(AB)C = A(BQC),
i.e., matrix multiplication is associative.

Proof: To prove this we only need to consider the ij-th entry of each side, appeal
to the associativity of mulitplication of real numbers, and verify that both sides are

indeed equal to
n T
Z Z igbpr Cr -
k=1k'=1

Definition 5.109. Let A € M,,«,,. The notation A¥ has the obvious meaning of k copies of
A multiplied together. We can define it more formally as A¥ = AAF=1 if k > 1.

Note: By virtue of associativity, a square matriz commutes with its powers, that is, if A €
M, xn, and r,s € N, then (A")(A%) = (A%)(A") = A"+5.
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1 -1
-1 1
with 3 multiplications instead of 5!)

*Exercise 5.110. Let M = { } Find M®. (Hint: If you are clever, you can do this

Example 5.111. Let A € M3y3 be given by
1 1 1
A=1(1 11
1 1 1

We will demonstrate, using a technique called induction, that A™ = 3""'A for n € N,n > 1.

Solution: The assertion is trivial for n = 1. Assume its truth for n — 1, that is,
assume A" 1 = 3""2A. Observe that

1 1 171 1 1 3 3 3
A2=11 1 1| |1 1 1| =13 3 3| =3A.
1 1 1|1 1 1 3 3 3
Now
A" = AA™TI = A(3"2A) = 37242 = 37234 = 31 4,

and so the assertion is proved by induction.

Do not worry if you do not fully buy into this proof at this point. Although it may appear
we used circular reasoning here, we in fact did not. All will be explained in the section on
induction later. But we couldn’t resist including this example as a foreshadowing of things to
come!

Theorem 5.112. There is a unique matric E € M, «,, such that for every A € M xn, AE =
EA = A. In particular, that matriz is E = 1,,, the identity matriz.

Proof: It is clear that for any A € M, xn, AL, = I, A = A. Now because E is
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an identity, E1, =1,. Because 1, is an identity, E1, = E. Whence
1,=Fl,=F,

demonstrating uniqueness. ]

Note: The fact that 1, is the multiplicative identity of My, xy, (much like 1 is the multiplicative
identity of real numbers) is the reason we call it the identity matriz.

Example 5.113. Let A = [a;j] € M,;,x, be such that a;; =0 for i > j and a;; = 1 if ¢ < j.
Find A2.

Solution: Let A? = B = [b;;]. Then

n
bij = § Qik ;-
k=1

Observe that the i-th row of A has i — 1 0’s followed by n — i+ 1 1’s, and the j-th
column of A has j 1’s followed by n — j 0’s. Therefore if i — 1 > j, then b;; = 0. If
1 <j+1, then

J
bij :Zaikakj :j—i+1.

k=i
This means that
1 2 3 4 --- n-—1 n
1 2 3 n—2 n-—1
001 2 -+ n—3 n—2
A% = .
0O 0 0 O 1 2
0 0 0 0 . 0 1 |
Example 5.114. Let = be a real number, and let
1 0 T
() T
m(zx) = | — _z
v 2
0O O 1

If a,b are real numbers, prove that
1. m(a)m(b) = m(a + b).

2. m(a)m(—a) = I3, the 3 x 3 identity matrix.
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Solution: For the first part, observe that

(1 0 a 1 0 b 1 0 a+b
2 b2 CL2 b2
m(a)m(b) = _ _@ _ _l =14 7
(a)m(b) a1 —5 b1 -5 a—b 1 ————+ab
0 0 1 0 0 1 0 0 1
i 1 0 a+b
b2
= |~@tn 1 L —maty)
0 0 1

1 0 0
2
m(@)m(~a) =m(a —a) =m(0) = |0 1 L | =T
0 O 1

giving the result.
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and BA = B then A and B are idempotent.

*Exercise 5.115. A square matrix X is called idempotent if X? = X. Prove that if AB = A

BA = 0,. Hint: Play around with some simple 2 x 2 matrices.

wExercise 5.116. Prove or disprove: If A, B € M,,«, are such that AB = 0, then also
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5.3.3 Trace and Transpose

Definition 5.117. Let A = [a;j] € My,x,,. Then the trace of A, denoted by tr (A) is the sum
of the diagonal elements of A. That is,

tr(A) = Z akk-
k=1

Theorem 5.118. Let A = [ai;] € My xpn, B = [bi;] € Myxr,. Then

tr (A+ B) =tr(A) + tr (B), (5.10)
tr (AB) = tr (BA). (5.11)
Proof: The first assertion is trivial. To prove the second, observe that AB =

(> h—q ikbr;) and BA = (3" _; bigak;). Then

n

tr (AB) = Z En: ;b = En: En: bria;r = tr (BA),

i=1 k=1 k=1 1i=1

whence the theorem follows. O

Example 5.119. Let A, B be square matrices of size n > 0. Is it possible that AB— BA =1,,7
Prove or disprove!

Solution: This is impossible. Consider taking traces on both sides:
0=tr(AB) —tr (BA) =tr(AB—BA)=tr(I,) =n

which is a contradiction, since n > 0.

b

d} € Msyo. Find necessary and sufficient

wExercise 5.120. Consider the matrix A = {Z
conditions on a, b, ¢,d so that tr (42) = (tr (A))?.
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Definition 5.121. The transpose of a matrit A = [a;j] € My, is the matriz AT = B =
[bZ]] S MnXm; where bl] = aj;-

a c a d g
Example 5.122. If M = |d e f|,then M = |b e h
g h i c f i
1 2 3 4
*Exercise 5.123. Find NTif N=1|5 6 7 8
9 10 11 12

Theorem 5.124. Let

A= [aij] € Man, B = [b”] € Man, C = [Cij] & Mnxr: (RS ]R,u € N.

Then
ATT — 4, (5.12)
(A+aB)T = AT +aBT, (5.13)
(AC)T = CTAT, (5.14)
(44T = (A7)~ (5.15)

Proof: The first two assertions are obvious, and the fourth follows from the third
by using induction. To prove the third put AT = (aij), T = @5 CcT = (%-j), Yij =
cji, AC = (us5) and CTAT = (vij). Then

n n n
Uij = Z Ak Clj = Z QkiYjk = Z%’kam’ = Yji;
k=1 k=1 k=1

whence the theorem follows. O
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Definition 5.125. A square matriz A € M,,x,, is symmetric if AT = A. A matrizc B € Mpxn,
is skew-symmetric if BT = —B.

Example 5.126. Let A, B be square matrices of the same size, with A symmetric and B
skew-symmetric. Prove that the matrix A2BA? is skew-symmetric.

Solution: We have

(A2BAYT = (AHT(B)T(A%)T = A2(—B)A% = —A2BAZ

% Exercise 5.127. Let A, B be square matrices of the same size, with A symmetric and B
skew-symmetric. Prove that the matrix AB — BA is symmetric.
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5.4 Reading Comprehension Questions

From Section 5.1

* Question 5.1. If {x,} is defined by x,, = 3" — 2", find x1, x9, 3, x4, and 5.

* Question 5.2. What does it mean to solve a recurrence relation?

% Question 5.3. If {z,} is defined by 1 = 1 and x,, = 22,1 + 3, find x9, 3, x4, and 5.
* Question 5.4. Let {x,} be defined by z; = 2 and z,, = x,,—1 + 3.

(a) Find x9, x3, 24, and x5.

(b) Find a closed form for z,,.

(¢) Prove that your closed form is correct by following the technique from Example 5.11.

% Question 5.5. Let {a,} be a sequence that gives the number of steps required to run some
algorithm on an input of size n (e.g. imagine the input is an array). For instance, it takes a; steps
to run the algorithm if the input is an array of size 1, as steps if the input is an array of size 2, etc.
Would you expect this sequence to be increasing, decreasing, or neither? Explain.

% Question 5.6. Are geometric progressions always, sometime, or never monotonic? Explain.
Similarly, are they always, sometimes, or never increasing?

% Question 5.7. Are arithmetic progressions always, sometime, or never monotonic? Explain.
Similarly, are they always, sometimes, or never increasing?

% Question 5.8. Give an example (not from the book) of each of the following.
(a) A geometric progression in closed form.

(b) An arithmetic progression in closed form.

(¢) A recurrence relation that defines a geometric progression.

(d) A recurrence relation that defines an arithmetic progression.

From Section 5.2

n n
* Question 5.9. Are Z —2" and Z(—aj)’ the same? Explain.
i=1 i=1
% Question 5.10. Write —1 + 3 — 9 4 27 — 81 + 243 — 729 using a summation.

30
* Question 5.11. Compute Z 5k — 7.
k=0

n
* Question 5.12. Compute Z ok, (Eventually you will hopefully have this one memorized.)
k=0

n n
% Question 5.13. Is it ever the case that Z T = Z x;?7 If so, when? Give an example.
i=0 i=1
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23
% Question 5.14. Compute Z —— - Simplify your answer (although you don’t need to compute
k=1

— (=7)
the actual number). (I have thrown several subtle tricks at you on this one, but if you read carefully
and apply what you know, you should be able to do it!)

* Question 5.15. Estimate cos(1) without using a calculator.

From Section 5.3.1

* Question 5.16. Can you add a 3 x 4 matrix to a 4 x 3 matrix? Explain.
% Question 5.17. Write out the 4 x 3 matrix A = [a;;] where a;; = 20713771,

-3 0 1
4 -2 5

17

}a]adB:[7 1

% Question 5.18. Let A = { _85} . Compute 34 and A — B.

% Question 5.19. Explicitly write out the entries of the matrices 0s2x5 and I5.
From Section 5.3.2

* Question 5.20. Can you multiply a 3 x 4 matrix by a 4 x 7 matrix? What about multiplying
a 6 x 3 matrix by a 6 x 3 matrix. If you can, what are the dimensions of the result? If you can’t,

explain why not.
-2 1 } {1 1}
0 —111[1 2

* Question 5.22. Let A be a n x n matrix such that A% = 0,,. What is A9?

% Question 5.21. Determine the product E _11}

% Question 5.23. Find all real numbers z such that

{—4 xr B {—1 0 }

-z 4] L0 —1]°

% Question 5.24. Prove or disprove: For all matrices A, B € M,,xn, (A + B)(A — B) = A% — B2.
Hint: Play around with some simple 2 x 2 matrices.

From Section 5.5.3

% Question 5.25. Let A, B € May9 be symmetric matrices. Must their product AB be symmetric?
Prove or disprove!

% Question 5.26. Prove or disprove: If A, B are square matrices of the same size, then it is always
true that tr (AB) = tr (A4) tr (B).

* Question 5.27. Let A be a square matrix. Prove that the matrix AA” is symmetric.
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5.5 Problems

Problem 5.1. Find at least three different sequences that begin with 1, 3, 7 whose terms are
generated by a simple formula or rule. By different, I mean none of the sequences can have exactly
the same terms. In other words, your answer cannot simply be three different ways to generate the
same sequence.

Problem 5.2. Let ¢, = 2¢,,—1 + 2n + 5, and ¢y = 0. Compute g1, go, g3 and q4.
Problem 5.3. Let a, = ap,_o +n, ag = 0, and a; = 1. Compute as, ag, as and as.
Problem 5.4. Let a, = n X a,_1 + 5, and ag = 1. Compute aq, as, a3, a4 and as.

Problem 5.5. Define a sequence {z,,} by g = 1, and x,, = 22,1 + 1 if n > 1. Find a closed form
for the nth term of this sequence. Prove that your solution is correct.

Problem 5.6. Compute each of the following:

40 3 4 logy n

() Sk CVDY: (8) > 2
k=5 i=1 j=1 j=0
2 ‘ n logy 1

(b) S (@ - 27) € S k(k—1) (1) (ﬁ)
=5 k=1 5 2
j= = =0

() > 5k (f) »_ o M)y > > 1
k=0 j=1 i=1 j=1 k=1

Problem 5.7. Here is a standard interview question for prospective computer programmers: You
are given a list of 1,000,001 positive integers from the set {1,2,...,1,000,000}. In the list, every
member of {1,2,...,1,000,000} is listed once, except for z, which is listed twice, and the numbers
are listed in some unknown order. How do you find what z is without doing a 1,000,000 step
search (e.g. check if 1 is on the list twice, then check if 2 is on the list twice, etc.)? How much
faster is your solution than the naive solution?

Problem 5.8. Find a closed formula for
T,=12—22 432 — 42 ... 4 (=1)"'n2
Problem 5.9. Show that when n > 1,
14345+ +(2n—1)=n%
Problem 5.10. Assuming n > 1, find and prove a closed formula for
24+446+-+2n

Problem 5.11. Show that when n > 1,

z": k 1 n?+n
kRl 2 nidnt ]l
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Problem 5.12. Legend says that the inventor of the game of chess, Sissa ben Dahir, asked the
King Shirham of India to place a grain of wheat on the first square of the chessboard, 2 on the
second square, 4 on the third square, 8 on the fourth square, etc..

(a) How many grains of wheat are to be put on the last (64-th) square?
(b) How many grains, total, are needed in order to satisfy the greedy inventor?

(c) Given that 15 grains of wheat weigh approximately one gram, what is the approximate weight,
in kg, of the wheat needed?

(d) Given that the annual production of wheat is 350 million tonnes, how many years, approx-
imately, are needed in order to satisfy the inventor (assume that production of wheat stays
constant)?

Problem 5.13. It is easy to see that we can define n! recursively by defining 0! = 1, and if n > 0,
n!' =n-(n—1)!. Does the following method correctly compute n!? If not, state what is wrong with
it and fix it.

int factorial(int n) {

return n * factorial(n-1);

}

Problem 5.14. Find a closed formula for Z k*(k —1). Simplify the formula as much as possible.
k=1

Problem 5.15. Find a closed formula for Z k- k!. (Hint: What is (k+ 1)! — k!, and why does it
k=1
matter?) Simplify the formula as much as possible.

n n 2
Problem 5.16. Prove that for n > 1, Z k3 = <Z k’) .
k=1 k=1

Problem 5.17. A student turned in the code below (which does as its name suggests). I gave
them a ‘C’ on the assignment because although it works, it is very inefficient.

int sumFromOneToN(int n) {

int sum = O;
for(int i=1;i<=n;i++) A{
sum = sum + i;
}
return sum;

}

(a) Write the ‘A’ version of the algorithm (in other words, a more efficient version). You can
assume that n > 1.

(b) Compute sumFromOneToN(30) based on your algorithm.
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Problem 5.18. A student turned in the code below (which does as its name suggests). I gave
them a ‘C’ on the assignment because although it works, it is very inefficient.

int sumFromMToN(int m, int n) {

int sum
for(int
sum
}
for(int
sum

}

= 0;
i=1;i<=n;i++) {
= sum + 1i;

i=1;i<m;i++) {
= sum - i;

return sum;

}

(a) Write the ‘A’ version

of the algorithm (in other words, a more efficient version). You can

assume that 1 < m < n.

(b) Compute sumFromMToN(10,50) based on your algorithm.

Problem 5.19. How many times does the function foo get called in the following code?

for(int i=0;i<n;i++) {
for(int j=0;j<i;j++) {

foo(i,j
}
}

Problem 5.20. Consider

int g(int n) {

int sum = 0;
for(int i=1;
for(int
sum

}

}

return sum;

}

)

the following code.

i=n;i++) {
j=1;j<=n;j++) |
= sum+1;

(a) What function does the code compute? In other words, what is g(n)?

(b) Write a more efficient

Problem 5.21. Consider

int h(int n) {
int sum = 0;
for(int i=0;

version of the code.

the following code, where power(2,1i) computes 2°.

i<nj;i++) {

sum = sum+power (2,1);

}

return sum

}

+ 1;

(a) What function does the code compute? In other words, what is h(n)?

(b) Write a more efficient

version of the code.
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Problem 5.22. Write out explicitly the 3 x 3 matrix A = [a;;] where a;; = ij.
Problem 5.23. Determine 2 x 2 matrices A and B such that

1

2A-5B = {0

_12} and —2A+ 6B = {4 2}.

6 0

Problem 5.24. A person goes along the rows of a movie theater and asks the tallest person of
each row to stand up. Then he selects the shortest of these people, who we will call the shortest
giant. Another person goes along the rows and asks the shortest person to stand up and from these
he selects the tallest, which we will call the tallest dwarf. Who is taller, the tallest dwarf or the
shortest giant? Prove your answer.

Problem 5.25 (Putnam Exam, 1959). Choose five elements from the following matrix, no two
coming from the same row or column, so that the minimum of these five elements is as large as
possible.
11 17 25 19 16]]
24 10 13 15 3
12 5 14 2 18
23 4 1 8 22
6 20 7 21 9]

1 2 3 1 11 a a a
Problem 5.26. Finda+b+cif |2 3 1| |2 2l =|b b b].
31 2|13 3 3 i c
Problem 5.27. (Requires calculus) Let
1
0 = 0
1 2
0 O L
2

Calculate the value of the infinite series
I+ A+ A2+ A%+

1

3 ﬂ, where z is a real number. Find the value of x

Problem 5.28. Consider the matrix A = {
such that there are non-zero 2 x 2 matrices B such that AB = {8 8}
Problem 5.29. Let A € My, B,C € My, and a € R. Prove that

1. ABB+C)=AB+ AC,

2. (A+B)C =AC + BC, and

3. a(AB) = (aA)B = A(aB).

Problem 5.30. A matrix A = [a;j] € M,y is said to be checkered if a;; = 0 when (j — i) is odd.
Prove that the sum and the product of two checkered matrices is checkered.
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Problem 5.31. Let A = [Z ZJ . Demonstrate that A? — (a + d)A + (ad — bc)Iy = 0.

Problem 5.32. Let A € My, and let k € Z,k > 2. Prove that A¥ = 0, if and only if A2 = 0,.
(Hint: Use Problem 5.31.)

Problem 5.33. Find all matrices A € Msys such that A2 = 05
Problem 5.34. Find all matrices A € Mayys such that A2 = I,
Problem 5.35. Find a solution X € Myy» for

X2—2X=[_1 0}.

6 3

Problem 5.36. Find, with proof, a 4 X 4 non-zero matrix A such that

— == e
— = = e
— = =
— = =
— = = e
— = = e
— = = e
— = = e
o O OO
o O OO
SO O O
S O O O

Problem 5.37. Let X be a 2 x 2 matrices with real number entries. Solve the equation

) _11}
wax-[1]

Problem 5.38. Write
1 2 3
A=12 3 1
3 1 2
as the sum of two 3 x 3 matrices Eq, Eo, with tr (Ey) = 10.

Problem 5.39. Give an example of two matrices A, B € Msyo that simultaneously satisfy the
following properties:

can ) Yo}

0 0

» ap=[ ¢

| ana pa=[0 9]

0 0
3. tr(A) =tr(B) =2.
4. A= AT and B = BT.

Problem 5.40. Prove that there are no matrices A, B,C, D € M,,x, such that AC + DB =1,
and CA+ BD = 0,,.

Problem 5.41. Given square matrices A, B € Myy7 such that tr (A2) = tr (BZ) =1, and (A —
B)? = 317, find tr (BA).
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Problem 5.42. Given a square matrix A € Myyx4 such that tr (A2) = —4, and
(A —14)% =31,
find tr (A). Hint: Start by computing tr ((4 — I)?).
Problem 5.43. Prove or disprove: If A, B,C € M3y then tr (ABC) = tr (BAC).
n n
Problem 5.44. Let A € M, xp, A = [a;j]. Prove that tr (AAT) = Z Za?j.
i=1 j=1
Problem 5.45. Let X € M,,,,. Prove that if XX = 0,, then X = 0,,.

Problem 5.46. Let m,n,p be positive integers and A € My, xp, B € M,,%p, C € M,xp,. Prove
that (BA)TA = (CA)TA = BA=CA.



Chapter 6: Algorithm Analysis

In this chapter we take a look at the analysis of algorithms. The analysis of algorithms is a
very important topic in computer science. It allows us to determine and express how efficient an
algorithm is, and it is one of the tools that allows us to compare multiple algorithms that solve the
same problem.

Before we dive into that topic, we first discuss one of the most important tools used in algorithm
analysis—asymptotic notation. We will define several important notations, discuss some of the
useful properties of the notations, and provide many examples of two common ways of proving
things related to the notations. We will then discuss the relative growth rates of several common
functions, focusing on those that are relevant to the topic of algorithm analysis. We then move on
to the most important topic of the chapter in which we apply all of this material to the analysis of
algorithms, providing numerous examples of determining the computational complexity of various
algorithms. Finally, we discuss some of the most common time complexities that occur in the study
of algorithms.

6.1 Asymptotic Notation

Asymptotic notation is used to express and compare the growth rate of functions. In our case, the
functions will typically represent the running time of algorithms. We will define the asymptotic
notations in terms of nonnegative functions. You will find more general definitions of these notations
in other books, but they are more complicated, more difficult to understand, and harder to work
with. These added difficulties are a result of the possibility of the functions involved being negative.
But the main reason for our use of the notations is to express the running time of algorithms. Since
the running time of an algorithm is always nonnegative, there is really no good reason to use the
more cumbersome definitions. We will focus on the notations most commonly used in the analysis
of algorithms.

Asymptotic notation allows us to express the behavior of a function as the input approaches
infinity. In other words, it is concerned about what happens to f(n) as n gets larger, and is not
concerned about the value of f(n) for small values of n.

We will define four of the most commonly used notations (an allude to the definition of a fifth),
providing a few brief examples of each. We will then discuss some of the most important and useful
properties of these notations. Finally, we will present many more detailed examples.

6.1.1 The Notations

We begin with the most commonly used of the notations: Big-O (O). We will define it and give
several examples of its use. We will then present Big-Omega (), Big-Theta (©), and little-o (w)
notations, providing definitions and examples, and discussing how the notations relate to each
other.

243
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Definition 6.1 (Big-O). Let f be a nonnegative function.

We say that f(n) is Big-O of g(n),
written as f(n) = O(g(n)), iff there
are positive constants ¢ and ng such
that

fn) <cg(n) for all n > ng.

If f(n) = O(g(n)), f(n) grows no
faster than g(n). In other words, g(n)
is an asymptotic upper bound (or
just upper bound) on f(n). no

f(n)

f(n) = O(g(n)

Note: The “=” in the statement “f(n) = O(g(n))” should be read and thought of as “is”,
not “equals.” You can think of it as a one-way equals. So saying f(n) = O(g(n)) is not the
same thing as saying O(g(n)) = f(n), for instance (with the latter statement not really making
sense).

An alternative notation is to write f(n) € O(g(n)) instead of f(n) = O(g(n)). It turns
out that O(g(n)) is actually the set of all functions that grow no faster than g(n), so the set
notation is actually in some sense more correct. The “=" notation is used because it comes in
handy when doing algebra. You can essentially think of these as being two different notations
(= and €) for the same thing. Similar statements are true for the other asymptotic notations.

Example 6.2. Prove that n? +n = O(n?).

Solution:  Here, we have f(n) = n? + n, and g(n) = n3. Notice that if n > 1,
n < n3 and n? < n3. Therefore,

n2+n§n3+n3:2n3
Thus,
n2+n§2n3 for all n > 1.

Thus, we have shown that n? +n = O(n?®) by definition of Big-O, with ng = 1, and
c=2.

The following fact is a generalization of what was used in the previous example. It is used often
in proofs involving asymptotic notation.

Theorem 6.3. If a and b are real numbers with a < b, then n® < n® whenever n > 1.

Proof:  We will not provide a proof, but it should be fairly clear intuitively that
this is true. If you cannot see why this is true, you should work out a few examples
to convince yourself. O

Sometimes the easiest way to prove that f(n) = O(g(n)) is to take ¢ to be the sum of the positive
coefficients of f(n), although this trick doesn’t always work. We can usually easily eliminate the
lower order terms with negative coefficients if we make the appropriate assumption. Let’s see how
to do this in the next few examples.
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Example 6.4. Prove that 3n% — 2n? 4+ 13n — 15 = O(n?).
Solution: First, notice that if n > 0, then —2n? — 15 < 0, so
3n® — 2n% 4+ 13n — 15 < 3n® + 13n.
Next, if n > 1, then 13n < 13n3. Therefore if n > 1,
3n® 4+ 13n < 3n® + 13n® = 16n°.

Also notice that if n > 1, then n > 0. Thus, our first step is still valid if we assume
n > 1 since n > 1 is a stronger condition than n > 0. Putting this all together, if
we assume 1 > 1, then

3n3 +13n
3n3 + 13n3
16n3.

3n® —2n% +13n — 15

IA A

Since we have shown that 3n® —2n2+13n— 15 < 16n3 for all n > 1, we have proven
that 3n® — 2n% 4 13n — 15 = O(n?).

We used ng = 1 and ¢ = 16 in our proof. It is not necessary to explicitly point this
out in our proof, though. We only do so to help you see the connection between
the proof and the definition of Big-O.

Example 6.5. Prove that 5n% — 3n + 20 = O(n?).

Solution: Ifn >1,

5n? + 20 (6.1)
5n2 + 20n?
= 25n2.

5n% — 3n + 20

IN A

Since 5n? — 3n + 20 < 25n2 for all n > 1, 5n? — 3n + 20 = O(n?).

In this proof we used ¢ = 25 and ng = 1.

% Question 6.6. Answer the following questions related to Example 6.5.

(a) What allowed us to eliminate the —3n term in step 6.17

(b) What is the justification for step 6.27
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% Evaluate 6.7. Prove that 4n? — 12n + 10 = O(n?).

Solution: £ A >, 4nZ — 2N +I0 < 4n* — 2N +0n% = 2n%. Therefore,
dnZ — 2N +10 = O(nD.

Evaluation

Note: The values of the constants used in the proofs do mot need to be the best possible. For
instance, if you can show that f(n) < 345 g(n) for alln > 712, then f(n) = O(g(n)). It doesn’t
matter whether or not it is actually true that f(n) < 3g(n) for alln > 5.

* Question 6.8. Answer each of the following questions related to Example 6.5. Include a
brief justification.

(a) Could we have used ¢ = 50 in the proof?

Answer

(b) Could we have used ¢ = 2 in the proof?

Answer

(¢) Could we have used ng = 100 in the proof?

Answer

(d) Could we have used ng = 0 in the proof?

Answer
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* Exercise 6.9. Prove that 5n° —4n*+3n3—2n2+n = O(n®). (Hint: Use the same techniques
you saw in Example 6.5.)

% Question 6.10. What values did you use for ng and ¢ in your solution to Exercise 6.97

ng = , C=

Things are not always so easy. How would you show that (v/2)1°8" + log?n + n* = O(2")? Or
that n? = O(n? — 13n + 23)? In general, we simply (or in some cases with much effort) find values

c and ng that work. This gets easier with practice.
Big-0O is a notation to express the idea that one function is an upper bound for another function.
The next notation allows us to express the opposite idea—that one function is a lower bound for

another function.

Definition 6.11 (Big-Omega). Let f and g be nonnegative functions.

We say that f(n) is Big-Omega of
g(n)} written as f(n) = Q(g(n)), Zﬁ f(n)
there are positive constants ¢ and ng
such that

cg(n) < f(n) for all n > ny.

When we say f(n) = Q(g(n)), it
means that f(n) grows no slower than
g(n). In other words, g(n) is an
asymptotic lower bound (or just
lower bound) on f(n).
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Example 6.12. Prove that n? +4n? = Q(n?).

Proof: Here, we have f(n) =n3+4n? and g(n) = n?. It is not too hard to see

that if n > 1,
n? < n3 < n3 4+ 4n?
Therefore,
1n2<nd+4n?foralln>1
so n3 +4n? = Q(n?) by definition of 2, with ng = 1, and ¢ = 1. O

*Exercise 6.13. Prove that 4n? +n + 1 = Q(n?). (This one should be really easy—follow
the technique from the previous example and don’t over think it.)

% Question 6.14. What values did you use for ng and ¢ in your solution to Exercise 6.137

ng = , C=

Proving that f(n) = Q(g(n)) often requires more thought than proving that f(n) = O(g(n)).
Although the lower-order terms with positive coefficients can be easily dealt with, those with
negative coefficients make things a bit more complicated. Often, we have to pick ¢ < 1. A good
strategy is to pick a value of ¢ that you think will work, and determine which value of ng is needed.
Being able to do some algebra helps. As it turns out, we won’t have to worry a whole lot about
this, though. We will see a different technique to prove bounds shortly that, when it works, makes
things much easier.

Our third notation allows us to express the idea that two functions grow at the same rate.

Definition 6.15 (Big-Theta). Let f and g be nonnegative functions.

We say that f(n) is Big-Theta of g(n),
written as f(n) = ©(g(n)), iff there are
positive constants ¢, co and ng such that

c19(n) < f(n) < cag(n) for all n > ny.

If f(n) =©(g(n)), f(n) grows at the same
rate as g(n). In other words, g(n) is an
asymptotically tight bound (or just ;
tight bound) on f(n). Mo
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Example 6.16. Prove that n? + 5n + 7 = O(n?)

Proof: Whenn >1, n?>+5n+7<n?+5n?+7m? < 13n.
When n >0, n? <n?+5n+7.

Combining these, we can see that when n > 1,
n? §n2—|—5n—|—7§ 13n2,

so n?+5n+7 = O(n?) by definition of ©, with ng=1, ¢;=1, and c;=13. O

* Question 6.17. In the previous example, we combined two inequalities. One of them
assumed n > 0, the other assumed that n > 1. In the combined inequality, we said it held if
n > 1. Is that really O.K., or did we make a subtle error?

Answer

Using the definition of © can be inconvenient since it involves a double inequality. Luckily, the
following theorem provides us with an easier approach.

Theorem 6.18. If f and g are nonnegative functions, then f(n) = O(g(n)) if and only if
f(n) =0(g(n)) and f(n) = Qg(n)).

Proof:  The result follows almost immediately from the definitions. We leave the
details to the reader. O

This theorem implies that no new strategies are necessary for © proofs since they can be split
into two proofs—a Big-O proof and a 2 proof. Let’s see an example of this approach.

Example 6.19. Show that 3n® + 3n = O(n?)

Proof: Notice that if n > 1,
1 1 7
5712 + 3n S 57742 +3n2 = 5712,
1
SO 5712 +3n = O(n?). Also, when n >0,

n? < n? + 3n,

N | —
N | —

1
SO 5712 +3n = Q(n?). Since 3n? +3n = O(n?) and 02 + 3n = Q(n?), then by

1
Theorem 6.18, Enz +3n = 0(n?) O

How do you use asymptotic notation to express that f(n) grows slower than g(n)? Saying
f(n) = O(g(n)) doesn’t work, because that only tells us that f(n) grows no faster than g(n). It
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might grow slower, but it also might grow at the same rate. With the notation we have, the best
way to express this idea is to say that f(n) = O(g(n)) and f(n) # ©(g(n)). But that is awkward.
Let’s learn a new notation for this instead. For technical reasons that we won’t get into, this
notation has to be defined somewhat differently than the others.

Definition 6.20. Let f and g be nonnegative functions, with g being eventually non-zero. We
say that f(n) is little-o of g(n), written f(n) = o(g(n)) iff
i)

im —= = 0.
n—00 g(n)

If f(n) = o(g(n)), f(n) grows asymptotically slower than g(n).

Example 6.21. You should be able to convince yourself that 3n+2 = o(n?), but 3n+2 # o(n).
Similarly, n2+n+4 = o(n3) and n24+n+4 = o(n?*), but n2+n+4 # o(n?) and n2+n+4 # o(n).

If you are not comfortable with limits you can still convince yourself of these statements
by thinking of the informal definition. For instance, n? + n + 4 grows slower than n® so
n? +n+4 = o(n3). On the other hand, n? 4+ n + 4 grows at the same rate (so not slower than)

n2, so n? +n+4 # o(n?).

* Question 6.22. Why do we require that g(n) be eventually non-zero in the definition of
little-o?

Answer

Little-omega (w) can be defined similarly to little-o, but the value of the limit is co instead of
0. We won’t use w very often.

* Question 6.23. Big-O notation is analogous to < in certain ways. If so, what would be the
similar analogies for o and w?

Answer

Note:

e [t is important to remember that a O-bound is only an upper bound, and that it may
or may not be a tight bound. So if f(n) = O(n?), it is possible that f(n) = 3n® + 4,
f(n) =logn, or any other function that grows no faster than n?. But we also know that
f(n) #n? or any other function that grows faster than n?.

e Conversely, a Q-bound is only a lower bound. Thus, if f(n) = Q(nlogn), it might be
the case that f(n) = 2", but we know that f(n) # 3n, for instance.

o Unlike the others, ©-bounds are precise. So, if f(n) = ©(n?), then we know that f has
quadratic growth rate. It might be that f(n) = 3n?, 2n% — 43n — 4, or even n? + nlogn.
But we are certain that the fastest growing term of f is cn?® for some constant c.



Asymptotic Notation 251

% Question 6.24. Answer the following questions about the asymptotic notations.

(a) If f(n) =0O(g(n)), is it possible that f(n) = o(g(n))? Explain.

(b) If f(n) = O(g(n)), is it possible that f(n) = o(g(n))? Explain.

(¢) If f(n) =0(g(n)), is it certain that f(n) = o(g(n))? Explain.

(d) If f(n) =o(g(n)), is it possible that f(n) = O(g(n))? Explain.

xEvaluate 6.25. Let ag, ..., a; € R, where a; > 0. Prove that ayn® +aj_1n* 1+ +an+
ag = O(nk)

Solution I: We can first eliminate all of the constants since they Become
irrelevant as N arows larae enouch. This leaves us with Nk +nk+...4n =
O(NRY). Next we can eliminate all terms arowing slower than Nk, since they
also Become irrelevant as N arows. This leaves us with Nk = O(NX), and since
they are the same, they are effectively theta of each other, and By definition,
anything that is theta of something is also omeaa and O, so we can correctly
say that Nk = O(NX), thus proving that agnk +a, N4+ ...+an+a85 = ON-.

Evaluation
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k
Solution 2: Let a=> 3| Then it n=>|,
i=O

3 NS+ [a [T 4+ gy In+ Jag|
3N+ [a j[n< -+ [ay|n + [ap|n*

k
Z |lai|n* = enk.
=

anc~+a, N+ 4an+as <
<

IN

Therefore, aunc +a, N +4... +an+a5 = O(NK),

Evaluation

*Exercise 6.26. Assume that f(n) = O(n?) and g(n) = O(n®). What can you say about
the relative growth rates of f(n) and g(n)? In particular, does g(n) grow faster than f(n)?

Answer

Keep in mind that asymptotic notation only allows you to compare the asymptotic behavior
of functions. Except for ©-notation, it only provides a bound on the growth rate. For instance,
knowing that f(n) = O(g(n)) only tells you that f(n) grows no faster than g(n). It is possible that
f(n) grows a lot slower than g(n).

*Exercise 6.27. Let’s test your understanding of the material so far. Answer each of the
following true/false questions, giving a very brief justification/counterexample. Justifications

can appeal to a definition and/or theorem. For counterexamples, use simple functions. For

instance, f(n) = n and g(n) = n?.

(a) __ If f(n) =0O(g(n)), then f(n) grows faster than g(n)

(b) ___If f(n) = ©(g(n)), then f(n) grows faster than g(n)

(¢) __If f(n) = O(g(n)), then f(n) grows at the same rate as g(n)
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(d) ___If f(n) =Q(g(n)), then f(n) grows faster than g(n)

() __If f(n) = O(g(n)), then f(n) =Q(g(n))

(f) __If f(n) = ©(g(n)), then f(n) = O(g(n))

(g) __If f(n) = O(g(n)), then f(n) = O(g(n))

(h) __If f(n) = O(g(n)), then g(n) = O(f(n))

6.1.2 Properties of the Notations

There are a lot of properties that hold for Big-O, © and € notation (and o and w as well, but we
won’t focus on those ones in this section). We will only present a few of the most important ones.
We provide proofs for some of the results. The rest can be proven without too much difficulty using
the definitions of the notations.

Before we present the properties, it might be useful to think about the properties of things you
are already familiar with. For instance, given real numbers z, y and z, you know that if z < y and
y < z, then z < z. This is just the transitive property of <. Similarly, you know that if x < y,
then az < ay for any positive constant a. You can think of Big-O notation as being like <, ©
notation as being like =, and €2 notation as being like >. Many of the properties of <, = and >
that you are already familiar with have an analog with Big-O, O, and €2 notation. But you need
to be careful because the analogies are not exact. For instance, constants cannot be ignored with
inequalities but can be ignored when using asymptotic notation.

Theorem 6.28. The transitive property holds for Big-O, ©, and Q. That is,

e If f(n) = O(g(n)) and g(n) = O(h(n)), then f(n) = O(h(n))
o If f(n) =O(g(n)) and g(n) = O(h(n)), then f(n) = O(h(n))
o If f(n) =Qg(n)) and g(n) = Q(h(n)), then f(n) = Q(h(n))

Proof: You will prove the transitive property of Big-O in Exercise 6.49. The
proofs of the other two are very similar. O

Theorem 6.28 is pretty intuitive. For instance, when applied to Big-O notation, Theorem 6.28
is essentially stating that if g(n) is an upper bound on f(n) and h(n) is an upper bound on g(n),
then h(n) is an upper bound for f(n). Put another way, if f(n) grows no faster than g(n) and g(n)
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grows no faster than h(n), then f(n) grows no faster than h(n). This makes perfect sense if you
think about it for a few minutes.

Example 6.29. Let’s take it for granted that 4n? 4+ 3n + 17 = O(n?) and n3 = O(n*) (both
of which you should be able to easily prove at this point). According to Theorem 6.28, we can
conclude that 4n? + 3n + 17 = O(n?).

Theorem 6.30. Scaling by a constant factor
If f(n) = O(g(n)), then for any k >0, kf(n) = O(g(n)). Similarly for © and Q.

Proof: We will give the proof for Big-O motation. The other two proofs are
similar.  Assume f(n) = O(g(n)). Then by the definition of Big-O, there are
positive constants ¢ and ng such that f(n) < cg(n) for alln > ng. Thus, if n > nyg,

k f(n) < keg(n) =dg(n),

where ¢ = k¢ is a positive constant. By the definition of Big-O, kf(n) = O(g(n)).
O

Example 6.31. Example 6.19 showed that %n2 +3n = O(n?). We can use Theorem 6.30 to
conclude that n? + 6n = ©(n?) since n? + 6n =2 (3n° +3n) .

Perhaps now is a good time to point out a related issue. Typically, we do not include constants
inside asymptotic notations. For instance, although it is technically correct to say that 34n3 +
2n2 — 45n + 5 = O(5n3) (or O(50n3), or any other constant you care to place there), it is best to
just say it is O(n?). In particular, ©(1) may be preferable to ©(k).

Theorem 6.32. Sums
If fi(n) = O(g1(n)) and fa(n) = O(ga(n)), then

fi(n) + fa(n) = O(g1(n) + g2(n)) = O(maz{gi(n), g2(n)}).
Similarly for © and €.

Proof: We will prove the assertion for Big-O. Assume fi1(n) = O(g1(n)) and
fa(n) = O(g2(n)). Then there exists positive constants c; and ny such that for all
nzmng,

fi(n) < c1g1(n),

and there exists positive constants co and ny such that for all n > no,

fa(n) < caga(n).

Let ¢p = max{c1,ca} and ng = max{ni,na}. Since ng is at least as large as nq
and ng, then for all n > ng, fi(n) < c191(n) and fa(n) < caga(n). (If you don’t
see why this is, think about it. This is a subtle but important step.) Similarly, if
fi(n) < c1g1(n), then clearly fi(n) < cpgi(n) since cy is at least as big as ¢; (and
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similarly for fa). Then for all n > ng, we have

fi(n) + fa(n) c191(n) + caga(n)

cog1(n) + cogz(n)

co[g1(n) + g2(n)]

co[max{gi(n), g2(n)} + max{gi(n), g2(n)}]
2co max{g1(n), g2(n)}

cmax{gi(n),g2(n)},

(VAN VAN VAN VAR VAR VAN

where ¢ = 2¢y. By the definition of Big-O, we have shown that fi(n) + fa(n) =
O(maz{gi(n),g2(n)}). O

Notice that in this proof we used ¢ = 2max{cy,ce} and ng = max{ni,ns}.

Without getting too technical, the previous theorem implies that you can upper bound the
sum of two or more functions by finding the upper bound of the fastest growing of the functions.
Another way of thinking about it is if you ever have two or more functions inside Big-O notation,
you can simplify the notation by omitting the slower growing function(s). It should be pointed
out that there is a subtle point in this result about how to precisely define the maximum of two
functions. Most of the time the intuitive definition is sufficient so we won’t belabor the point.

Example 6.33. Since we have previously shown that 5n%—3n+20 = O(n?) and that 3n®—2n2+
13n—15 = O(n?), we know that (5n% —3n+20)+ (3n® — 2n2+13n—15) = O(n?+n3) = O(n?).

Theorem 6.34. Products
If fi(n) = O(g1(n)) and fa(n) = O(ga(n)), then

fi(n) f2(n) = O(g1(n)g2(n)).
Similarly for © and €.

Example 6.35. Since we have previously shown that 5n% — 3n + 20 = O(n?) and that 3n3 —
2n2+13n—15 = O(n?), we know that (5n2 —3n+20)(3n3 —2n2+13n—15) = O(n?n3) = O(n).
Notice that we could arrive at this same conclusion by multiplying the two polynomials and
taking the highest term. However, this would require a lot more work than is necessary.

The next theorem essentially says that if g(n) is an upper bound on f(n), then f(n) is a lower
bound on g(n). This makes perfect sense if you think about it.

Theorem 6.36. Symmetry (sort of)
f(n) =0(g(n)) iff g(n) = Q(f(n)).

It turns out that © defines an equivalence relation on the set of functions from Z* to Z*. That
is, it defines a partition on these functions, with two functions being in the same partition (or the
same equivalence class) if and only if they have the same growth rate. But don’t take our word for
it. You will help to prove this fact next.
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* Fill in the details 6.37. Let R be the relation on the set of functions from Z* to Z1 such
that (f,g) € R if and only if f = ©(g). Show that R is an equivalence relation.

Proof: We need to show that R is reflexive, symmetric, and transitive.
Reflexive: Since 1- f(n) < f(n) <1- f(n) for all n > 1, f(n) = ©(f(n)), so R is

reflexive.

Symmetric: If f(n) = O(g(n)), then there exist positive constants ¢, ¢z, and ng

such that
This implies that

f(n) and g(n) > if(n) for all n > ng

1
n) << —
9()_C1 .

which is equivalent to

<g(n) < for all n > ny.

Thus g(n) = O(f(n)), and R is symmetric.

Transitive: If f(n) = ©(g(n)), then there exist positive constants c1, c¢o, and ng
such that
c19(n) < f(n) < cag(n) for all n > nyg.

Similarly if g(n) = ©(h(n)), then there exist positive constants cs3, ¢4, and ny such

that
Then
f(n) > c1g(n) > cies h(n) for all n > max{ng, n1},
and
fmy<_ gn)<_ h(n)foralln>
Thus, < f(n) < for all n > max{ng,n1}.

Since cjcs and cocy are both positive constants, f(n) = by the
definition of , 80 R is . O

Example 6.38. The functions n?, 3n? — 4n + 4, n? + logn, and 3n? +n + 1 are all ©(n?).
That is, they all have the same rate of growth and all belong to the same equivalence class.



Asymptotic Notation 257

* Exercise 6.39. Let’s test your understanding of the material so far. Answer each of the
following true/false questions, giving a very brief justification/counterexample. Justifications

can appeal to a definition and/or theorem. For counterexamples, use simple functions. For

instance, f(n) =n and g(n) = n.

(a) __If f(n) = O(g(n)), then g(n) = Q(f(n))

(b) __If f(n) = ©(g(n)), then f(n) = Q(g(n)) and f(n) = O(g(n))

() __If fi(n) = O(g1(n)) and fo(n) = O(g2(n)), then fi(n) + fa(n) = O(max(g1(n), g2(n)))

(d) __f(n) = O(g(n)) iff f(n) =O(g(n))

6.1.3 Proofs using the definitions

In this section we provide more examples and exercises that use the definitions to prove bounds.

The first example is annotated with comments (given in footnotes) about the techniques that
are used in many of these proofs. We use the following terminology in our explanation. By lower
order term we mean a term that grows slower, and higher order means a term that grows faster.
The dominating term is the term that grows the fastest. For instance, in 23 + 722 — 4, the 22 term
is a lower order term than 23, and 23 is the dominating term. We will discuss common growth
rates, including how they relate to each other, in Section 6.2. But for now we assume you know
that 2® grows faster than 23, for instance.
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Example 6.40. Find a tight bound on f(n) = n® 4+ Tn’ — 10n° — 2n* 4 3n% — 17.

Solution: We will prove that f(n) = ©(n®). First, we will prove an upper bound
for f(n). It is clear that when n > 1,

n® + 7" —10n® — 2n* +3n% — 17 < n®+ 7" +3n% @
n®+ 8 +3n8 0
11n8

IN

Thus, we have
f(n) =n® 47" —10n° — 2n* + 3n* — 17 < 11n® for all n > 1,

and we have proved that f(n) = O(n®).
Now, we will prove the lower bound for f(n). When n > 1,

n® 4+ 70" —10n° — 2n* +3n% —17 > n®—10n° —2n* — 17 °©
n® —10n" —2n" — 170" ¢
n® — 29n"

v

Next, we need to find a value ¢ > 0 such that n® — 29n” > cn®. Doing a little
algebra, we see that this is equivalent to (1 — ¢)n® > 29n7. When n > 1, we can
divide by n” and obtain (1 — ¢)n > 29. Solving for ¢ we obtain

29
c<1l——.
n

If n > 58, then ¢ = 1/2 suffices. We have just shown that if n > 58, then

1
f(n) = nS+ 7" —10n° —2n* +3n% — 17 > §n8'

Thus, f(n) = Q(n®). Since we have shown that f(n) = Q(n8) and that f(n) =
O(n®), we have shown that f(n) = O(n?).

n

“We can upper bound any function by removing the lower order terms with negative coefficients, as long as
> 0.
*We can upper bound any function by replacing lower order terms that have positive coefficients by the

dominating term with the same coefficients. Here, we must make sure that the dominating term is larger than
the given term for all values of n larger than some threshold no, and we must make note of the threshold value
no.

n

“We can lower bound any function by removing the lower order terms with positive coefficients, as long as
> 0.
“We can lower bound any function by replacing lower order terms with negative coefficients by a sub-

dominating term with the same coefficients. (By sub-dominating, I mean one which dominates all but the
dominating term.) Here, we must make sure that the sub-dominating term is larger than the given term for all
values of n larger than some threshold ng, and we must make note of the threshold value ng. Making a wise
choice for which sub-dominating term to use is crucial in finishing the proof.

Let’s see another example of a ) proof. You should note the similarities between this and the

second half of the proof in the previous example.
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Example 6.41. Show that (nlogn —2n + 13) = Q(nlogn)

Proof: We need to show that there exist positive constants ¢ and ngy such that
cnlogn < nlogn —2n + 13 for all n > nyg.
Since nlogn —2n < nlogn — 2n + 13, we will instead show that
cnlogn < nlogn — 2n,

which is equivalent to
c<1-—

, when n > 1.
logn

If n > 8, then 2/(logn) < 2/3, and picking ¢ = 1/3 suffices. In other words, we
have just shown that if n > 8,

1
gnlogn < nlogn —2n.
Thus if ¢ = 1/3 and ng = 8, then for all n > ny, we have

cnlogn <nlogn —2n <nlogn—2n+ 13.

Thus (nlogn —2n+ 13) = Q(nlogn). O
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% Fill in the details 6.42. Show that in? — 3n = ©(n?)

Proof: We need to find positive constants c¢1, ¢o, and ng such that

1
§§n2—3n§ for all n > ng
Dividing by n?, we get ¢; < < 9.
Notice that if n > 10, % — % > % — 11 = , S0 we can choose

0
¢1 = 1/5. If n > 10, we also have that %—% < %, so we can choose ¢y = 1/2. Thus,
we have shown that

n?—3n< for all n >

Therefore, 1n* — 3n = O(n?). O
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% Question 6.43. In the previous proof, we claimed that if n > 10,
3

n

>1_ 3
- 10

N | —
N | —

Why is this true?

Answer

Example 6.44. Show that (1/2)°6™ = O(y/n), where the base of the log is 2.

Proof: It is not too hard to see that
(VE)oET — ploEVE _ log?? _ pdioe2 _pd _

Thus it is clear that (v/2)1°8™ = O(y/n). O

Note: You may be confused by the previous proof. It seems that we never showed that
(V2)1°8™ < ¢\/n for some constant c. But we essentially did by showing that (v/2)18™ = \/n
since this implies that (v/2)°8™ < 1y/n.

We actually proved something stronger than was required. That is, since we proved the two
functions are equal, it is in fact true that (v/2)'°8" = ©(\/n). But we were only asked to prove
that (v/2)1°8™ = O(y/n).

In general, if you need to prove a Big-O bound, you may instead prove a © bound, and the
Big-0 bound essentially comes along for the ride.

% Question 6.45. In our previous note we mentioned that if you prove a © bound, you get
the Big-O bound for free.

(a) What theorem implies this?

Answer

(b) If we prove f(n) = O(g(n)), does that imply that f(n) = ©(g(n))? In other words, does
it work the other way around? Explain, giving an appropriate example.

Answer
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* Exercise 6.46. Show that n! = O(n™). (Don’t give up too easily on this one—the proof is
very short and only uses elementary algebra.)

Example 6.47. Show that log(n!) = O(nlogn)

Proof: It should be clear that if n > 1, n! < n" (especially after completing the
previous exercise). Taking logs of both sides of that inequality, we obtain

logn! <log(n") = nlogn.
Therefore log n! = O(nlogn). O

The last step used the fact that log(f(n)?) = alog(f(n)), a fact that we assume you have seen
previously (but may have forgotten).

Proving properties of the asymptotic notations is actually no more difficult than the rest of the
proofs we have seen. You have already seen a few and helped write one. Here we provide one more
example and then ask you to prove another result on your own.

Example 6.48. Prove that if f(n) = O(g(n)) and g(n) = O(f(n)), then f(n) = O(g(n)).
Proof: If f(n) = O(g(n)), then there are positive constants ¢y and n{, such that
f(n) < cag(n) for all n > ny,
Similarly, if g(z) = O(f(z)), then there are positive constants ¢} and n{j such that
g(n) < ¢} f(n) for all n > nJ.
We can divide this by ¢} to obtain

1
ag(n) < f(n) for all n > ng.
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Setting ¢; = 1/¢} and ng = max{n{, ng}, we have
c1g9(n) < f(n) < cgg(n) for all n > ny.

Thus, f(x) = ©(g(x)). O

* Exercise 6.49. Let f(z) = O(g(z)) and g(x) = O(h(zx)). Show that f(x) = O(h(z)). That
is, prove Theorem 6.28 for Big-O notation.

6.1.4 Proofs using limits

So far we have used the definitions of the various notations in all of our proofs. The following
theorem provides another technique that is often much easier, assuming you understand and are
comfortable with limits.

Theorem 6.50. Let f(n) and g(n) be functions such that

im M =
nl—>oo g(n) =

Then
1. If A=0, then f(n) = O(g(n)), and f(n) # O(g(n)). That is, f(n) = o(g(n)).
2. If A= o0, then f(n) =Q(g(n)), and f(n) # O(g(n)). That is, f(n) =w(g(n)).
3. If A#0 is finite, then f(n) = O(g(n)).

If the above limit does not exist, then you need to resort to using the definitions or using some
other technique. Luckily, in the analysis of algorithms the above approach works most of the time.
Before we see some examples, let’s review a few limits you should know.
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Theorem 6.51. Let a and ¢ be real numbers.

(a) lim a=a

n—0o0
(b) If a >0, li_)m n® = 0o
(c) Ifa<0,nh_>rrolon =0
(d) Ifa>1, li_)m a" = oo

(e) If0<a<1, li_>m a" =0

(f) If ¢>0, li_)m log.n = 0.

Example 6.52. The following are examples based on Theorem 6.51.

(a) lim 13 =13

n—o0

BF 2ot

(¢) lim n* =00
n—o0

(d) lim n'/? =0
n—0o0

e -2
O =t

® Jim (3) =0

(g) lim 2" =o0

n— o0

(h) nh_)rrgo logyn = 00

Now it’s your turn to try a few.

Then
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% Exercise 6.53. Evaluate the following limits

(a) lim logign =

(b) lim n® =

n—o0

(¢) lim 3" =

n—o0
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@ i (5) =

. -1 _
0 Bxgn =

(g) lim 8675309 =

n—oo

Example 6.54. Prove that 5n® = ©(n®) using Theorem 6.50.

Solution: Notice that g

n—oo N n—oo

so f(n) = ©(n®) by Theorem 6.50 (case 3).

The following theorem often comes in handy when using Theorem 6.50.

Theorem 6.55. If lim f(n) = oo, then lim L =0.
n—00 n—00 f(n)

Example 6.56. Prove that n? = o(n*) using Theorem 6.50.

Solution: Notice that
n? 1
lim — = lim — =0,
n—oo N n—oo N

so f(n) = o(n*) by Theorem 6.50 (case 1).

% Question 6.57. The proof in the previous example used Theorems 6.51 and 6.55. How and
where?

Answer
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% Exercise 6.58. Prove that 37% = (z?) using Theorem 6.50. Which case did you use?

Here are a few more useful properties of limits. Read carefully. These do not apply in all
situations.

Theorem 6.59. Let a be a finite real number and let lim f(n) = A and lim g(n) = B, where
n—o0 n—oo

A and B are finite real numbers. Then
(¢) lim af(n)=aA

(b) li_>m f(n)£gn)=A+B

(¢) lim f(n)g(n) = AB

o f) A
() fB#0, Im “08 =5

We usually use the results from the previous theorem without explicitly mentioning them.
Example 6.60. Find a tight bound on f(z) = 2® + 727 — 102° — 22* + 322 — 17 using
Theorem 6.50.

Solution: We guess (or know, if we remember the solution to Example 6.40) that f(x) = ©(x%).
To prove this, notice that

17 8 72" 102°  2z* 322 17
lim 284727—1025— 2244322 — = lim - + = — —% T or °f
e 8 e 789 | o 28 28 T8 T 8
I 7 10 2 3 17
= x x3 x4 6 28

— 140-0-04+0-0=1
Thus, f(z) = ©(2®) by the Theorem 6.50.

Compare the proof above with the proof given in Example 6.40. It should be pretty obvious that
using Theorem 6.50 makes the proof a lot easier. Let’s see another example that lets us compare
the two proof methods.
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Example 6.61. Prove that f(z) = x* — 2323 + 1222 + 1520 — 21 = O(z%).

Proof #1
We will use the definition of ©. It is clear that when = > 1,

2t — 2323 + 1222 + 152 — 21 < 2 + 1222 + 152 < 2% + 122* + 152 = 2822,

Also, if x > 88, then %ZE4 > 4423 or —44x3 > —%x‘l, so we have that

1
x4—2m?+nx?+wx—21zx4—2hﬁ—212x4—zm3—mw3:x4—@m3z§m€
Thus 1

59@4 < 2t — 2323 + 1222 + 152 — 21 < 28z, for all z > 88.
We have shown that f(z) = z* — 2323 + 1222 + 152 — 21 = O(a?). O

If you did not follow the steps in this first proof, you should really review your
algebra rules.

Proof #2
Since
ozt — 2323 + 1222 + 152 — 21 oozt 2323 1222 15z 21
lim = i —s=———dt—t—F—==
T—00 x4 z00 g4 4 x4 x4 x4
B 23 12 15 21
~ b z z2 x5 ot
= lim1-0+04+40-0=1,
r—r00
f(z) = z* — 2323 + 1222 + 152 — 21 = O(z*) O

Example 6.62. Prove that n(n + 1)/2 = O(n?) using Theorem 6.50.

1)/2 2 1 1
Proof: Because lim M = lim e = lim — 4+ —
n—00 n3 n—oo 2n3 n—oo 2n o2n2

n(n +1)/2 = o(n3), which implies that n(n + 1)/2 = O(n?).

=0+0=0,

*Exercise 6.63. Prove that n(n + 1)/2 = ©(n?) using Theorem 6.50.
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* Exercise 6.64. Prove that 2* = O(3%)

(a) Using Theorem 6.50.

(b) Using the definition of Big-O.

Now is probably a good time to recall a very useful theorem for computing limits, called
I’Hopital’s Rule. The version presented here is restricted to limits where the variable approaches
infinity since those are the only limits of interest in our context.

Theorem 6.65 ('Hopital’s Rule). Let f(z) and g(z) be differentiable functions. If

lim f(z)= lim g(z) =0 or

T—00 T—00

lim f(z) = lim g(z) = oo,

T—00 T—r00

then .
lim _f(a:) = lim f(z)
z—o0 g(x) z—o0 ¢’ ()
Example 6.66. Since lim 3z = oo and lim 22 = oo,
—r00 T—>r00
.3z . S,
mh—>Holo po i :Eh—>Holo % (PHopital)
3 . 1
3
= =0
2
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Example 6.67. Since lim 322 + 42 — 9 = 0o and lim 12z = oo,
T—00

T—r00
2+ 4x — 4
lim Joitdr =9 lim b + (PHopital)
R W
= he2 '3
= 00
Now let’s apply it to proving asymptotic bounds.
Example 6.68. Show that logz = O(x).
Proof: Notice that
. logzx .3 :
lim = lim £ (I'Hopital)
T=00 X z—oo 1
Rt
= lim — =0.
T—00 I
Therefore, logx = O(x). O

We should mention that applying I’Hopital’s Rule in the first step is legal since

lim logx = lim z = oo.
T—00 T—00

Example 6.69. Prove that 23 = O(27).
Proof: Notice that

. . 3z e
22y = SRrEny (Porte)

. 6x T

. 6 , .
= 0.

Therefore, 23 = O(2%).

As in the previous example, at each step we checked that the functions on both the
top and bottom go to infinity as n goes to infinity before applying I’'Hopital’s Rule.
Notice that we did not apply it in the final step since 6 does not go to infinity. [
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% Evaluate 6.70. Prove that 7% is an upper bound for 5%, but that it is not a tight bound.

Proof |: This is true if and only if T¢ always arows faster than S5* which
means T*—5* > O for all x # O. I# it is a tight Bound, then T*—5* = O, which
is only true for x = 0. So T is an upper Bound on S, put NOt a ticht Bound.

Evaluation

5 . loaS
Proot 2 lim — = lim xlos
x—o0 ¢ x—o00 Xl0oa 1

faster, showing that S5 = O(T).

. Both o to infinity, But xloa1 gets there

Evaluation

% X
Proot 3:  lim - lina (1> = oo since 1/S > 1 Thus S = O(T) By the limit

x—00 DX x—o00 \D
theorem.

Evaluation

We should mention that it is important to remember to verify that I’'Hopital’s Rule applies before
just blindly taking derivatives. You can actually get the incorrect answer if you apply it when it
should not be applied.

Example 6.71. Find and prove a simple tight bound for v/5n? — 4n + 12.

Solution: We will show that v/5n? — 4n + 12 = ©(n). Since we are letting n go
to infinity, we can assume that n > 0. In this case, n = Vn2. Using this, we can

see that
Von? —4 12 5n2 — 4 12 4 12
i SO AR R gy SEEERRRE s o f o B o R
n—00 n n—00 n2 n—00 n n2

Therefore, v5n? — 4n + 12 = O(n).
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*Exercise 6.72. Find and prove a good simple upper bound on nIn(n? 4+ 1) + n?Inn.

(a) Using the definition of Big-O.

(b) Using Theorem 6.50. You will probably need to use 'Hopital’s Rule a few times.
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Example 6.73. Find and prove a simple tight bound for nlog(n?) + (n — 1)?log(n/2).

Solution: First notice that
nlog(n?) + (n — 1)*log(n/2) = 2nlogn + (n — 1)*(logn — log 2).

We can see that this is ©(n?logn) since

lim nlog(n?) + (n —1)%log(n/2) lim 2nlogn + (n — 1)?(logn — log 2)
n—co n2logn om0 n?logn
2 —1)? (log n — log 2
_ lim_Jr(n2)(ogn 0g2)
n—oo N n 10gn

2
~ lim 2+(1_1> <1—1°g2>
n—00 1 n logn

= 04+ (1-0%1-0)=1.

*Exercise 6.74. Find and prove a simple tight bound for (n? —1)5. You may use either the
formal definition of © or Theorem 6.50. (The solution uses Theorem 6.50.)
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Exercise 6.75. Find and prove a simple tight bound for 2"*! + 57!, You may use either
the formal definition of © or Theorem 6.50. (The solution uses Theorem 6.50.)
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6.2 Common Growth Rates

In this section we will take a look at the relative growth rates of various functions.

. . 1 1 2 3 27L
Figure 6.1 shows the value of several functions for 5) %2078 ZL L ng nl nl 5
various values of n to give you an idea of their 1.000 2| 1.39| 4 3 4
relative rates of growth. The bottom of the table 1.585 3| 3.30 9 27 8
is labeled relative to the last column so you can 2.000 41 5.55) 16 64 16

2.321 5 8.05 25 125 32
get a sense of how slow log, m and logs(log, m) o 585 6l | 38! o216 64
grow. For instance, the final row is showing 2.807 7113.62 | 49 | 343 128
that log,(262144) = 18 and log,(log,(262144)) = 3.000 8] 16.64 | 64| 512 256
4.170. 3.170 9]19.78 | 81| 720| 512

. . 3.321 10 | 23.03 | 100 | 1000 1024
Figures 6.2 and 6.3 demonstrate that as n in- 3 460 11126 38 | 121 | 1331 9018
creases, the constants and lower-order terms do 3.585 12 1 29.82 | 144 | 1728 | 4096
not matter. For instance, notice that although 3.700 13 | 33.34 | 169 | 2197 8192
100n is much larger than 2™ for small values of n, 3.807 14| 36.95 | 196 | 2744 | 16384
as n increases, 2" quickly gets much larger than 3.907 151/40.62 ) 225 1 3375 | 32768

L. . . . 4.000 16 | 44.36 | 256 | 4096 65536

100n. Similarly, in Figure 6.3, notice that when 4. 087 17 1 48.16 | 289 | 4913 | 131072
n =74, n® and n> + 234 are virtually the same. 4.170 18 | 52.03 | 324 | 5832 | 262144
log, logo m | logo m m

Figure 6.1: A comparison of growth rates

n | 100n | n? | 11n? n® 2" n n? | n®—n|n®>+99 n® | n® 4234
1 100 1 11 1 2 2 4 2 103 8 242
2 200 4 44 8 4 6 36 30 135 216 450
3 300 9 99 27 8 10 100 90 199 1000 1234
4 400 16 176 64 16 14 196 182 295 2744 2978
5 500 | 25 275 125 32 18 | 324 306 423 5832 6066
6 600 | 36 396 | 216 64 22 | 484 462 583 10648 10882
7 700 49 539 343 128 26 676 650 775 17576 17810
8 800 | 64 704 | 512 256 30 | 900 870 999 | 27000 27234
9 900 | 81 891 729 512 34 | 1156 1122 1255 39304 39538
10 | 1000 | 100 | 1100 | 1000 1024 38 | 1444 1406 1543 54872 55106
11 | 1100 | 121 | 1331 | 1331 2048 42 | 1764 1722 1863 74088 74322
12 | 1200 | 144 | 1584 | 1728 4096 46 | 2116 2070 2215 97336 97570
13 | 1300 | 169 | 1859 | 2197 8192 50 | 2500 2450 2599 | 125000 125234
14 | 1400 | 196 | 2156 | 2744 16384 54 | 2916 2862 3015 | 157464 157698
15 | 1500 | 225 | 2475 | 3375 32768 58 | 3364 3306 3463 | 195112 195346
16 | 1600 | 256 | 2816 | 4096 65536 62 | 3844 3782 3943 | 238328 238562
17 | 1700 | 289 | 3179 | 4913 | 131072 66 | 4356 4290 4455 | 287496 287730
18 | 1800 | 324 | 3564 | 5832 | 262144 70 | 4900 4830 4999 | 343000 343234
19 | 1900 | 361 | 3971 | 6859 | 524288 74 | 5476 5402 5575 | 405224 405458
Figure 6.2: Constants don’t matter Figure 6.3: Lower-order terms don’t matter

Figures 6.4 through 6.8 give a graphical representation of relative growth rates of functions. In
these diagrams, ** means exponentiation. For instance, x**2 means z°.
It is important to point out that you should never rely on the graphs of functions to determine

relative growth rates. That is the point of Figures 6.6 and 6.7. Although graphs sometimes give
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Slow Growing Functions Polynomial Functions
250 T 7 T T T 40000 Hi T T T
i 35000 { 1
200 ; 30000 - ; 1
150 - i 25000 1
e 20000 1
oo S e 1 15000 - il
‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘‘ 10000 | B ]
""""""""""" 5000 - ) 1
3 . 0 st RTTILA . g T
0 5 10 15 20 25 30 35 40 0 5 10 15 20 25 30 35 40
Figure 6.4: Slow growing functions. Figure 6.5: Polynomials.
Fast Growing Functions Part 1 Fast Growing Functions Part 2
5000 w w w T 500000 w
4500 | XS mmn 450000 |
4000 x¥4 1 400000
25X
3500 r i 1 350000 [
3000 r 1 300000 [
2500 r 1 250000 [
2000 r 1 200000 [
1500 - 1 150000
1000 100000 r
500 [ 50000 r
0 - 0 :
0 2 0 5
Figure 6.6: Polynomials and an exponential. It Figure 6.7: Polynomials and an exponential with
looks like 2* grows faster than 2%, but see Fig 6.7. larger n. Clearly 2" grows faster than n?.

Why Constants and Non-Leading Terms Don’t Matter
4e+08 T T T T T H
1000000*x ===~
3.5e+08 300000*x**2 + 300*X —F -
2**X ------------ B
3e+08 i
2.5e+08 - :
2e+08 [
1.5e+08 |
1e+08 |
5e+07 [

0

0 5 10 15 20 25 30

Figure 6.8: Notice that as n gets larger, the
constants eventually matter less.

you an accurate picture of the relative growth rates of the functions, they might just as well present
a distorted view of the data depending on the values that are used on the axes. Instead, you should
use the techniques we develop in this section.

Next we present some of the most important results about the relative growth rate of some
common functions. We will ask you to prove each of them. Theorems 6.50 and 6.65 will help
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you do so. You will notice that most of the theorems are using little-o, not Big-O. Hopefully you
understand the difference. If not, review those definitions before continuing.
We begin with something that is pretty intuitive: higher powers grow faster than lower powers.

Theorem 6.76. Let a < b be real numbers. Then n® = o(n?).

Example 6.77. According to Theorem 6.76, n? = o(n?) and n® = o(n>?!).

* Exercise 6.78. Prove Theorem 6.76. (Hint: Use Theorem 6.50 and do a little algebra before
you try to compute the limit.)

The next theorem tells us that exponentials with different bases do not grow at the same rate.
More specifically, the higher the base, the faster the growth rate.

Theorem 6.79. Let 0 < a < b be real numbers. Then a™ = o(b").

Example 6.80. According to Theorem 6.79, 2" = o(5") and 4" = o(4.5").

*Exercise 6.81. Prove Theorem 6.79. (See the hint for Exercise 6.78.)
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Recall that a logarithmic function is the inverse of an exponential function. That is, b* = n is
equivalent to x = log, n. The following identity is very useful.

Theorem 6.82. Let a, b, and x be positive real numbers with a # 1 and b # 1. Then

_ log, @

1 = .
%a® log; a

Example 6.83. Most calculators can compute Inn or log;yn, but are unable to compute
logarithms with any given base. But Theorem 6.82 allows you to do so. For instance, you can
compute logy 39 as log;, 39/ logq 2.

Notice that the formula in Theorem 6.82 can be rearranged as (log, a)(log, ) = log, x. This
form should make it evident that changing the base of a logarithm just changes the value by a
constant amount. This leads to the following result.

Corollary 6.84. Let a and b be positive real numbers with a # 1 and b # 1.
Then log, n = O(log,n).

Proof:  Follows from the definition of © and Theorem 6.82. O

Example 6.85. According to Corollary 6.84, logo n = ©(log o n) and Inn = ©(logy n).

Corollary 6.84 is stating that all logarithms have the same rate of growth regardless of their
bases. That is, the base of a logarithm does not matter when it is used in asymptotic notation.
Because of this, the base is often omitted in asymptotic notation. In computer science, it is usually
safe to assume that the base of logarithms is 2 if it is not specified.

*Exercise 6.86. Indicate whether each of the following is true (T) or false (F).

(a) 2" =06(3")

(b) 2" = o(3")

(c) __3"=0(2")

(d) ___loggn = O(logyn)

(e) ___logyn = O(logzn)

(f) __logion = o(loggn)

Next we see that logarithms grow slower than positive powers of n.
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Theorem 6.87. Let b > 0 and ¢ > 1 be real numbers. Then log,.(n) = o(n®).

Example 6.88. According to Theorem 6.87, logyn = o(n?), logygn = o(n'0h)

o(v/).

,and Inn =

* Exercise 6.89. Prove Theorem 6.87. (Hint: This is easy if you use Theorems 6.50 and 6.65)

More generally, the next theorem states that any positive power of a logarithm grows slower
than any positive power of n. Since this one is a little tricky, we will provide the proof. In case
you have not seen this notation before, you should know that log® n means (logn)®, which is not
the same thing as log(n®).

Theorem 6.90. Let a >0, b >0, and ¢ > 0 be real numbers. Then log%(n) = o(n). In other
words, any power of a log grows slower than any polynomial.

Proof:  First, we need to know that if a > 0 is a constant, and li_>m f(n)=20C,
then "
Jim (7)) = (lim_f(n))" = C*.
Using this and the limit computed in the proof of Theorem 6.87, we have that
i 08e(m) _ (logc(n)) _ (hm 10gc(n)> 0o

n—00 nb n—00 nb/a n—00 nb/a

Thus, Theorem 6.50 tells us that log?(n) = o(n?). O

Example 6.91. According to Theorem 6.90, logi n = o(n?), In'%n = o(y/n), and

1
log160007000 n = O(n.OOOOOOOI).

Finally, any exponential function with base larger than 1 grows faster than any polynomial.
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Theorem 6.92. Let a > 0 and b > 1 be real numbers. Then n® = o(b™).

Example 6.93. According to Theorem 6.92, it is easy to see that n? = 0(2"), n'® = o(1.5"),
and n190%:000 — 4(1.0000001™).

There are several ways to prove Theorem 6.92, including using repeated applications of ’'Hopital’s
rule, using induction, or doing a little algebraic manipulation and using one of several clever tricks.
But the techniques are beyond what we generally need in the course, so we will omit a proof (and,
perhaps more importantly, we will not ask you to provide a proof!).

% Fill in the details 6.94. Fill in the following blanks with ©, Q, O, or 0. You should give
the most precise answer possible. (e.g. If you put O, but the correct answer is o, your answer
is correct but not precise enough.)

(a) n(n—1)=_____ (500n2).
(b) 50n2=___  (.001n*).

() logyn=___ (Inn).

(d) logy (n*) = (log3(n)).
(e) "1 = (2")

(f) 5" =____ (3"

(i) log!®n = (1.01™).

(i) log'®n =

An alternative notation for little-o is <. In other words, f(n) = o(g(n)) iff f(n) < g(n). This
notation is useful in certain contexts, including the following comparison of the growth rate of com-
mon functions. The previous theorems in this section provide proofs of some of these relationships.
The others are given without proof.
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Theorem 6.95. Here are some relationships between the growth rates of common functions:
c<logn < log*n < vVn<n<nlogn <n't < n?<nd<n®<2"<3"<nl<n®

You should convince yourself that each of the relationships given in the previous theorem is
correct. You should also memorize them or (preferably) understand why each one is correct so you
can ‘recreate’ the theorem.

*Exercise 6.96. Give a © bound for each of the following functions. You do not need to
prove them.

(a) f(n) =nd+n3+1900 +n" + 21n + n?

(b) f(n) = (n*+23n +19)(n? + 23n + n® 4+ 19)n® (Don’t make this one harder than it is)

(¢) f(n)=mn2+ 10,000n + 100,000,000, 000

(d) f(n) =49 2" + 34 % 3"

(e) f(n)=2"4+n>+n?

(f) f(n) =nlogn + n?

(g) f(n) = 1log3% n 4 1000001

(h) f(n) =nllogn +n"™+ 3"
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* Exercise 6.97. Rank the following functions in increasing rate of growth. Clearly indicate
if two or more functions have the same growth rate. Assume the logs are base 2.

z, 2, 2% 10000, log®®z, 5 logx, o83 000001 3T glog(z), log(x390),

I

log(2%)
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6.3 Algorithm Analysis

The overall goal of this chapter is to deal with a seemingly simple question: Given an algorithm,
how good is it? 1 say “seemingly” simple because unless we define what we mean by “good”, we
cannot answer the question. Do we mean how elegant it is? How easy it is to understand? How
easy it is to update if/when necessary? Whether or not it can be generalized?

Although all of these may be important questions, in algorithm analysis we are usually more
interested in the following two questions: How long does the algorithm take to run, and how much
space (memory) does the algorithm require. In fact, we follow the tradition of most books and focus
our discussion on the first question. This is usually reasonable since the amount of memory used
by most algorithms is not large enough to matter. There are times, however, when analyzing the
space required by an algorithm is important. For instance, when the data is really large (e.g. the
graph that represents friendships on Facebook) or when you are implementing a space-time-tradeoff
algorithm.

Although we have simplified the question, we still need to be more specific. What do we mean
by “time”? Do we mean how long it takes in real time (often called wall-clock time)? Or the actual
amount of time our processor used (called CPU time)? Or the exact number of instructions (or
number of operations) executed?

* Question 6.98. Why aren’t wall-clock time and CPU time the same?

Answer

Because the running time of an algorithm is greatly affected by the characteristics of the com-
puter system (e.g. processor speed, number of processors, amount of memory, file-system type,
etc.), the running time does not necessarily provide a comparable measure, regardless of whether
you use CPU time or wall-clock time. The next question asks you to think about why.

% Question 6.99. Sue and Stu were competing to write the fastest algorithm to solve a
problem. After a week, Sue informs Stu that her program took 1 hour to run. Stu declared
himself victorious since his program took only 3 minutes. But the real question is this: Whose
algorithm was more efficient? Can we be certain Stu’s algorithm was better than Sue’s?
Explain. (Hint: Make sure you don’t jump to any conclusion too quickly. Think about all of
the possibilities.)

Answer

The answer to the previous question should make it clear that you cannot compare the running
times of algorithms if they were run on different machines. Even if two algorithms are run on the
same computer, the wall-clock times may not be comparable.
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% Question 6.100. Why isn’t the wall-clock time of two algorithms that are run on the same
computer always a reliable indicator of their relative performances?

Answer

In fact, if you run the same algorithm on the same machine multiple times, it will not always
take the same amount of time. Sometimes the differences between trial runs can be significant.

% Question 6.101. If two algorithms are run on the same machine, can we reliably compare
the CPU-times?

Answer

So the CPU-time turns out to be a pretty good measure of algorithm performance. Unfortu-
nately, it does not really allow one to compare two algorithms. It only allows us to compare specific
implementations of the algorithms. It also requires us to implement the algorithm in an actual
programming language before we even know how good the algorithm is (that is, before we know if
we should even spend the time to implement it).

But we can analyze and compare algorithms before they are implemented if we use the number
of instructions as our measure of performance. There is still a problem with this measure. What is
meant by an “instruction”? When you write a program in a language such as Java or C++, it is not
executed exactly as you wrote it. It is compiled into some sort of machine language. The process
of compiling does not generally involve a one-to-one mapping of instructions, so counting Java
instructions versus C++ instructions wouldn’t necessarily be fair. On the other hand, we certainly
do not want to look at the machine code in order to count instructions—machine code is ugly.
Further, when analyzing an algorithm, should we even take into account the exact implementation
in a particular language, or should we analyze the algorithm apart from implementation?

O.K., that’s enough of the complications. Let’s get to the bottom line. When analyzing
algorithms, we generally want to ignore what sort of machine it will run on and what language
it will be implemented in. We also generally do not want to know ezxactly how many instructions
it will take. Instead, we want to know the rate of growth of the number of instructions. This is
sometimes called the asymptotic running time of an algorithm. In other words, as the size of the
input increases, how does that affect the number of instructions executed? We will typically use
the notation from Section 6.1 to specify the running time of an algorithm. We will call this the
time complezxity (or often just complezity) of the algorithm.

6.3.1 Analyzing Algorithms

Given an algorithm, the size of the input is exactly what it sounds like—the amount of space
required to specify the input. For instance, if an algorithm operates on an array of size n, we
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generally say the input is of size n. For a graph, it is usually the number of vertices or the number
of vertices and edges. When the input is a single number, things get more complicated for reasons
I do not want to get into right now. We usually don’t need to worry about this, though.

Algorithm analysis involves determining the size of the input, n, and then finding a function
based on n that tells us how long the algorithm will take if the input is of size n. By “how long”
we of course mean how many operations.

Example 6.102 (Sequential Search). Given an array of n elements, often one needs to deter-
mine if a given number val is in the array. One way to do this is with the sequential search
algorithm that simply looks through all of the elements in the array until it finds it or reaches
the end. The most common version of this algorithm returns the index of the element, or —1
if the element is not in the array. Here is one implementation.

int sequentialSearch(int al[]l,int n, int val) {
for(int i=0;i<a.size();i++) {
if(alil==val) {
return i;
}
}
return -1;

}
What is the size of the input to this algorithm?

Solution: There are a few possible answers to this question. The input technically
consists of an array of n elements, the numbers n, and the value we are searching
for. So we could consider the size of the input to be n + 2. However, typically we
ignore constants with input sizes. So we will say the size of the input is n.

In general, if an algorithm takes as input an array of size n and some constant number of other
numeric parameters, we will consider the size of the input to be n.

*Exercise 6.103. Consider an algorithm that takes as input an n by m matrix, an integer
v, and a real number . What is the size of the input?

Answer

Example 6.104. How many operations does sequentialSearch take on an array of size n?

Solution: As mentioned above, we consider n as the size of the input. Assigning
1 = 0 takes one instruction. Each iteration through the for loop increments ¢,
compares ¢ with a. size(), and compares a[i] with val. Don’t forget that accessing
afi] and calling a.size() each take (at least) one instruction. Finally, it takes an
instruction to return the value. If the val is in the array at position k, the algorithm
will take 2 4+ 5k = ©(k) operations, the 2 coming from the assignment i=0 and the
return statement. If val is not in the array, the algorithm takes 2 + 5n = ©(n)
instructions.

This last example should bring up a few questions. Did we miss any instructions? Did we miss
any possible outcomes that would give us a different answer? How exactly should we specify our
analysis?
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Let’s deal with the possible outcomes question first. Generally speaking, when we analyze an
algorithm we want to know what happens in one of three cases: The best case, the average case,
or the worst case. When thinking about these cases, we always consider them for a given value of
n (the input size). We will see in a moment why this matters.

As the name suggests, when performing a best case analysis, we are trying to determine the
smallest possible number of instructions an algorithm will take. Typically, this is the least useful
type of analysis. If you have experienced a situation when someone said something like “it will
only take an hour (or a day) to fix your cell phone,” and it actually took 3 hours (or days), you
will understand why.

When determining the best-case performance of an algorithm, remember that we need to de-
termine the best-case performance for a given input size n. This is important since otherwise every
algorithm would take a constant amount of time in the best case simply by giving it an input of
the smallest possible size (typically 0 or 1). That sort of analysis is not very informative.

Note: When you are asked to do a best-case analysis of an algorithm, remember that it is
implied that what is being asked is the best-case analysis for an input of size n. This actually
applies to average and worst-case analysis as well, but it is easier to make this mistake when
doing a best-case analysis.

Worst case analysis considers what is the largest number of instructions that will execute (again,
for a given input size n). This is probably the most common analysis, and typically the most useful.
When you pay Amazon for guaranteed 2-day delivery, you are paying for them to guarantee a worst-
case delivery time. However, this analogy is imperfect. When you do a worst-case analysis, you
know the algorithm will never take longer than what your analysis specified, but occasionally an
Amazon delivery is lost or delayed. When you perform a worst-case analysis of an algorithm, you
always consider what can happen that will make an algorithm take as long as possible, so it will
never take longer than the worst-case analysis implies.

The average case is a little more complicated, both to define and to compute. The first problem
is determining what “average” means for a particular input and/or algorithm. For instance, what
does an “average” array of values look like? The second problem is that even with a good definition,
computing the average case complexity is usually much more difficult than the other two. It also
must be used appropriately. If you know what the average number of instructions for an algorithm
is, you need to remember that sometimes it might take less time and sometimes it might take more
time—possibly significantly more time.

I sometimes use the term expected running time instead of one of these three. This is almost
synonymous with average case, but when I use this term I am being less formal. Thus, I will not
necessarily do a complete average case analysis to determine what I call the expected running time.
Think of it as being how long an algorithm will usually take. It will typically coincide with either
the average- or worst-case complexity.

Example 6.105. Continuing the sequentialSearch example, notice that our analysis above
reveals that the best-case performance is 7 = ©(1) operations (if the element sought is the first
one in the array) and the worst-case performance is 2 + 5n = ©(n) operations (if the element
is not in the array). If we assume that the element we are searching for is equally likely to
be anywhere in the array or not in the array, then the average-case performance should be
about 2+ 5(n/2) = ©(n) operations. We will do a more thorough average-case analysis of this
algorithm shortly.
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Notice that in the previous example, the average- and worst-case complexities are the same.
This makes sense. We estimate that the average case takes about half as long as the worst case.
But no matter how large n gets, it is still just half as long. That is, the rate of growth of the average
and worst-case running times are the same. Also note the logic we used to obtain the best-case
complexity of ©(1). We did not say the best case was ©(1) because the best-case input was an
array of size one. Instead it is ©(1) because in the best case the element we are searching for is the
first element of the array, no matter how large the array is.

Here is another important question: How do we know we counted all of the operations? As
it turns out, we don’t actually care. This is good because determining the exact number is very
difficult, if not impossible. Recall that we said we wanted to know the rate of growth of an algorithm,
not the exact number of instructions. As long as we count all of the “important” ones, we will get
the correct rate of growth. But what are the “important” ones? The term abstract operation is
sometimes used to describe the operations that we will count. Typically you choose one type of
operation or a set of operations that you know will be performed the most often and consider those
as the abstract operation(s).

Example 6.106. The analysis of sequentialSearch can be done more easily than in the pre-
vious example. We repeat the algorithm here for convenience.

int sequentialSearch(int al[],int n, int val) {
for(int i=0;i<a.size();i++) {
if(alil==val) {
return i;
}
¥
return -1;
}
Notice that the comparison (a[i]==val) is executed as often as any other instruction. Therefore
if we count the number of times that instruction executes, we can use that to determine the
rate of growth of the running time.
In the best case the comparison is executed once (if the element being searched for is the
first one in the array), so the best-case complexity is O(1).
In the worst case the comparison is executed n = ©(n) times (if the element being searched
for is either at the end or not present in the array).
As before, we expect the average case to be about n/2 = ©(n), although in the next example
we will do a more complete analysis.
Notice that we obtained the same answers here as we did above when we tried to take into
account every operation.

Example 6.107. Let’s determine the average-case complexity of sequentialSearch. If we
assume that the element is equally likely to be anywhere in the array, then there is a 1/n
chance that it will be in any given spot. If it is in the first spot, the comparison executes once.
If it is in the second spot, it executes twice. In general it takes k comparisons if it is in the kth
spot. Since each possibility has a 1/n chance, the average expected search time is

" 1 < 1 1 1

E E:_E k:_n(n+ ):n+ = 0O(n).
n n n 2 2

k=1 k=1
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Our analysis simplified things a bit—we didn’t take into account the possibility that the
element was not in the array. To do so, let’s assume the element searched for is equally likely
to be anywhere in the array or not in the array. That is, there is now a 1/(n + 1) chance that
it will be in any of the n spots in the array and a 1/(n + 1) chance that it is not in the array.
(We divide by n + 1 because there are now n + 1 possibilities, each equally likely.) If it is not
in the array, the number of comparisons is n. In this case the expected time would be

n k n 1 n 1 (nn+1) )_n2+3n_

We'll leave it to you to prove that g(?f’l”) = ©O(n). (Use Theorem 6.50 and a little algebra).

The previous example demonstrates how performing an average-case analysis is typically much
more difficult than the other two, even with a relatively simple algorithm. In fact, did we even do it
correctly? Is it a valid assumption that there is a 1/(n 4 1) chance that the element searched for is
not in the array? If we are searching for a lot of values in a small array, perhaps it is the case that
most of the values we are searching for are not in the array. Maybe it is more realistic to assume
there is a 50% chance it is in the array and 50% chance that it is not in the array. I could propose
several other reasonable assumptions, too. As stated before, it can be difficult to define “average.”
In this case it actually doesn’t matter a whole lot because under any reasonable assumptions the
average-case analysis will always come out as O(n).

As you might be able to imagine, things get much more complicated as the algorithms get more
complex. This is one of the reasons that in some cases we will skip or gloss over the details of the
average-case analysis of an algorithm.

It is important to make sure that you choose the operation(s) you will count carefully so your
analysis is correct. In addition, you need to look at every instruction in the algorithm to determine
whether or not it can be accomplished in constant time. If some step takes longer than constant
time, that needs to be properly taken into consideration. In particular, consider function/method
calls and operations on data structures very carefully. For instance, if you see a method call like
insert(x) or get(x), you cannot just assume they take constant time. You need to determine
how much time they actually take.

Note: When you are asked for the complexity of an algorithm, you should do the following
three things:

1. Give the best, average, and worst-case complexities unless otherwise specified. Sometimes
the average case is quite complicated and can be skipped.

2. Give answers in the form of ©(f(n)) for some function f(n), or O(f(n)) if a tight bound is
not possible. The function f(n) you choose should be as simple as possible. For instance,
instead of ©(3n? + 2n + 89), you should use ©(n?) since the constants and lower order
terms don’t matter.

3. Clearly justify your answers by explaining how you arrived at them in sufficient detail.
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Example 6.108. What is the complexity of max(x,y)? Justify your answers.

int max(int x, int y) {
if(x >= y) {
return Xx;
} else {
return y;
}
}

Solution: No matter what, the algorithm does a single comparison followed
by a return statement. Therefore, in the best, average, and worst case, max takes
about 2 operations. Therefore, the complexity is always O(1) (otherwise known as

constant).

% Exercise 6.109. Analyze the following algorithm that finds the maximum value in an array.
Start by deciding which operation(s) should be counted. Don’t forget to give the best, worst,
and average-case complexities.

int maximum(int al[],int n) {
int max = int.MIN_VAL;
for (int i=0; i<n; i++)
max = max(max, al[i]);
return max;

When an algorithm has no conditional statements (like the maximum algorithm from the previous
exercise), or at least none that can cause the algorithm to end earlier, the best, average, and worst-
case complexities will usually be the same. I say usually because there is always the possibility of
a weird algorithm that I haven’t thought of that could be an exception.
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Example 6.110. Give the complexity of the following code.

int q=0;

for (int i=1; i<=n; i++) {
q=q+ix*i;

}

for (int j=1; j<=n; j++) {
qQ=a*J;

}

Solution: This algorithm has two independent loops, each of which do slightly
different things. Thus, we cannot pick a single operation to count. Instead we will
pick the assignment statements that involve ¢q. That is, we will use both q=q+ix*i
and g=q*j. The first assignment executes m times since the first loop executes
for every value of ¢ from 1 to n. The second loop also executes its assignment n
times for the same reason. Since the loops happen one after another, we add the
number of operations, so the total is n+n = 2n assignment statements. Since there
are no conditional statements, this is the best, worst, and average-case number of
assignment statements. Thus, the complexity for all three cases is ©(n).

Example 6.111. Give the complexity of the following code.

double V = 0;
for (int i=1; i<=n; i++) {
for (int j=1; j<=n; j++) {
V=V+A[i]*A[j];
}
}

Solution: Clearly the assignment (V=A[i]*A[j]) occurs the most often. The inner
loop? always executes n times, each time doing one assignment. The outer loop
executes n times, and each time it executes, it executes the inner loop. Therefore
the total time is n-n = ©(n?). This is the best, worst, and average case complexity
since nothing about the input can change what the algorithm does.

Here is another way to think about it. The inner loop executes the assignment
statement n times every time it executes. The first time through the outer loop,
the whole inner loop executes an calls the assignment n times. The second time
through the outer loop, the whole inner loop executes an calls the assignment n
times. This happens all the way until the nth time through the outer loop during
which the whole inner loop executes an calls the assignment n times. Thus, the
total number of times the assignment is called is n+mn+-- -+ n times (where there
are n terms in the sum), which is just n - n. Thus the complexity is ©(n?).

¢ Always analyze from the inside out. The more practice you get, the more it will be obvious that this is the
only way that will consistently work.

Sometimes people mistakenly think the algorithm Example 6.110 takes ©(n?) operations. id
But it is not executing one loop inside another loop. It is executing one loop n times followed by
another loop n times. On the other hand, the algorithm in Example 6.111 does not take n + n
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operations. It is not executing one loop n times followed by another loop n times. It is executing
one loop n times, and each of those n times it is executing another loop that takes n time.

Here is an analogy. If you climb a flight of 10 stairs followed by another flight of 10 stairs, you
climbed a total of 10+ 10 = 20 stairs. Now assume you go into a building that has 10 floors. There
are 10 steps between floors (so it takes 10 steps to get from floor 1 to 2, etc.) If you climb to the
top of the building, how many stairs did you climb? It is 10 + 10 + - -- + 10 (where there are 10
terms in the sum), which is 100 = 10?. How does this relate to the previous examples? Simple. In
the first case, you executed:

for(stair 1 through 10)
climb stair

for(stair 1 through 10)
climb stair

and in the second case you executed:

for(floors 1 through 10)
for(stair 1 through 10)
climb stair

Do you see the resemblance to the code from Examples 6.110 and 6.1117 And do you see how we
are really performing the same analysis?

It is important to be careful not to jump to conclusions when analyzing algorithms. For instance,
a double-nested for-loop should always take ©(n?) to execute, right?

% Exercise 6.112. What is the worst-case complexity of the following algorithm?

int k=50;
for (i = 0; i < n; i ++) {
for (j = 0; j < k; j ++) A
alil[j] = bl[il[j] * x;
}

If you read the solution to the previous exercise (which you definitely should have—always read
the solutions!), you will see that you need to be careful not to jump to conclusions too quickly. A
double-nested loop does not always mean an algorithm takes ©(n?) time. But does it guarantee it
will take O(n?) (in other words, no more than quadratic time)?
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% Exercise 6.113. What is the worst-case complexity of the following algorithm?

for (i = 0; i < n; i ++) {
for (j = 0; j < mn*n; j ++) {
alil[j] = b[il[j] * x;
}

6.3.2 Common Time Complexities

We have already discussed the relative growth rates of functions. In this section we apply that
understanding to the analysis of algorithms. That is, we will discuss common time complexities
that are encountered when analyzing algorithms. Let n be the size of the input and k a constant.
We will briefly discuss each of the following complexity classes, which are listed (mostly) in order
of rate of growth.

Constant: ©(k), for example O(1)

Logarithmic: ©(logy, n)

Linear: ©(n)

nlogn: O(nlog,n)
Quadratic: ©(n?)

Polynomial: ©(n*)

Exponential: ©(k™)

Definition 6.114 (Constant). An algorithm with running time ©(1) (or ©(k) for some con-
stant k) is said to have constant complexity. Note that this does not necessarily mean that the
algorithm takes exactly the same amount of time for all inputs, but it does mean that there is
some number K such that it always takes no more than K operations.
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Example 6.115. The following algorithms have constant complexity.

int FifthElement(int A[],int n) int PartialSum(int A[],int n) {
{ int sum=0;

return A[4]; for(int i=0;i<42;i++)
T sum=sum+A[i];

return sum;

}
The algorithm FifthElement just indexes into an array and returns that value. Since array

indexing takes constant time, as does returning a single value, this algorithm clearly takes just
constant time, no matter how large n is.

The algorithm PartialSum might seem to take O(n) time since it contains a loop. But
don’t jump to conclusions too quickly. Notice that the loop executes 42 times, regardless of
how large n might be. All of the other operations (both in and out of the loop) takes constant
time. Thus, the overall complexity is something like ¢ + 42 * co, where ¢; is the time it takes
to do the operations outside the loop, and co is the time it takes to execute the code in the
loop each time it executes, including the comparison and increment in the for loop itself. Since
both ¢; and ¢y are constant, so is ¢; + 42 * co. Thus, the algorithm takes constant time.

% Exercise 6.116. Which of the following algorithms have constant complexity? Briefly
justify your answers.

(a) The AreaTrapezoid algorithm from Example 4.5.

Answer

(b) The factorial algorithm from Example 4.49.

Answer

(¢c) The absoluteValue algorithm from Problem 4.23.

Answer

Definition 6.117 (Logarithmic). Algorithms with running time ©(logn) are said to have
logarithmic complexity. As the input size n increases, so does the running time, but very
slowly. Logarithmic algorithms are typically found when the algorithm can systematically ignore
fractions of the input.
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Example 6.118. In Example 6.162 we will see that binary search has complexity ©(logn).

Definition 6.119 (Linear). Algorithms with running time ©(n) are said to have linear com-
plexity. As n increases, the run time increases in proportion with n. Linear algorithms access
each of their n inputs at most some constant number of times.

Example 6.120. The following are linear algorithms.

void mSumFirstN(int n) {
int sum=0;
for(int i=1;i<=n;i++)
for(int k=1;k<7;k++)
sum = sum + 1i;

void sumFirstN(int n) {
int sum=0;
for (int i=1;i<=n;i++)
sum = sum + 1i;
’ }
It is pretty easy to see that sumFirstN takes linear time since it contains a single for loop
that executes n times and does a constant amount of work each time.
At first glance it may seem that mSumFirstN takes ©(n?) time since it has a double nested
loop. You will think about why it is actually ©(n) in the next question.

* Question 6.121. Why is the complexity of mSumFirstN from the previous example O(n)
and not ©(n?)?

Answer

Definition 6.122 (nlogn). Many divide-and-conquer algorithms have complezxity ©(nlogn).
These algorithms break the input into a constant number of subproblems of the same type,
solve them independently, and then combine the solutions together. Not all divide-and-conquer
algorithms have this complexity, however.

Example 6.123. Two of the most well known sorting algorithms, Quicksort and merge sort,
have an average case complexity of ©(nlogn). We will do a complete analysis of both algorithms
in Chapter 7.

Definition 6.124 (Quadratic). Algorithms with a running time of ©(n?) are said to have
quadratic complexity. As n doubles, the running time quadruples.
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Example 6.125. The following algorithm is quadratic.

int compute_sums(int A[], int n) {
int M[n][n];
for (int i=0;i<n;i++)
for (int j=0;j<n;j++)
MIiJ[j1=A[i]+AL[j];
return M;
}
This one is pretty easy to see since it has double nested loops that each execute n times, and
the amount of work done in the inner loop is constant.

wExercise 6.126. Which of the following algorithms have quadratic complexity? Briefly
justify your answers.

(a) The factorial algorithm from Example 4.49.

Answer

(b) An algorithm that tries to find the smallest element in an array of size n X n by searching
through the entire array.

Answer

% Question 6.127. In a previous course you may have encountered several quadratic sorting
algorithms. Name them. (Note: We will analyze two of them soon.)

Answer

Definition 6.128 (Polynomial). Algorithms with running time ©(n¥) for some constant k are
satd to have polynomial complexity. We call them polynomial-time algorithms. Note
that linear and quadratic are special cases of polynomial. When we say an efficient algorithm
exists to solve a problem, we typically mean a polynomial-time algorithm.

Example 6.129. As we will see in Example 6.150, MatrixMultiply takes ©(n?) time. Since
3 is a constant, that is a polynomial-time algorithm. We will also mention Strassen’s algorithm
that has a complexity of about ©(n?®). That is also a polynomial-time algorithm. It’s actual
complexity is ©(n!o827).
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Definition 6.130 (Exponential). Algorithms with running time ©(k™) for some constant k are
said to have exponential complexity. Since exponential algorithms can only be run for small
values of n, they are not considered to be efficient. Brute-force algorithms are often exponential.

Example 6.131. Since there are 2" binary numbers of length n, an algorithm that lists all
binary numbers of length n would take ©(2") time, which is exponential.

Note: As we have already seen, exponentials with different bases do not grow at the same rate.
Thus, two exponential algorithms do not belong to the same complexity class unless the base of
the exponent is the same. In other words, a™ # ©O(b™) unless a = b.

Let me end on a very important note regarding analysis of algorithms and asymptotic growth
of functions. If algorithm A is faster than algorithm B, then the running time of A is less than
the running time of B. On the other hand, if A’s running time is asymptotically faster than the
running time of B, that means B is a faster algorithm! In other words, the words fast/slow need
to be reversed when discussing algorithm speeds versus the growth of the functions. Put simply:
A faster growing complexity means a slower algorithm, and vice-versa.

6.3.3 Basic Sorting Algorithms

In this section we will analyze algorithms that are slightly more complex than the previous examples.
All of these algorithms take a list of n integers and places them in ascending order. This is referred
to as sorting the lists. This idea of course can be expanded to any type of list as long as there is
a clear way to compare the elements to determine which is larger. If you have previously taken a
data structures course, you should be familiar with these algorithms. In case you haven’t had such
a course, we provide very brief descriptions of the algorithms. But our focus here is on determining
how efficient the algorithms are, not on exactly how the algorithms work.

Example 6.132. The bubblesort algorithm is one of the first sorting algorithms that students
learn about. Here is one implementation of the algorithm.

void bubblesort(int al],int n) {
for(int i=n-1;i>0;i--) {
for(int j=0;j<i;j++) {
if (aljl > alj+11) {
swap(a,j,j+1);
}

}
}

If you have seen bubblesort previously, hopefully you know by now that you should never
use it. It is one of the worst sorting algorithms. Because of this, we won’t even describe the
algorithm here and just focus on analyzing it.

Find the complexity of bubblesort, where n is the size of the array a.

Solution: First, notice that the input size is n since we are sorting an array with
n elements.
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Example 4.57 gives an implementation of swap that takes constant time (verify
this!). The conditional statement, including the swap, takes constant time (we’ll
call it ¢, as usual), regardless of whether or not the condition is true. It takes longer
if the condition is true, but it is constant either way—about 3 operations (array
indexing (x2) and comparison) versus about 6 (the swap adds about 3).

The inner loop goes from j = 0 to j = ¢ — 1, so it executes ¢ times and takes ci
time. But what is 47 This is where things get a little more complicated than in the
previous examples. Notice that the outer loop is changing the value of i. We need
to look at this a little more carefully.

1. The first time through the outer loop ¢ = n—1. So the inner loop takes ¢(n—1)
time.

2. The second time through the outer loop ¢ = n — 2. So the inner loop takes
c(n — 2) time.

3. The kth time through the outer loop i« = n—k. So the inner loop takes c(n—k)
time.

4. This goes all the way to the nth time through the outer loop when ¢ = 1 and
the inner loop takes c¢- 1 time.

The outer loop is simply causing the inner loop to be executed over and over again,
but with different parameters (specifically, it is changing the limit on the inner
loop). Thus, we need to add up the time taken for all of these calls to the inner
loop. Doing so, we see that the total time required for bubblesort is

cn—1)+c(n—2)+c(n-3)+---+cl = ¢

= C

(n—1)+ (n-2)+ (n—-3)+---+1)
1+2434+--+(n-1)
n—1
= cy k
k=1
n—1)n

= O(n?

Thus, the complexity (worst, best, and average) of bubblesort is O (n?).

Note: Part way through our analysis of bubblesort we had k as part of our complexity. But
notice that the k did not show up as part of the final complexity. This is because in the context
of the entire algorithm, k has mo meaning. It is a local variable from the algorithm that we
needed to use to determine the overall complexity of the algorithm. The only variables that
should appear in the complexity of an algorithm are those that are related to the
size of the input.



296 Chapter 6

% Question 6.133. In the best case, the code in the conditional statement in bubblesort
never executes. Why does this still result in a complexity of ©(n?)?

Answer

In reality, the best and worst case performance of bubblesort are different—the worst case
is about twice as many operations. But when we are discussing the complexity of algorithms, we
care about the asymptotic behavior—that is, what happens as n gets larger. In that case, the
difference is still just a factor of 2. The best and worst-case complexities have the same growth
rate (quadratic).

Consider how this is different if the best-case complexity of an algorithm is ©(n) and the worst-
case complexity is ©(n?). As n gets larger, the gap between the performance in the best and worst
cases also gets larger. In this case, the best and worst-case complexities are not the same since one
is linear and the other is quadratic.

Note: If an algorithm contains nested loops and the limit on one or more of the inner loops
depends on a variable from an outer loop, analyzing the algorithm will generally involve one
or more summations, as it did with the previous example. As mentioned previously, variables
related to those loops that are used in your analysis (e.g. i, j, k, etc.) should never show up
i your final answer! They have no meaning in that context.

Example 6.134. One of the best simple sorting algorithms is insertionSort. It works much
like one might sort a hand of playing cards. The first card is in order since there is one one.
Compare the second card to the first card and swap if they are out of order. Now the first two
are in order. Now pick up the third card and go down the list and place it where it belongs.
Just keep repeating this process until the whole list is sorter. Here is an implementation of
that idea:

void insertionSort(int al[l, int n) {
for (int i=1;i<n;i++) {
int v=alil;
int j=i-1;
while (j >= 0 && alj]l > v) {
alj+1] = aljl;
j==s
}
alj+1l=v;
}
}
Find the complexity of insertionSort, where n is the size of the array a.

Solution: The code inside the while loop takes constant time. The loop can end
for one of two reasons—if j gets to 0, or if a[jI>v. In the worst case, it goes until
7 = 0. Since j starts out being ¢ at the beginning, and it is decremented in the
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loop, that means the loop executes ¢ times in the worst case.

The for loop (the outer loop) changes the value of i from 1 to n — 1, executing a
constant amount of code plus the while loop each time. So the ith time through the
outer loop takes ¢ + coi operations. We will simplify this to just ¢ operations—you
can think of it as counting the number of assignments in the while loop if you wish.
So the worst-case complexity is

This happens, by the way, if the elements in the array start out in reverse order.

In the best case, the loop only executes once each time because al[j]>v is always
true (which happens if the array is already sorted). In this case, the complexity is
©(n) since the outer loop executes n — 1 times, each time doing a constant amount
of work.

We should point out that if we had done our computations using ¢ + c97 instead of i we
would have arrived at the same answer, but it would have been more work:

n—1 n—1 n—1 n—1 (n o 1)n
22614—62@':Z;cl+2202i:cl-(n—1)+02;i:cl-(n—1)+C2T :@(n2).
1= 1= 1= 1=

The advantage of including the constants is that we can stop short of the final step and get a
better estimate of the actual number of operations used by the algorithm. In other words, if
we want an exact answer, we need to include the constants and lower order terms. If we just
want a bound, the constants and lower order terms can often be ignored.

Note: There are rare cases when ignoring constants and lower order terms can cause trouble
(meaning that it can lead to an incorrect answer) for subtle reasons that are beyond the scope
of this book. Unless you take more advanced courses dealing with these topics, you most likely
won’t run into those problems.

Let’s complicate things a bit by bringing in some basic data structures.

Example 6.135. Consider the following implementation of insertion sort that works on lists
of integers (written using Java syntax).

void insertionSort(List<Integer> A, int n) {
for (int i = 1; i < n; i++) {

Integer T = A.get(i);

int j = i-1;

while (j >= 0 && A.get(j).compareTo(T) > 0) {
A.set(j + 1, A.get(j));
j=s

¥

A.set(j+1, T);
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Note: In some languages the size of the list, n, does not need to be passed in since it can be
obtained with a method call (e.g. A.size() ). We will pass it in just to be clear that the size of
the list is n.

In this implementation A.get (i) retrieves that ith element from the list and A.set(i,x)
sets the ith element of the list to x. Also, A.get (j) .compareTo(T) returns a positive number
if A.get(j) is greater than T, 0 of they are the same, and a negative number otherwise. It is
essentially equivalent to A.get(j) > T.

Give the complexity of this version of insertionSort assuming that the list is an array-
based implementation (e.g. an ArrayList in Java). In case you are not aware from a previous
course, this means that both get and set take constant time. In addition, we will assume that
compareTo always takes constant time (which should be true for any reasonable implementa-
tion).

Solution: Notice that this algorithm is almost identical to the earlier version that
is implemented on an array. Array indexing and assignment are simply replaced
with calls to get and set. Since the time of these calls remains constant, the earlier
analysis still holds. Thus, the algorithm has a complexity of ©(n?).

The following should be review from a previous course. If you have not had a data structures
course, read the solution and just take it as a given.

* Question 6.136. What are the complexities of the methods set (i,x) (set the ith element
of the the list to z) and get (i) (return the ith element of the list) for a linked list, assuming
a reasonable implementation?

Answer

Example 6.137. Analyze the previous insertionSort algorithm assuming that the list is
now a linked list.

Solution: The analysis here is a bit more complicated than we have previously
seen, but we can still do it. We start by analyzing the code inside the while loop.
In the worst case, each iteration of the loop makes two calls to A.get(j) and one
call to A.set(j+1) and a constant amount of other work. The total time for each
iteration is therefore about 2j + (j+1)+c¢=3j+c+1=3j+ ¢, where =c+1
is still just some constant. The index of the while loop starts at j = ¢ and can go
until j = 1 (with j decrementing each iteration). Thus, the complexity of the while
loop is about

)

S0+ ) =33 54 3¢ =98
j=1  j=1

Jj=1

The rest of the code inside the for loop takes constant time, except the one call to
get and one call to set which take time ©(7).* Thus, the code inside the for loop
has complexity ©(i2 + i) = ©(i?). The outer for loop makes i go from 1 to n — 1.
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Thus, the overall complexity is

n—1 n—1
Y e =6 (Zz'?) -9 <(" — 1)”(2(6" i 1)) = 0(nd).
=1 =1

Clearly using a linked list in this implementation of insertion sort is a bad idea.

“Note that there is a tricky part here. It is subtle, but important. The call to set actually takes j as a
parameter. However we cannot use ©(j) as the complexity of this because the j has no meaning in this context.
Therefore we use the fact that 1 < j <4 to instead call it ©(z).

You will get a chance to analyze the third popular basic sorting algorithm, Selection Sort, in
the exercises.

6.3.4 Basic Data Structures

If you have had a previous data structures course, this section should be review. If you have not,
you should probably skip this section since you will be unable to complete the exercises without
understanding the data structures involved.

% Exercise 6.138. For each of the following implementations of a stack, give a tight bound
(using ©-notation, of course) on the expected running time of the given operations, assuming
that the data structure has n items in it before the operation is performed.

Stack array linked list
push

pop
peek

S1ze

% Exercise 6.139. For each of the following implementations of a queue, give a tight bound
on the expected running time of the given operations, assuming that the data structure has n
items in it before the operation is performed.

Queue array linked list | circular array

enqueue

dequeue
first
size
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% Exercise 6.140. For each of the following implementations of a list, give a tight bound on
the expected running time of the given operations, assuming that the data structure has n
items in it before the operation is performed.

List array linked list

addToFront
addToEnd

removelirst

contains

size

isEmpty

* Exercise 6.141. For each of the following implementations of a binary search tree (BST),
give a tight bound on the expected running time of the given operations, assuming that the data
structure has n items in it before the operation is performed. Assume a linked implementations
(rather than arrays). For balanced, assume an implementation like red-black tree or AVL tree.

BST unbalanced | balanced

insert /add
delete/remove

search /contains

maximum

SUCCEeSSOr

wExercise 6.142. Give the average- and worst-case complexity of the following operations
on a hash table (implemented with open-addressing or chaining—it doesn’t matter), assuming
that the data structure has n items in it before the operation is performed.

Hash Table |average| worst

insert /add
delete/remove

search /contains
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6.3.5 More Examples

Before presenting several more examples of algorithm analysis, let’s summarize a few principles
from the examples we have seen so far.

1.

We can usually replace constants with 1. For instance, if something performs 30 operations,
we can say it is constant and call it 1. This is only valid if it really is always 30, of course.

. We can usually ignore lower-order terms. So if an algorithm takes cin + co operations, we

can usually say that it takes n.

. Nested loops must be treated with caution. If the limits in an inner loop change based on

the outer loop, we generally need to write this as a summation.

. We should generally work from the inside-out. Until you know how much time it takes to

execute the code inside a loop, you cannot determine how much time the loop takes.

. Function calls must be examined carefully. Do not assume that a function takes constant

time unless you know that to be true. We already saw a few examples where function calls
did not take constant time, and the next example will demonstrate it again.

. Only the size of the input should appear as a variable in the complexity of an algorithm. If

you have variables like i, j, or k in your complexity (because they were indexes of a loop, for
instance), you should probably rethink your analysis of the algorithm. Loop variables should
never appear in the complexity of an algorithm.

Now it’s time to see if you can spot where someone didn’t follow some of these principles.
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Evaluate 6.143. Consider the following code that computes a® +a' +a? +--- +a"~ 1.

double addPowers(double a, int n) {
if (a==1) {
return n;
} else {
double sum = 0;
for(int i=0;i<n;i++) {
sum += power (a,i);
}
return sum;
}
}
The function power(a,i) computes a’, and takes i operations. Regard the input size as n.

What is the worst-case complexity of addPowers(a,n)?

Solution |1 Since a" is an exponenttial function, the complexity is O(a™.

Evaluation

Solution 2: The worst-case is Nni since power(a,i) takes i time and the for
loop executes N times.

Evaluation

Solution 3: The for loop executes N times. Each tive it executes, it calls
power (a,i), which takes i time. In the worst case, i =n —I, so the complexity

is (n — DN = O(ND.

Evaluation
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% Exercise 6.144. What is the worst-case complexity of addPowers from Evaluate 6.1437
Justify your answer.

* Exercise 6.145. Give an implementation of the addPowers algorithm that takes ©(n) time.
Justify the fact that it takes ©(n) time. (Hint: Why compute a® (for instance) from scratch if
you have already computed a*?)

double addPowers(double a, int n) {

}
Justification of complexity:
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* Exercise 6.146. Give an implementation of the addPowers algorithm that takes ©(n) time
but does not use a loop. Justify the fact that it takes O(n) time. (Hint: This solution should
be much shorter than your previous one.)

double addPowers(double a, int n) {

}
Justification of complexity:

Example 6.147. A student turned in the code below (which does as its name suggests). I
gave them a ‘C’ on the assignment because although it works, it is very inefficient. About how
many operations does their implementation require?

int sumFromMToN(int m, int n) {
int sum = 0;
for(int i=1;i<=n;i++) {
sum = sum + i;
}
for(int i=1;i<m;i++) {
sum = sum - 1i;
}
return sum;

}

Solution: The first loop takes about 1 + 4n operations, and the second loop
takes about 1 4+ 4(m — 1) operations. The first statement and return statement
add 2 operations. So the total number of operations is about 4 + 4n + 4(m — 1) =
4(n+m) =0O(n+m).
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wEvaluate 6.148. Write an ‘A’ version of the method from Example 6.147. You can assume
that 1 < m < n. For each solution, determine how many operations are required and evaluate
it based on that as well as whether or not it is correct.

Solution I:
int sumFromMToN(int m,int n) {
int sum = O;
for(int i=0;i<mn;i++) {
sum = sum + 1i;
}
for(int i=0;i<m;i++) {
sum = sum - i;
}
return sum;
}
Evaluation
Solution 2
int sumFromMToN(int m,int n) {
int sum = 0;
for(int i=m;i<n;i++) {
sum = sum + i;
}
return sum;
}
Evaluation
Solution 3:

int sumFromMToN(int m,int n) {
return (n*(n-1)/2 - m*x(m-1)/2);
}

Evaluation
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% Exercise 6.149. Write an ‘A’ version of the method from Example 6.147. You can assume
that 1 < m < n. Explain why your solution is correct and give its efficiency.

int sumFromMToN(int m,int n) {

}
Justification

Efficiency with justification

Example 6.150. The MatrixMultiply algorithm given below is the standard algorithm used
to compute the product of two matrices. Find the worst-case complexity of MatrixMultiply.
Assume that A and B are n X n matrices.

Matrix MatrixMultiply(Matrix A, Matrix B) {

Matrix C;
for(int i=0 ; i < n; i++) {
for(int j=0 ; j < n ; j++) {
Clil[j]1=0;

for(int k=0 ; k < n ; k++) {
C[il[j] += A[i]l[k]1*B[kI[j];
}
}
}

return C;

Solution: The code inside the inner loop does array indexing, multiplication,
addition, and assignment. All of these together take just constant time. There-
fore, let’s count the number of times the statement C[i] [j1+=A[i] [k]*B[k] [j]
executes. We will ignore the calls to C[i] [j]1=0 since it executes just once every
time the entire middle loop executes, so it has a negligible contribution. Simi-
larly, the statement C[i] [j1+=A[i] [k]*B[k] [j] is called at least as often as any
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of the code in the for loops (i.e. the comparisons and increments) so we will ig-
nore that code as well. The bottom line is that if we count the number of times
C[i] [j1+=A[i] [k]1*B[k] [j] executes, it will give us a tight bound on the complex-
ity of MatrixMultiply.

The inner loop executes the statement n times. The middle loop executes n times,
each time executing the inner loop (which executes the statement n times). Thus,
the middle loop executes the statement n x n = n? times. The outer loop simply
executes the middle loop n times. Therefore the outer loop (and thus the whole
algorithm) executes the statement n xn? = n3 times. Thus, the worst-case complex-
ity of MatrixMultiply is ©(n3). Notice that this is also the best and average-case
complexity since there are no conditional statements in this code.

307

Example 6.151. In Java, the ArrayList retainAll method is implemented as follows (this
code is simplified a little from the actual implementation, but the changes do not affect the com-
plexity of the code). Note that Object[] elementData and int size are fields of ArrayList
whose meaning should be obvious.

public boolean retainAll(Collection<?> c) {

}

boolean modified = false;
int w = 0;
for (int r = 0; r < size; r++) {
if (c.contains(elementDatalr])) {
elementDatal[w++] = elementDatalr];
}
}
if (w '= size) {
for (int i = w; i < size; i++)
elementDatal[i] = null;
size = w;
modified = true;
}

return modified;

Let all be an ArrayList of size n.

(a) What is the complexity of all.retainAll(al2), where al2 is an ArrayList with m ele-

ments?

Solution:  The method call c.contains(elementDatalr]) takes ©(m) time
since ¢ is an ArrayList. The rest of the code in that for loop takes constant
time. Since this is done inside a for loop that executes n times, the first half
of the code takes ©(nm) time. In the worst case (w = 0), the second half of
the code takes ©(n) time. Thus, the worst-case complexity of the method is
©(nm +n) = O(nm).

(b) What is the complexity of all.retainAll(ts2), where ts2 is a TreeSet with m elements?

Solution: The method call c.contains(elementDatalr]) takes ©(logm)
time since c¢ is a TreeSet. The rest of the code in that for loop takes constant
time. Since this is done inside a for loop that executes n times, the first half
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of the code takes ©(nlogm) time. In the worst case (w = 0), the second half
of the code takes O(n) time. Thus, the worst-case complexity of the method is
©(nlogm + n) = O(nlogm).

% Exercise 6.152. Answer the following two questions based on the code from Example 6.151.

(a) What is the complexity of all.retainA11(112), where 112 is a LinkedList with m ele-

ments? Answer

(b) What is the complexity of al1.retainAll (hs2), where hs2 is a HashSet with m elements?

Answer

Example 6.153. In Java, the retainAll method is implemented as follows for LinkedList,
TreeSet, and HashSet.

public boolean retainAll(Collection<?> c) {
boolean modified = false;
Iterator<E> iter = iterator();
while (iter.hasNext()) {
if (!'c.contains(iter.next())) {
iter.remove () ;
modified = true;
}
}
return modified;
}
Assume that the calls iter.hasNext() and iter.next() take constant time. Let tsl be a

TreeSet of size n. Find the worst-case complexity of each of the following method calls.

(a) tsl.retainAl1(al2), where al2 is an ArrayList of size m.

Solution:  The call to iter.remove () takes ©(logn) time since the iterator
is over a TreeSet. The call to contains takes ©(m) time since in this case c is
the ArrayList al2. The other operations in the loop take constant time. Thus,
each iteration of the while loop takes ©(logn +m) time in the worst case (which
occurs if the conditional statement is always true and remove is called every
time). Since the loop executes n times, and the rest of the code takes constant
time, the overall complexity is O(n(logn + m)).

(b) tsl.retainAll (hs2), where hs2 is an HashSet of size m.

Solution: The call to iter.remove() takes ©(logn) time. The call to
contains takes ©(1) time since ¢ is the HashSet hs2. Thus, each iteration
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of the while loop takes O(logn + 1) time and the overall complexity is therefore
O©(n(logn + 1)) = O(nlogn).

wExercise 6.154. Using the setup and code from Example 6.153, determine the complexity
of the following method calls.

(a) tsl.retainA11(112), where 112 is a LinkedList of size m. Answer

(b) tsl.retainAll(ts2), where ts2 is an TreeSet of size m. Answer

It is important to note that the number of examples related to the retainAll method is not
reflective of the importance of this method. It just turns out to be an interesting method to analyze
the complexity of given different data structures.

We end this section with a comment that perhaps too few people think about. Theory and
practice don’t always agree. Since asymptotic notation ignores the comnstants, two algorithms that
have the same complexity are not always equally good in practice. For instance, if one takes 4 - n?
operations and the other 10,000 -n? operations, clearly the first will be preferred even though they
are both ©(n?) algorithms.

As another example, consider matrix multiplication, which is used extensively in many scientific
applications. As we saw, the standard algorithm has complexity ©(n?). Strassen’s algorithm for
matrix multiplication (the details of which are beyond the scope of this book) has complexity
of about ©(n?®). Clearly, Strassen’s algorithm is better asymptotically. In other words, if your
matrices are large enough, Strassen’s algorithm is certainly the better choice. However, it turns
out that if n = 50, the standard algorithm performs better. There is debate about the “crossover
point.” This is the point at which the more efficient algorithm is worth using. For smaller inputs,
the overhead associated with the cleverness of the algorithm isn’t worth the extra time it takes. For
larger inputs, the extra overhead is far outweighed by the benefits of the algorithm. For Strassen’s
algorithm, this point may be somewhere between 75 and 100, but don’t quote me on that. The
point is that for small enough matrices, the standard algorithm should be used. For matrices that
are large enough, Strassen’s algorithm should be used. Neither one is always better to use.

Analyzing recursive algorithms can be a little more complex. We will consider such algorithms
in Chapter 7, where we develop the necessary tools.

6.3.6 Binary Search

Next we analyze the binary search algorithm. If you haven’t seen it before, the concept is simple:
If you want to find something in a sorted list, start by comparing with the middle element. If the
array is empty, the element is not in it. If they are the middle and the element you are searching
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for are the same, you have found what you are looking for. If what you are looking for is smaller
than the middle element, then it is in the first half of the array. If what you are looking for is
bigger than the middle element, then it is in the second half of the array. Now we simply repeat
the process on the appropriate half of the array until we have our answer.

Example 6.155. Here is an implementation of binary search.

int binarySearch(int al[]l, int n, int val) {
int left=0, right=n-1;
while (right-left>=0) {
int middle = (left+right)/2;
if (val==a[middle])
return middle;
else if(val<a[middlel)
right=middle-1;
else
left=middle+1;
}

return -1;

}

You may be familiar with the recursive version of this algorithm instead of this iterative imple-
mentation. In some ways it is more intuitive, but we have not yet covered recursion or the analysis
of recursive algorithms so instead we will analyze the iterative version.

Before we can analyze the algorithm, we need to develop a few useful results that will make
the proof much easier to understand. We start by trying to get you to understand how the binary
representation of n and |n/2] are related to each other.

Example 6.156. How is the binary representation of a number n related to the binary rep-
resentation of |n/2|7 Let’s try some examples. If n =9, |n/2| = 4. Notice that the binary
representation of 9 is 1001 and the binary representation of 4 is 100. If n = 22, [n/2] = 11.
The binary representation of 22 is 10110 and the binary representation of 11 is 1011. Is there
a pattern here? This probably isn’t enough data to be certain yet.

Let’s see if you can find the pattern with just a few more data points.

% Exercise 6.157. Fill in the following table with the binary representations.

n (/2]
decimal binary decimal binary
12 6
13 6
32 16
33 16
118 59
119 59
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* Question 6.158. How are the binary representations of n and [n/2] related?

Answer

Hopefully you observed a clear pattern in the previous exercise. The next theorem formalizes
this idea. We provide a proof of the theorem to make it clear what is going on.

Theorem 6.159. The binary representation of |n/2| is the binary representation of n shifted
to the right one bit. That is, the binary representation of |n/2| is the same as that of n with
the last bit (the lowest order bit) chopped off.

Proof: Let the binary representation of n be Gm@m_1am—2o...asa1ag, where
am =1 (so the highest order bit is a 1). Then

Nn=am 2™ +am_12" 1+ ... +a22%> + a1 2" + ag 2°.
From this we can see that

7/2] = [(@m2™ 4 @m12™ 4.+ a2 4 a1 28 + a9 2°)/2]
= |am2™/2+ am12™ /24 .. a9 2?/2 + a1 21 /2 4+ ag 2°/2]
= |lam2™ ' Fan 12" 2 4.+ a2t +a12° + ap/2]
= 42" P a1 2" 2 an2t a1 20

Notice that in the last step, ag/2 is chopped off by the floor since it is either 0/2
or 1/2 and the other numbers are integers. From this we can see that the binary
representation of |n/2| is amam—1am—2 . ..aza1, which is the binary representation
of n shifted to the right one bit. O

Corollary 6.160. If the number n requires exactly k bits to represent in binary, then |n/2]
requires exactly k — 1 bits to represent in binary.

Proof:  According to Theorem 6.159, the binary representation of |n/2| is the
binary representation of n shifted to the right one bit. Thus it is clear that |n/2]
requires one less bit to represent. O

We need just one more result.

Theorem 6.161. It takes |logy n| + 1 bits to represent n in binary.

Proof: Recall that log.b is defined as “the number that ¢ must be raised to in
order to get b.” That is, if k = log, b, then ¢* = b. Also, it should be clear that 2F
is the smallest number that requires k + 1 bits to represent in binary. (If you are
not convinced of this, write out some binary numbers near powers of two until you
see it.) Let k be the number such that

k=1l < p < 2k, (6.4)
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Since writing 25~ takes k bits and 2F is the smallest number that requires k + 1
bits, it should be clear that n requires exactly k bits to represent in binary. Taking
the logarithm of equation 6.4, we get

logy ok—1 < logy n < logy ok,

which leads to
k—1<logyn < k.

Clearly |logon| = k — 1 since it is an integer. Thus, k = |logon| + 1, so it takes
|logy n| 4+ 1 bits to represent n in binary. O

Now we are ready to analyze binary search.

Example 6.162. We will show that binary search has worst-case complexity ©(logn). More
precisely, we will prove that the while loop executes no more than |[logyn| + 1 times. Here is
the algorithm as a reminder:

int binarySearch(int all, int n, int val) {
int left=0, right=n-1;
while (right-left>=0) {
int middle = (left+right)/2;
if (val==almiddle])
return middle;
else if(val<al[middlel])
right=middle-1;
else
left=middle+1;
}
return -1;
}

Recall that binary search finds the index of a value in a sorted array by comparing the
value being searched for with the middle element of the array. If they are the same, it returns
the index of the element. Otherwise it continues the search in only half of the array. In other
words, it removes from consideration half of the array at each iteration. Which half depends
on whether the search value was greater than or less than the middle value.

Since the code inside the while loop takes a constant amount of time, the complexity of
binary search depends only on the number of iterations of the loop. Clearly the worst case is
when a value is not in the array since otherwise the loop ends early with the return statement.
Thus we will assume the value is not in the array.

Notice that the value right-left is the number of entries of the array that are still under
consideration by the algorithm. The loop executes until right-left < 0. Before the first
iteration, right-left = n. During each iteration, either right or left is set to the middle
value between right and left (plus or minus 1). So after the first iteration, right-left
< |n/2]. In other words, the algorithm has discarded at least half of the entries of the array.
During each subsequent iteration, right-left continues to be no more than the floor of half
of its previous value, so the algorithm continues to discard half of the entries of the array each
time through the loop.

According to Corollary 6.160, each iteration of the loop reduces the number of bits used
to represent right-left by one. According to Theorem 6.161, it takes |logon| + 1 bits to



Algorithm Analysis 313

represent n in binary, and right — left started out as n. Therefore, after |log,n| iterations
through the loop, right-left becomes 1, and the next iterations ensures that right-left
becomes negative and the loop terminates (check this!). Since the loop executes at most
|logs n| + 1 times, the worst-case complexity of binary search is ©(logn).
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6.4 Reading Comprehension Questions

From Section 6.1
% Question 6.1. In words, what does f(n) = O(g(n)) mean? What does f(n) = ©(g(n)) mean?
* Question 6.2. Assume f(n) = O(g(n)).

(a) Does that mean f(n) < g(n) for all values of n? Explain. (Hint: A complete answer should
bring up two things.)

(b) Does that mean that f(n) < cg(n) for some constant ¢ and for all values of n? Explain.
(c) Is it possible that g(10) (for instance) is a lot smaller than f(10)? Explain.

* Question 6.3. If f(n) = O(g(n)), does that imply that f(n) = ©(g(n))? If so, explain why. If
not, give an example of functions f and g such that f(n) = O(g(n)) but f(n) # O(g(n)).

* Question 6.4. If f(n) = ©(g(n)), does that imply that f(n) = O(g(n))? If so, explain why. If
not, give an example of functions f and g such that f(n) = O(g(n)) but f(n) # O(g(n)).

* Question 6.5. Explain the difference between f(n) = o(g(n)) and f(n) = O(g(n)).

* Question 6.6. If you know that f(n) = ©(g(n)), does that give you more, less, or the same
amount of information about the relationship between f and g than if you knew that f(n) =
O(g(n))? Explain.

% Question 6.7. Give two different proofs that 7n3 + 4n? — 8n + 27 = O(n3). (Do not forget to
use Theorem 6.18 when necessary.)

* Question 6.8. Prove that 3" = o(3.1").
From Section 6.2

% Question 6.9. Explain why nlogn grows faster than cn for any constant ¢ > 0. That is, explain
why cn = o(nlogn). Note that I am not asking for a proof of this, but an explanation of why it
makes sense.

* Question 6.10. We think of log n as a slow growing function. Does that mean that given another
function f(n), f(n)logn grows slower than f(n)? (In general, if we multiply a function by a slow
growing function, does it make the function grow slower?) Explain.

% Question 6.11. Rank the following functions in increasing order of rate of growth. Clearly
indicate if two of the functions have the same growth rate:

n", Tloggn, n2 +n+1, 7, 3n2, 2% n!, logsn, Tnlogyn, n3, 27n, 8675309, n® + n?log, n
From Section 6.3

% Question 6.12. Explain why “My algorithm only took 5 minutes to run and yours took 15
minutes, so mine is better” is not a complete and valid argument. (What other information is
needed to make the conclusion?)

* Question 6.13. If one algorithm always takes 3 times as long to run as another algorithm,
regardless of the size of the input, do the two algorithms have different computational complexities?
Explain.
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* Question 6.14. If algorithm A has computational complexity f(n), algorithm B has computa-
tional complexity g(n), and f(n) = o(g(n)) (that is, g(n) grows faster than f(n)), which algorithm
is faster, A or B? Explain.

* Question 6.15. Someone claims to have an algorithm that can sort an array of n elements in
O©(logn) time. Why can you be certain that they are incorrect about their algorithm?

% Question 6.16. Someone has an algorithm that can search an array in time O(nlogn). Is that
a good or bad algorithm to solve the search problem (or is it impossible to tell)? Explain.

% Question 6.17. Is an algorithm that can sort an array in time ©(n'®) better or worse than
insertionSort? Explain.

* Question 6.18. Give at least two reasons why a double-nested for loop does not always have
complexity O(n?).

% Question 6.19. Algorithm A has complexity ©(n?) and algorithm B has complexity ©(nlogn).
(a) Generally speaking, which algorithm is faster? When is it faster? Explain.

(b) Are there potentially cases in which the “worse” algorithm is actually faster? If so, when might
it be faster and why? If not, how do you know that it is never faster?

% Question 6.20. Algorithm A has complexity ©(nlogn) and algorithm B has complexity O(n?).
Which algorithm is faster? Explain.

% Question 6.21. If two algorithms have the same complexity, what other factors should be taken
into account when choosing which one to use? List as many as you can think of.
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6.5 Problems

Problem 6.1. Prove Theorem 6.18.

Problem 6.2. © can be thought of as a relation on the set of positive functions, where (f,g) € ©
iff f(n) =©O(g(n)). Prove that © is an equivalence relation.

Problem 6.3. Rank the following functions in increasing rate of growth. Indicate if two or more
functions have the same growth rate.

3 x
2, 2%, 22 logw, x, '8 \/z, 3%, wlogx, 2%, 2%, x%/%, 28T zlog(z?), zlog(log(z)), <§>

Problem 6.4. Prove that 3n3 — 4n? + 13n = O(n?)
(a) Using the definition of O.

(b) Using limits.

Problem 6.5. Prove that 5n% — 7n = O(n?)

(a) Using the definition of © and/or Theorem 6.18.
(b) Using limits.

Problem 6.6. Prove that nlogn = o(n?).
Problem 6.7. Prove that log(x? + z) = ©(log z).
Problem 6.8. Prove that /522 + 11z = O(x).
Problem 6.9. Prove that n? = o(1.01").

Problem 6.10. Consider the problem of computing the product of two matrices, A and B, where
Aisl xm and B is m X n.

(a) Give an efficient algorithm to compute the product A x B. Assume you have a Matrix type
with fields rows and columns that specify the number of rows/columns the matrix has. Thus,
you can call A.rows to get the number of rows A has, for instance. Also assume you can index
a Matrix like an array. Thus, A[i] [j] accesses the element in row ¢ and column j.

(b) Give the best and worst-case complexity of your algorithm.

Problem 6.11. Give tight bounds for the best and worst case running times of each of the
following algorithms in terms of the size of the input. Assume A.length = n. (Note: some of these
are useless algorithms that do not do anything useful. Do not worry about what they do, just how
long it takes to do whatever it is they do.)

(a) void fool(int n) {
int foo = 0;
for(int 1 = 0 ; i < n ; i++)
foo += 1ij;
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(b) void blah(int n) {
int blah = 0

for(int i = 0 ; i < sqrt(m) ; i++)
blah += i;
}
(c) void ferzlel(int all, int n) {
int ferzle = 0;
for(int i = 0 ; i < n ; i++) {
for(int j = 0 ; j < mn ; j++)
ferzle += alilx*al[j];
if (ferzle==10000) {
j=n;
}
}
}
}
(d) void ferzle2(int n) {
int ferzle = 0;
for(int i = 0 ; i < n ; i++) {
for(int j = 1i ; j < mn ; j++)
ferzle += ix*xj;
}
}
}
(e) void ferzle3(int all, int n) {
int ferzle = 0;
for(int i = 0 ; i < n ; i++) {
for(int j = 0 ; j < mn ; j++)
ferzle += alil*al[j];
if (ferzle==10000) {
i=n;
}
}
}
}
(f) void ferzle4(int al[l, int n) {
int ferzle = 0;
for(int i = 0 ; i < n ; i++) {
for(int j = 0 ; j < mn ; j++)

ferzle += alil*al[j];

}

if (ferzle==10000) {

i=n;

}

317
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(g) void gruhopi(int n) {
int gruhop = O0;
for(int i = 0 ; i < n/2 ; i++) {
for(int j = 0 ; j < n/2 ; j++) {
gruhop += ix*xj;

}

}

(h) int sumSomeStuff(int [JA) {
int sum=0;

int i=0;

while(i < A.length) {
sum = sum + A[i];
it++;

if (sum > 100000) {
i=A.length;
b
b

return sum;

}

(i) void gruhop2(int n) {
int gruhop = O0;
for(int 1 = 0 ; i < sqrt(m) ; i++) {
for(int j = 0 ; j < n ; j++) {
gruhop += 1ix*xj;

}
}

(j) int doMoreStuff (int [1A) {
int sum=0;
for(int i=0 ; i < A.length ; i++) {
for(int j=0 ; j < A.length ; j++) {
sum = sum + A[i]l*A[j];
if (sum==123) {
j = A.length;
}
}
for(int j=0 ; j < A.length ; j++) {
sum = sum - A[jI*A[j];
}
}

return sum;
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(k) int sumTimesM(int [JA) {
int M = 100;
int sum=0;
for(int i=0 ; i < A.length ; i++) {
for(int j=0 ; j < M ; j++) {

sum = sum + A[j] + A[il;
if (sum==123) {
j=M
}
}
}
return sum;
}
(1) void foo2(int n,int m) {
int foo = 0;
for(int 1 = 0 ; i < n ; i++)
foo++;
for(int j = 0 ; j < m ; j++)
foo++;

}

(m) void foo3(int n) { // Tricky one
int foo = 0;
for(int i = 1 ; sqrt(i) <= n ; i++)
for(int j = 1 ; j <= i; j++)
doIt(j) // takes j steps;
}

(n) void HalfIt(int n) {
while(n > 0) {
n = n/2;
}
b

Problem 6.12. Using the code from Example 6.153, determine the complexity of the following
method calls.

a) hsl.retainAl1l(al2), where hs1 is a HashSet of size n and al2 is an ArrayList of size m.
hsl.retainA11(112), where hs1 is a HashSet of size n and 112 is a LinkedList of size m.
)

(

(b
(c
(

(e)
(
(

g) 111.retainAll(ts2), where 111 is a LinkedListof size n and ts2 is a TreeSet of size m.

hsl.retainAl1(ts2), where hs1 is a HashSet of size n and ts2 is a TreeSet of size m.

)
d) hsl.retainAll(hs2), where hs1 is a HashSet of size n and hs2 is a HashSet of size m.
111.retainAl1(al2), where 111 is a LinkedList of size n and al2 is an ArrayList of size m.
)

Lann

111.retainAl1(112), where 111 is a LinkedList of size n and 112 is a LinkedList of size m.

(h) 111.retainAll(hs2), where 111 is a LinkedList of size n and hs2 is a HashSet of size m.
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Problem 6.13. Consider the following two implementations of selection sort.
void selectionSort(int al]l,int n) {
for (int i=0 ; i<n-1 ; i++) {
int min = i;
for (int j=i+1 ; j<mn ; j++) {
if(alj]l < alminl)
min = j;

}

int temp = almin];

almin] = alil;

ali] = temp;

}
void selectionSort(List<Integer> a,int n) {
for (int i=0 ; i<n-1 ; i++) {
int min = i;
for (int j=i+1 ; j<mn ; j++) {
if(a.get(j) < a.get(min))
min = j;

}
int temp = a.get(min);
a.set(min, a.get(i));
a.set(i,temp);

(a) Give the worst-case complexity of the array version of selection sort (the first one).

(b) Give the worst-case complexity of the list version of selection sort (the second one) assuming
the list is an array-based implementation (e.g. ArrayList).

(c) Give the worst-case complexity of the list version of selection sort (the second one) assuming
the list is a linked-list implementation.

(d) Compare the three options. Is one of them the clear choice to use? Should any of them never
be used? Explain.

Problem 6.14. You need to choose data structures for two collections of data, A and B, and
the only thing you know is that the most common operation you will perform is A.retainAl1(B).
Given this, what are you best choices for A and B? Clearly justify your choices.

Problem 6.15. In Java, a TreeMap is an implementation of the Map interface that uses a balanced
binary search tree (a red-black tree) to store the keys and values. In particular, the keys are
used as keys in a BST with each key having an associated value. TreeMaps have methods like!
put (Object key, Object value) (add the key-value pair to the map), Object get(Object key)
(returns the value associated with the key), and ArrayList keySet () (returns an ArrayList of all
the keys). As should be expected, put and get both take O(logn) time. You can assume that
keySet takes O(n) time.

A method that might be useful on a TreeMap is ArrayList getAll(ArrayList keys) that
returns an ArrayList containing the values associated to the keys passed into the method. Consider
the following implementation of this method.

IFor simplicity we are ignoring generics here. If you don’t know what that means but you understand what this
problem is saying, don’t worry about it.
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public ArrayList getAll(ArraylList keys) {
ArrayList toReturn = new ArraylList();
for (Object key : keySet()) {
for (Object k : keys) {
if (k.equals(key)) {
toReturn.add(get (key));
}

}

return toReturn;

}

(a) Does this method work properly? Explain why it does or does not.
(b) What is the worst-case complexity of this method?

(c) Rewrite the method so that it is as efficient as possible and give the worst-case complexity of
the new version.

Problem 6.16. Consider the following implementation of binary search on a List.

int binarySearch(List A, int n, int val) {
int left=0, right=n-1;
while (right-left>=0) {
int middle = (left+right)/2;
if (val==A.get(middle))
return middle;
else if(val<A.get(middle))
right=middle-1;
else
left=middle+1;
}
return -1;

}

(a) Give the worst-case complexity of this algorithm if A is an array-based list (e.g., an ArrayList).
(b) Give the worst-case complexity of this algorithm if A is linked list.

(¢) Would it ever make sense to implement binary search on a linked list? Explain.
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Chapter 7: Recursion, Recurrences, and
Mathematical Induction

In this chapter we will explore a proof technique, an algorithmic technique, and a mathematical
technique. Each topic is in some ways very different than the others, yet they have a whole lot in
common. They are also often used in conjunction.

You have already seen recurrence relations. Recall that a recurrence relation is a way of defining
a sequence of numbers with a formula that is based on previous numbers in the sequence. You are
probably also familiar with recursion, an algorithmic technique in which an algorithm calls itself
(such an algorithm is called recursive), typically with “smaller” input. Finally, the principle of
mathematical induction is a slick proof technique that works so well that sometimes it feels like you
are cheating.

We will see that induction can be used to prove formulas, prove that algorithms—especially
recursive ones—are correct, and help solve recurrence relations. Among other things, recurrence
relations can be used to analyze recursive algorithm. Recursive algorithms can be used to compute
the values defined by recurrence relations and to solve problems that can be broken into smaller
versions of themselves.

As we will see, each of these has one or more base cases that can be proved/computed/de-
termined directly and a recursive or inductive step that relies on previous steps. With each, the
inductive/recursive steps must eventually lead to a base case.

Because induction can be used to prove things about the other two, we will begin there.

7.1 Mathematical Induction

Let’s begin our study of mathematical induction (often just called induction) with an example that
should look familiar. It is actually Theorem 3.28 that we proved in an earlier chapter. Following
that, we will explain how/why induction works and give plenty of other examples.

Example 7.1. Let A be a set with n elements. Prove that |[P(A)| = 2".

Proof: We use induction and the idea from the solution to Exercise 3.24. Clearly
if |[A| = 1, A has 2! = 2 subsets: @ and A itself.

Assume every set with n — 1 elements has 2"~! subsets. Let A be a set with n
elements. Choose some = € A. Every subset of A either contains x or it doesn’t.
Those that do not contain x are subsets of A\ {z}. Since A\ {z} has n—1 elements,
the induction hypothesis implies that it has 2”1 subsets. Every subset that does
contain x corresponds to one of the subsets of A\ {z} with the element z added.
That is, for each subset S C A\ {x}, SU{z} is a subset of A containing z. Clearly
there are 2”1 such new subsets. Since this accounts for all subsets of A, A has
on=l 4 on=l — 97 gybgets. O

Now we will go into detail about how and why induction works. You should come back and
reread Example 7.1 after reading section 7.1.1.

323
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7.1.1 The Basics

The principle of mathematical induction (PMI, or simply induction) is usually used to prove
statements of the form
for all n > a, P(n) is true,

where a is an integer, and P(n) is a propositional function with domain {a,a+1,a+2,...}. Usually
a is 0 or 1, so the domain is usually N (the natural numbers) or Z* (the positive integers).

Induction is based on the following fairly intuitive observation (which we will formalize next).
Suppose that we are to perform a task that involves a certain number of steps. Suppose that these
steps must be followed in strict numerical order. Finally, suppose that we know how to perform
the n-th task provided we have accomplished the (n — 1)-th task. Thus if we are ever able to start
the job (that is, if we have a base case), then we should be able to finish it (because starting with
the base case we go to the next case, and then to the case following that, etc.).

% Exercise 7.2. Based on the description so far, which of the following statements might we
be able to prove with mathematical induction (indicate with Y’ or ‘N”)? Briefly justify.

a e square of any integer is positive.
Th f int i iti
(b) Every positive integer can be written as the sum of two other positive integers.
(c) Every integer greater than 1 can be written as the product of prime numbers.
n
n(n+1)(2n+1)
d) __Tfn>1,> k=
k=1 6

(e) Every real number is the square of another real number.

The following example illustrates the idea behind induction. It uses modus ponens. Recall that
modus ponens states that if p is true and p — ¢ is true, then ¢ is true. In English, “If p is true,
and whenever p is true g is true, then ¢ is true.”!

Example 7.3. Assume that we know that P(1) is true and that whenever k& > 1, P(k) —
P(k + 1) is true. What can we conclude?

Solution: Let’s start from the ground up. We know that P(1) is true. We also
know that P(k) — P(k+1) is true for any integer £ > 1. For instance, since 4 > 1,
we know that P(4) — P(5) is true. It should be noted that we don’t (yet) know

We can also write this as the tautology [p A (p — q)] = q.
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anything about the truth values of P(4) and P(5).

e We know P(1) is true and 1 > 1, P(1) — P(2) is true, therefore P(2) is true.
e Since P(2) is true and 2 > 1, P(2) — P(3) is true, therefore P(3) is true.
e Since P(3) is true and 3 > 1, P(3) — P(4) is true, therefore P(4) is true.
e Since P(4) is true and 4 > 1, P(4) — P(5) is true, therefore P(5) is true.
5) (5) = P(0) (©)

e Since P(5) is true and 5 > 1, P(5 6) is true, therefore P(6) is true.

It seems pretty clear that this pattern continues for all values of k > 6 as well, so
P(k) is true for all £ > 1.

* Question 7.4. Example 7.3 had several statements like the following:
“Since P(4) is true and 4 > 1, P(4) — P(5) is true, therefore P(5) is true.”

What is the justification for the conclusion that P(5) is true?

Answer

Example 7.3 did not give a formal proof of the conclusion. The idea is to get you thinking about
how mathematical induction works, not to provide a formal proof that it does (yet). Hopefully
this example will help prime your brain for the proof that mathematical induction is a valid proof
technique that we will give shortly.

Before moving on, we should make sure you understand what has already been said.

* Question 7.5. If you know that P(5) is true, and you also know that P(k) — P(k+ 1)
whenever k£ > 1, what can you conclude?

Answer

* Question 7.6. If you know that P(17) is true and you also know that P(k) — P(k + 1)
whenever k£ > 1, what can you conclude about P(10)?

Answer

Now it is time to get more formal with our discussion. Mathematical induction is based on the
fact that if P(a) is true for some a > 0 (the base case), and for any k > a, if P(k) is true, then
P(k + 1) is true (the inductive case), then P(n) is true for all n > a. In other words, the principle
of mathematical induction is based on the fact that

[P(a) N\VE(P(k) = P(k+1))] = (YnP(n)),

where the universe is {a,a + 1,a + 2,...}, is true.
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* Exercise 7.7. Restate [P(a) AVEk(P(k) — P(k+1))] — (VnP(n)) (where the universe is
{a,a+1,a+2,...}) in English.

Answer

The proof that [P(a) AVk(P(k) — P(k+1))] — (YnP(n)) is true is based on something called
the well-ordering principle which states that every nonempty subset of the natural numbers has a
least element. Read the following proof very carefully, making sure you understand the justification
of every step. If you are not sure about any of the steps, it is important that you get them clarified!

Theorem 7.8. Assume we are working over the universe {a,a + 1,a+2,...}. The statement
[P(a) ANYE(P(k) = P(k+1))] — (YnP(n)) is true.

Proof: If the statement is false, then it must be that P(a) AVk(P(k) — P(k+1))
is true but that YnP(n) is false. Let S = {s € {a,a+1,a+2,...}|=P(s)}. Thatis, S
is the set of integers for which P(n) is false. Since VnP(n) is false, S is nonempty.
Clearly S is a subset of the natural numbers, so the well-ordering principle applies.
Therefore there is some least element b € S. Since b € S, P(b) is false, and since
it is the least such element, b —1 ¢ S, so P(b — 1) is true. But we know that
Vk(P(k) — P(k+1)) is true, so P(b—1) — P(b). By modus ponens, P(b) is true,
a contradiction. Therefore the statement is true. O

It is definitely worth your time to convince yourself that mathematical induction is a valid
technique. If you aren’t convinced, reread the proof, think about it some more, and/or ask someone
to help you understand it.

* Question 7.9. Are you convinced that [P(a) AVk(P(k) — P(k+1))] — (VnP(n)) is true?

Answer

We call P(a) the base case. Sometimes we actually need to prove several base cases (we will see
why later). For instance, we might need to prove P(a), P(a + 1), and P(a + 2) are all true.

The inductive step involves proving that Vk(P(k) — P(k + 1)) is true. To prove it, we show
that if P(k) is true for any k which is at least as large as the base case(s), then P(k + 1) is true.
The assumption that P(k) is true is called the inductive hypothesis.

Based on our discussion so far, here is the procedure for writing induction proofs.
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Procedure 7.10. To use induction to prove that YnP(n) is true on domain {a,a +1,...}:
1. Base Case: Show that P(a) is true (and possible one or more additional base cases).
2. Show that Yk(P (k) — P(k + 1)) is true. To show this:

(a) Inductive Hypothesis: Let k > a be an integer and assume that P(k) is true.

(b) Inductive Step: Prove that P(k + 1) is true, typically using the fact that P(k) is
true.

Assuming we used no special facts about k other than k > a, this means we have shown
that Vk(P(k) — P(k+1)) (again, where it is understood that the domain is {a,a+1,...}).

3. Summary: Conclude that VnP(n) is true, usually by saying something like “Since P(a)
and P(k) — P(k + 1) for all k > a, YnP(n) is true by induction.”

As you will quickly learn, the base case is generally pretty easy, as is writing down the inductive
hypothesis. The summary is even easier, since it almost always says the same thing. The inductive
step is the longest and most complicated step. In fact, in mathematics and theoretical computer
science journals, induction proofs often only include the inductive step since anyone reading papers
in such journals can generally fill in the details of the other three parts. But keep in mind that you
are not (yet) writing papers for such journals, so you cannot omit these steps!

Let’s see another example.

Example 7.11. Prove that the sum of the first n odd integers is n2. That is, show that
n
2(21' —1)=n?foralln>1.

i=1
n

Proof:  Let P(n) be the statement “Y (2i — 1) = n*”. We need to show that
i=1
P(n) is true for all n > 1.

1
Base Case: Since » (2i—1)=2-1—1=1=1% P(1) is true.
i=1
Inductive Hypothesis: Let k£ > 1 and assume that P(k) is true. That is, assume
k

that » (2i — 1) = k* when k > 1.
i=1
Inductive Step: Then
k+1 k
2(22' -1) = (2i—1)+ (2(k+1)—1) (take k+ 1 term from sum)
i=1 i=1
= K2+ (2k+2—1) (by the inductive hypothesis)
= kK> +2k+1
= (k+1)°

Thus P(k+ 1) is true.
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Summary: Since we proved that P(1) is true, and that P(k) — P(k+1) whenever
k> 1, P(n) is true for all n > 1 by the principle of mathematical induction. ]

The previous proof had the four components we discussed. We proved the base case. We then
assumed it was true for k. That is, we made the inductive hypothesis. Next we proved that it was
true for £ + 1 based on the assumption that it is true for k. That is, we did the inductive step.
Finally, we appealed to the principle of mathematical induction in the summary.

Note: Recall the following statement from Example 7.11:

n

Let P(n) be the statement “Y (2i —1) = n?”.
i=1

Did you notice the quotes? It is important that you include these. This is particularly important
n

if you use notation such as P(n) = “2(22' — 1) = n?”. Without the quotes, this becomes

i=1
n n
P(n) = 2(21 — 1) = n?, which is defining P(n) to be 2(21 — 1) and saying that it is also
i=1 1=1
equal to n%. These are not saying the same thing. With the quotes, P(n) is a propositional

function. Without them, it is a function from Z to 7Z.
In fact, to avoid this confusion, I recommend that you never use the equals sign with propo-
sitional functions, especially when writing induction proofs.

Now it’s your turn to try to fill in the details of an induction proof.
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% Fill in the details 7.12. Reprove Theorem 5.50 using induction. That is, prove that for
n
. nn+1)
>1 = ——",
n>1, ;z 5

k

k(k+1
Proof:  Let P(k) be the statement “» i = (TH”' We need to show that
i=1
P(n) is true for all n > 1.
1
Base Case: When k£ = 1, we have Zz =1 = . Therefore,
i=1

Inductive Hypothesis: Let £ > 1, and assume that

That is, assume that

[This is not part of the proof, but it will help us see what’s next. Our
goal in the next step is to prove that is true. That is, we

need to show that ]

Inductive Step: Notice that

k+1
i o= +(k+1)
i=1
= + (k + 1)(by the inductive hypothesis)
= (k+1)
Thus,
Summary: We showed that and that whenever ,
P(k) — P(k+1), therefore P(n) is true for by

O
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7.1.2 Equalities/Inequalities

The last few example induction proofs have dealt with statements of the form
LHS(k) = RHS(k),

where LH S stands for left hand side and RH S stands for right hand side. For instance, in Exam-

ple 7.11, the statement was
n

> (2i—1) =n,

=1
k

so LHS(k) = (2i — 1) and RHS(k) = k.
=1

n

* Question 7.13. Let P(n) be the statement “Zz’ <4l = (n+ 1)! = 1.” Determine each of
i=1

the following:

(a) P(k) is the statement

(b) P(k+ 1) is the statement

(¢c) LHS(k) =

(d) RHS(k) =

() LHS(k+1) =

(f) RHS(k+1) =

For statements of this form, the goal of the inductive step is to show that LHS(k + 1) =
RHS(k+1) given the fact that LHS(k)=RH S (k) (the inductive hypothesis). The way this should
generally be done is as follows:

Procedure 7.14. Given a proposition of the form “LHS(n) = RHS(n),” the algebra in the
mductive step of an induction proof should be done as follows:

LHS(k+1) = LHS(k)+stuff (apply algebra to separate LHS(k) from the rest)
= RHS(k)+ stuff (use the inductive hypothesis to replace LHS(k)
with RHS(k))
(1 or more steps, usually involving algebra, that
RHS(k+1) result in the goal of getting to RHS(k + 1))
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The last few examples followed this procedure, and your proofs should also follow it. Notice that
these examples do not begin the inductive step by writing out LHS(k 4+ 1) = RHS(k + 1). One
of them wrote it out, but it was before the inductive step for the purpose of making the goal in
the inductive step clear. The inductive step should always begin by writing just LHS(k + 1), and
should then use algebra, the inductive hypothesis, etc., until RHS(k + 1) is obtained.

This technique also works (with the appropriate slight modifications) with inequalities, e.g.

LHS(k) < RHS(k) and
LHS(k) > RHS(k).

For instance, if P(k) is the statement “k > 2%” LHS(k) =k, and RHS(k) = 2*. In addition, the
‘+stuf f’ is not always literally addition. For instance, it might be LHS(k) x stuff.
Here is another example of this type of induction proof—this time using an inequality.

Example 7.15. Prove that n < 2" for all integers n > 1.
Proof: Let P(n) be the statement “n < 2™”. We want to prove that P(n) is true
for all n > 1.
Base Case: Since 1 < 2%, P(1) is clearly true.
Hypothesis: We assume P(k) is true if & > 1. That is, k < 2.
Next we need to show that P(k+1) is true. That is, we need to show that
(k + 1) < 281, (Notice that I did not state that this was true, and I do
not start with this statement in the next step. I am merely pointing out

what I need to prove.) This paragraph is not really part of the proof-think
of it as a side-comment or scratch work.

Inductive: Given that k < 2¥, we can see that

E+1 < 2841 (since k < 2¥)
< 28428 (since 1 < 2% when k > 1)
= 2(2%)
— 9k+1

Since we have shown that k + 1 < 251 P(k + 1) is true.

Summary: Since we proved that P(1) is true, and that P(k) — P(k+1), by PMI,
P(n) is true for all n > 1. O

In the previous example, LHS(k) = k, so LHS(k + 1) is already in the form LHS (k) + stuf f
since LHS(k+ 1) =k+ 1= LHS(k) 4+ 1. So the first step of algebra is unnecessary and we were
able to apply the inductive hypothesis immediately. Don’t let this confuse you. This is essentially
the same as the other examples minus the need for algebra in the first step.

Note: By the time you are done with this section, you will likely be tired of hearing this,
but since it is the most common mistake made in induction proofs, it is worth repeating ad
nauseam. Never begin the inductive step of an induction proof by writing down
Pk +1). You do not know it is true yet, so it is not valid to write it down as if it were true
so that you can use a technique such as working both sides to verify that it is true (which, as
we have also previously stated, is not a valid proof technique).
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You can (and sometimes should) write down P(k + 1) on another piece of paper or with
a comment such as “We need to prove that” preceding it so that you have a clear direction for
the inductive step.

If you can complete the next exercise without too much difficulty, you are well on your way to
understanding how to write induction proofs.

n
1)(2 1
% Exercise 7.16. Use induction to prove that for all n > 1, Z i2 = nin + )6( nt )
i=1
(Hint: Follow the techniques and format of the previous examples and be smart about your
algebra and it will go a lot easier. Also, you will need to factor a polynomial in the inductive
step, but if you determine what the goal is ahead of time, it shouldn’t be too difficult.)
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7.1.3 Variations

In this section we will discuss a few slight variations of the details we have presented so far. First
we discuss the fact that we do not need to use a propositional function. Then we will discuss a
variation regarding the inductive hypothesis.

It is not always necessary to explicitly define P(k) for use in an induction proof. P(k) is used
mostly for convenience and clarity. For instance, in the solution to the previous exercise, it allowed
us to just say

“P(k) is true”

instead of saying

. 1)(2n + 1
“Z i? = nint+1)@n+1), (which is long)
i=1

6
or
“the statement is true for k” (which is a little vague/awkward).

Here is an example that does not use P(k). It also does not label the four parts of the proof.
That is perfectly fine. The main reason we have done so in previous examples is to help you identify
them more clearly.

Example 7.17. Let f,, be the n-th Fibonacci number. Prove that for all integers n > 1,
foifatn = f2 £ C D
Proof: For k =1, we have
fofa=0-1=0=1—-1=12+(-1)} = f2 4 (-1)},

and so the assertion is true for £k = 1. Suppose k£ > 1, and that the assertion is true
for k. That is,

fe-1forr = R+ (=D
This can be rewritten as

fR = forfo — (=1
(a fact that we will find useful below). Then

fefevz = felfosr + 1) (by definition of f,, applied to fri2)

= feferr + 7
= fefresr + fe—1fue1 — (=1)*  (by rewritten inductive hypothesis)

= fror1(fu + from1) + (1)FH
= frsifres1+ (—1)k+1 (by the definition of fy)

= fl?—i—l + (_1)k+17

and so the assertion is true for k + 1. The result follows by induction. O
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wExercise 7.18. Use induction to prove that for all n > 1,
1-242.2243.22+... 4 n-2" =2+ (n—1)2""!

or if you prefer,
n

i =24 (n—1)2"H,
=1

Do so without using a propositional function. You may label the four parts of your proof, but
it is not required.
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Example 7.19. Prove the generalized form of DeMorgan’s law. That is, show that for any
n > 2, if p1, po, ..., pp are propositions, then

“(p1Vp2V--Vpy)=(p1 Ap2 A~ App).

We provide several appropriate proofs of this one (and one inappropriate one).

Proof 1: (A typical proof)

Let P(n) be the statement “—(p1 Vpa V- --Vp,) = (-p1t A—pa A+ A—pp).” We
want to show that for all n > 2, P(n) is true. P(2) is DeMorgan’s law, so the base
case is true. Assume P(k) is true. Then

“(prVpaV---Vpgr1) = —((p1Vp2V--Vpr)Vpgs1) associative law
= (p1Vp2V--VpE) A Prt1 DeMorgan’s law
= (=p1 A=pa A--- A-pg) A pry1  hypothesis
= (=p1 A—pa A A—pp A —prr1) associative law

Thus P(k+1) is true. Since we proved that P(2) is true, and that P(k) — P(k+1)
if k > 2, by PMI, P(n) is true for all n > 2. O

Proof 2: (Not explicitly defining/using P(n))

We know that —(p1Vps2) = (—p1 A—p2) since this is simply DeMorgan’s law. Assume
the statement is true for k. That is, =(p1 Vp2 V- Vpg) = (-p1 A=pa A~ A —pg).
Then we can see that

“(p1VpeV---Vpey) = ((prVpaV---Vpr)Vpes1)  associative law
= —(p1Vp2V---VpE) A Prt1 DeMorgan’s law
= (=p1 A—pa A+ A=pg) A —pry1  hypothesis
= (p1 A—p2A--- A-pp A prt1) associative law

Thus the statement is true for k¥ + 1. Since we have shown that the statement is
true for n = 2, and that whenever it is true for k it is true for k + 1, by PMI, the
statement is true for all n > 2. O

Sometimes it is acceptable to omit the justification in the summary. That is, there
1sn’t necessarily a need to restate what you have proven and you can just jump to
the conclusion. So the previous proof could end as follows:

Thus the statement is true for k£ + 1. By PMI, the statement is true for
all n > 2.

Proof 3: (common in journal articles, unacceptable for this class)

The result follows easily by induction. ([l
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n
Y Evaluate 7.20. Prove that for all positive integers n, Zz = (n+ 1) -1
i=1

Solution: Base: n =
[0 = (4DI—]|

l 20—
[ = |

n

Assume > i-il=(n+D—| for n>I
i=l

Induction:

N n
dlidil = il DD
i=l i=l
= (Nn+DI—1+(n+Dn+D!
= (n+14+DN+D! |
= (Nn+2Xn=+DI-|

= (n+2!—|

Therefore it is true for n. Thus By PM| it is true for n > |.

Evaluation

The second variation we wish to discuss has to do with the inductive hypothesis/step. In the
inductive step, we can replace P(k) — P(k + 1) with P(k — 1) — P(k) as long as we prove the
statement for all k larger than any of the base cases. In general, we can use whatever index we
want for the inductive hypothesis as long as we use it to prove that the statement is true for the
next index, and as long as we are sure to cover all of the indices down to the base case. For
instance, if we prove P(k +3) — P(k + 4), then we need to show it for all £+ 3 > a (that is, all
k > a — 3), assuming a is the base case. Put simply, the assumption we make about the value of k
must guarantee that the inductive hypothesis includes the base case(s).

% Question 7.21. Consider a ‘proof’ of ¥nP(n) that shows that P(1) is true and that P(k) —
P(k+1) for k > 1. What is wrong with such a proof?

Answer
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Note: Whether you assume P(k) or P(k—1) is true, you must specify the values of k precisely
based on your choice. For instance, if you assume P(k) is true for all k > a, you have a
problem. Although you known P(a) is true (because it is a base case), when you assume P(k)
is true for k > a, the smallest k can be is a+1. In other words, when you prove P(k) — P(k+1),
you leave out P(a) — P(a+1). But that means you can’t get anywhere from the base case, so
the whole proof is invalid.

If you are wondering why we would use P(k — 1) as the inductive hypothesis instead of P(k),
it is because sometimes it makes the proof easier—for instance, the algebra steps involved might be
simpler.

Example 7.22. Prove that the expression
3%31H3 — 26n — 27

is a multiple of 169 for all natural numbers n.

Proof: Let P(k) be the statement “33+3 — 26k — 27 = 169N for some N € N.”
We will prove that P(0) is true and that P(k — 1) — P(k).

When k =0, 33943 —26.0 — 27 =27 — 27 = 0 = 169 - 0, so P(0) is true.

Let k£ > 0 and assume P(k — 1) is true. That is, there is some N € N such that
33k=1+3 _ 96(k — 1) — 27 = 169N. After a little algebra, this is the same as
3%k — 26k — 1 = 169N. Then

333 _ 96k —27 = 27-3%% — 26k — 27

27 - 3% 1 (26 — 27)26k — 27

27 - 3% — 27. 926k — 27 + 26 - 26k

27(3%% — 26k — 1) + 676k

27 - 169N + 169 - 4k (By the inductive hypothesis)
= 169(27 - N + -4k)

which is divisible by 169. The assertion is thus established by induction. O

% Question 7.23. Did you notice that in the previous example we assumed k > 0 instead of
k > 07 Why did we do that?

Answer

7.1.4 Strong Induction

The form of induction we have discussed up to this point only assumes the statement is true for
one value of k. This is sometimes called weak induction. In strong induction, we assume that the
statement is true for all values up to and including k. In other words, with strong induction, the
inductive hypothesis involves proving that

[P(a)AP@+1) A APK)] = Pk+1) if k > a.
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This may look more complicated, but practically speaking, there is really very little difference.
Essentially, strong induction just allows us to assume more than weak induction. Let’s see an
example of why we might need strong induction.

Example 7.24. Show that every integer n > 2 can be written as the product of primes.

Proof: Let P(n) be the statement “n can be written as the product of primes.”
We need to show that for all n > 2, P(n) is true.

Since 2 is clearly prime, it can be written as the product of one prime. Thus P(2)
is true.

Assume [P(2) A P(3) A--- A P(k —1)] is true for k£ > 2. In other words, assume all
of the numbers from 2 to £ — 1 can be written as the product of primes.

We need to show that P(k) is true. If k is prime, clearly P(k) is true. If k is not
prime, then we can write k = a - b, where 2 < a < b < k. By hypothesis, P(a) and
P(b) are true, so a and b can be written as the product of primes. Therefore, k can

be written as the product of primes, namely the primes from the factorizations of
a and b. Thus P(k) is true.

Since we proved that P(2) is true, and that [P(2)AP(3)A---AP(k—1)] — P(k) if
k > 2, by the principle of mathematical induction, P(n) is true for all n > 2. That
is, every integers n > 2 can be written as the product of primes. O

Example 7.25. In the country of SmallPesia coins only come in values of 3 and 5 pesos. Show
that any quantity of pesos greater than or equal to 8 can be paid using the available coins.

Proof: Base Case: Observe that 8 =3+5,9=3+3+ 3, and 10 =5+ 5, so
we can pay 8, 9, or 10 pesos with the available coinage.

Inductive Hypothesis: Assume we can pay any value from 8 to kK — 1 pesos,
where k > 11.

Inductive step: The inductive hypothesis implies that we can pay with k — 3
pesos. We can add to the coins used for £ — 3 pesos a single coin of value 3 in order
to pay for k pesos.

Summary: Since we can pay for 8, 9, and 10 pesos, and whenever we can pay
for anything between 8 and k — 1 pesos we can pay for k pesos, the strong form of
induction implies that we can pay for any quantity of pesos n > 8.

Notice that the reason we needed three base cases for this proof was the fact that we
looked back at k — 3, three value previous to the value of interest. If we had only
proven it for 8, we would have needed to prove 9 and (more importantly) 10 in the
inductive step. But the inductive step doesn’t work for 10 since there is no solution
for 10 — 3 =7 pesos. O

Notice that there is no way we could have used weak induction in either of the previous examples.
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7.1.5 Induction Errors
The following examples should help you appreciate why we need to be very precise/careful when
writing induction proofs.

Example 7.26. What is wrong with the following (supposed) proof that a™ = 1 for n > 0:

Proof: Base case: Since a® = 1, the statement is true for n = 0.

Inductive step: Let k > 0 and assume o/ =1 for 0 < j < k. Then

k. k

k1 @ -a” 1.1
e gT T ol
Summary: Therefore by PMI, a™ =1 for all n > 0. g

Solution: The base case is correct, and there is nothing wrong with the summary,
assuming the inductive step is correct. a* = 1 and a*~! = 1 are correct by the
inductive hypothesis since we are assuming k > 0. The algebra is also correct. So
what is wrong? The problem is that when k£ = 0, a~! would be in the denominator.
But we don’t know whether or not a~! = 1. Thus we needed to assume k > 0. As
it turns out, that is precisely where the problem lies. We proved that P(0) is true
and that P(k) — P(k + 1) is true when k > 0. Thus, we know that P(1) — P(2),
and P(2) — P(3), etc., but we never showed that P(0) — P(1) because, of course,
it isn’t true. The induction doesn’t work without P(0) — P(1).

% Evaluate 7.27. Prove or disprove that all goats are the same color.

Solution: I§ there is one Goat, it is Orviously the same color as itself.
Let n > | and assume that any collection of N goats are all the same
color. Consider a collection of N+l goats. Numper the qoats | throuch
N+ Then qoats | throush N are the same color (since there are n of
them) and goats 2 throuch N+l are the same color (again, since there
are n of them). Since coat 2 is in BOth collections, the coats in BOth
collections are the same color. Thus, all n+| qoats are the same color.

Evaluation

The next example deals with binary palindromes. Binary palindromes can be defined recursively
by A,0,1 € P, and whenever p € P, then 1pl € P and Op0 € P. (Note: A is the notation sometimes
used to denote the empty string—that is, the string of length 0. Also, 1p1 means the binary string
obtained by appending 1 to the begin and end of string p. Similarly for 0p0.) Notice that there is
1 palindrome of length 0 (M), 2 of length 1 (0, 1), 2 of length 2 (00, 11), 4 of length 3 (000, 010,
101, 111), etc.
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% Evaluate 7.28. Use induction to prove that the number of binary palindromes of length 2n
(even length) is 2™ for all n > 0.

Proot I Base case: k = The total numrer of palindromes of lenath 22 =72
is 2 =2 His true.

Assume the total nuveer of Binary palindromes with lenath 2k is 2% To
form a Binary palindrome with lenath 2Z(k+H =2k +72, with every element in
the set of Binary palindromes with lenath 2k we either put (OO) or (N to
the end or reainning of it. Therefore, the Nnumeer of BiNary palindromes
with lenath 2(k + D is twice as many as the numeer of BiNary palindromes
with lenath 2k, which is 2 x 25 = 2% Thus it is true for k+l. By the principle
of mathematical induction, the total numper Of Binary palindromes of lenath
2n forn>1lis 2"

Evaluation

Proot 2: For the Base case, notice that there is | = 2° palindromes of
lenath O (the empty string). Now assume it is true for all . For each
consecutive BiNary numeer with N Bits, you are adding a Bit to either end,
which muttiplies the total numeer By 22 permutations, But for it to re a
palindrome, they Both have to re either O or [, so it would just e 2 instead,
SO for Binary numeers of lenath 2k, there are 2% palindromes.

Evaluation

Proo$ 3: The empty string is the only string of lenath O, and it is a palin-
drome. Thus there is | = 2.0 palindromes of lenath O. Let 2n re the lenath,
assume 2N — 2" palindromes. Now we ook at n+| so we know the lenath
is Zn+2 and it starts and ends with either O or | and has 2n values in
getween Both possisilities imply 2" palindromes, so 2" +2." =2~

Evaluation
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wExercise 7.29. Based on the feedback from the previous Evaluate exercise, construct a
proper proof that the number of binary palindromes of length 2n is 2" for all n > 0.

7.1.6 Summary/Tips

Induction proofs are both intuitive and non-intuitive. On the one hand, when you talk through
the idea, it seems to make sense. On the other hand, it almost seems like you are using circular
reasoning. It is important to understand that induction proofs do not rely on circular reasoning.
Circular reasoning is when you assume p in order to prove p. But here we are not doing that. We
are assuming P(k) and using that fact to prove P(k + 1), a different statement. However, we are
not assuming that P(k) is true for all k¥ > a. We are proving that if we assume that P(k) is
true, then P(k + 1) is true. The difference between these statements may seem subtle, but it is
important.

Let’s summarize our approach to writing an induction proof. This is similar to Procedure 7.10
except we include several of the unofficial steps we have been using that often come in handy. You
are not required to use this procedure, but if you are having a difficult time with induction proofs,
try this out. Here is the brief version. After this we provide some further comments about each
step.
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Procedure 7.30. A slightly longer approach to writing an induction proof is as follows:

1. Define: (optional) Define P(n) based on the statement you need to prove.

2. Rephrase: (optional) Rephrase the statement you are trying to prove using P(n). This
step is mostly to help you be clear on what you need to prove.

3. Base Case: Prove the base case or cases.

4. Inductive Hypothesis: Write down the inductive hypothesis. Usually it is as simple
as “Assume that P(k) is true”.

5. Goal: (optional) Write out the goal of the inductive step (coming next). It is usually
“I need to show that P(k + 1) is true” It can be helpful to explicitly write out P(k + 1),
although see important comments about this step below. This is another step that is mostly
for your own clarity.

6. Inductive: Prove the goal statement, usually using the inductive hypothesis.

7. Summary: The typical induction summary.

Here are some comments about the steps in Procedure 7.30.

1.

Define: P(n) should be a statement about a single instance, not about a series of instances.
For example, it should be statements like “2n is even” or “A set with n elements has 2"
subsets.” It should NOT be of the form “2n is even if n > 1,” “n? > 0 if n #0,” or “For all
n > 1, a set with n elements has 2" subsets.”

. Rephrase: In almost all cases, the rephrased statement should be “For all n > a, P(n) is

true,” where a is some constant, often 0 or 1. If the statement cannot be phrased in this way,
induction may not be appropriate.

. Base Case: For most statements, this means showing that P(a) is true, where a is the value

from the rephrased statement. Although usually one base case suffices, sometimes one must
prove multiple base cases, usually P(a), P(a+1), ..., P(a+1i) for some ¢ > 0. This depends
on the details of the inductive step.

. Inductive Hypothesis: This is almost always one of the following:

e Assume that P(k) is true.
e Assume that P(k — 1) is true.
e Assume that [P(a) A P(a+ 1) A--- A P(k)] is true (strong induction)

Sometimes it is helpful to write out the hypothesis explicitly (that is, write down the whole
statement with & or k£ — 1 plugged in).

. Goal: As previously stated, this is almost always “I need to show that P(k+ 1) is true” (or

“I need to show that P(k) is true”). But it can be very helpful to explicitly write out what
P(k 4+ 1) is so you have a clear direction for the next step. However, it is very important
that you do not just write out P(k + 1) without prefacing it with a statement like “I need to
show that...”. Since you are about to prove that P(k + 1) is true, you don’t know that it is
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true yet, so writing it down as if it is a fact is incorrect and confusing. In fact, it is probably
better write the goal separate from the rest if the proof (e.g. on another piece of paper).

The goal does not need to be written down and is not really part of the proof. The only
purpose of doing so it to help you see what you need to do in the next step. For instance,
knowing the goal often helps you to figure out the required algebra steps to get there.

6. Inductive: This is the longest, and most varied, part of the proof. Once you get the hang
of induction, you will typically only think about two parts of the proof—the base case and
this step. The rest will become second nature.

The inductive step should not start with writing down P(k+1). Some students want to write
out P(k+1) and work both sides until they get them to be the same. As we have emphasized
on several occasions, this is not a proper proof technique. You cannot start with something
you do not know and then work it until you get to something you do know and then declare
it is true.

7. Summary: This is easy. It is almost always either:

“Since we proved that P(a) is true, and that P(k) — P(k+ 1), for k > a, then we
know that P(n) is true for all n > a by PMI,” or

“Since we proved that P(a) is true, and that [P(a)AP(a+1)A---AP(k)] — P(k+1),
for k > a, P(n) is true for all n > a by PMI”

The details change a bit depending on what your inductive hypothesis was (e.g. if it was
P(k — 1) instead of P(k)). Technically speaking, you can just summarize your proof by
saying

“Thus, P(n) is true for all n > a by PMI”

As long as someone can look back and see that you included the two necessary parts of the
proof, you do not necessarily need to point them out again.
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7.2 Recursion

You have seen examples of recursion if you have seen Russian Matryoshka dolls (Google it), two
almost parallel mirrors, a video camera pointed at the monitor, or a picture of a painter painting
a picture of a painter painting a picture of a painter... More importantly for us, recursion is a very
useful tool to implement algorithms. You probably already learned about recursion in a previous
programming course, but we present the concept in this brief section for the sake of review, and
because it ties in nicely with the other two topics in this chapter.

Definition 7.31. An algorithm is recursive if it calls itself.

Examples of recursion that you may have already seen include binary search, Quicksort, and
merge sort.

* Question 7.32. Is following algorithm recursive? Briefly explain.

int ferzle(int n) {
if (n<=0) {
return 3;
} else {
return ferzle(n-1) + 2;

}

Answer

If a subroutine/function simply called itself as a part of its execution, it would result in infinite
recursion. This is a bad thing. Therefore, when using recursion, one must ensure that at some
point, the subroutine/function terminates without calling itself. We will return to this point after
we see what is perhaps the quintessential example of recursion.

Example 7.33. Notice that

o =1

=1 = 1x0

21 = 2x1 = 2x1!

3l = 3x2x1 = 3x2

4] = 4x3x2x1 = 4x3!

Bl = 5x4x3x2x1 = 5 x4l

and in general, when n > 1,
nl = nxn—-1)x---x2x1 = nx(n-1)

In other words, we can define n! recursively as follows:

ol — { 1 when n =0
" Unx(n—1) otherwise.

This leads to the following recursive algorithm to compute n! when n > 0.
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int factorial(int n) {
if (n<=0) {
return 1;
} else {
return n*xfactorial(n-1);
}
}

To guarantee that they will terminate, every recursive algorithm needs all of the following.

1. Base case(s): One or more cases which are solved non-recursively. In other words, when an
algorithm gets to the base case, it does not call itself again. This is also called a stopping
case or terminating condition.

2. Inductive case(s): One or more recursive rule for all cases except the base case.

3. Progress: The inductive case(s) should always progress toward the base case. Often this
means the arguments will get smaller until they approach the base case, but sometimes it is
more complicated than this.

Example 7.34. Let’s take a closer look at the factorial algorithm from Example 7.33. If
n < 0, factorial does not make a recursive call. Thus, it has a base case. When n > 0, it
is clearly making a recursive call, so it has inductive cases. When a recursive call is made to
factorial, the argument is smaller, so it is approaching a base case (i.e. making progress).

* Question 7.35. Consider the ferzle algorithm from Question 7.32 above.

(a) What is/are the base case/cases?

Answer

(b) What are the inductive cases?

Answer

(¢) Do the inductive cases make progress?

Answer

Example 7.36. Prove that the recursive factorial(an) algorithm from Example 7.33 returns
n! for all n > 0.

Proof: Notice that if n = 0, factorial(0) returns 1 = 0!, so it works in that
case. For k > 0, assume factorial(k) works correctly. That is, it returns k!.
factorial(k+1) return k + 1 times the value returned by factorial(k). By the
inductive hypothesis, factorial(k) returns k!, so factorial (k+1) returns (k+ 1) x
k!'= (k4 1), as it should. By PMI, factorial(n) returns n! for all n > 0. O
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Example 7.37. Implement an algorithm countdown(int n) that outputs the integers from n
down to 1, where n > 0. So, for example, countdown(5) would output “54 3 2 1”.

Solution: One way to do this is with a simple loop:

void countdown(int n) {
for(i=n;i>0;i--)
print (i);
}

We wouldn’t learn anything about recursion if we used this solution. So let’s con-
sider how to do it with recursion. Notice that countdown(n) outputs n followed by
the numbers from n — 1 down to 1. But the numbers n— 1 down to 1 are the output
from countdown(n-1). This leads to the following recursive algorithm:

void countdown(int n) {
print(n);
countdown(n-1):

}

To see if this is correct, we can trace through the execution of countdown(3). The
following table give the result.

Execution of outputs then executes
countdown (3) 3 countdown(2)
countdown (2) 2 countdown (1)
countdown (1) 1 countdown (0)
countdown (0) 0 countdown (-1)
countdown(-1) -1 countdown (-2)

Unfortunately, countdown will never terminate. We are supposed to stop printing
when n = 1, but we didn’t take that into account. In other words, we don’t
have a base case in our algorithm. To fix this, we can modify it so that a call to
countdown (0) produces no output and does not call countdown again.

Calls to countdown(n) should also produce no output when n < 0. The following
algorithm takes care of both problems and is our final solution.

void countdown(int n) {
if (n>0) {
print(n);
countdown(n-1) ;

}

Notice that when n < 0, countdown(n) does nothing, making n < 0 the base cases.
When n > 0, countdown(n) calls countdown(n-1), making n > 0 the inductive cases.
Finally, when countdown(n) makes a recursive call it is to countdown(n-1), so the
inductive cases progress to the base case.
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* Exercise 7.38. Prove that the recursive countdown(n) algorithm from Example 7.37 works
correctly. (Hint: Use induction.)

In general, we can solve a problem with recursion if we can:

1. Find one or more simple cases of the problem that can be solved directly.

2. Find a way to break up the problem into smaller instances of the same problem.
3. Find a way to combine the smaller solutions.

Let’s see a few classic examples of the use of recursion.

Example 7.39. Consider the binary search algorithm to find an item v on a sorted list of size
n. The algorithm works as follows.

e We compare the middle value m of the array to v.

e If the m = v, we are done.

e Klse if m < v, we binary search the left half of the array.
e Else (m > v), we binary search the right half of the array.
e Now, we have the same problem, but only half the size.

In Example 6.162 we saw the following iterative implementation of binary search:

int binarySearch(int all, int n, int val) {
int left=0, right=n-1;
while (right>=left) A{
int middle = (left+right)/2;
if(val==al[middle])
return middle;
else if(val<a[middlel])
right=middle-1;
else
left=middle+1;
}
return -1;
}
Here is a version that uses recursion. In this version we need to pass the endpoints of the array

so we know what part of the array we are currently looking at.
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int binarySearch(int[] a, int left, int right, int val) {
if (right>=1left) {
int middle = (left+right)/2;
if(val==a[middle])
return middle;
else if(val<al[middle])
return binarySearch(a,left,middle-1,val);
else
return binarySearch(a,middle+1,right,val);
} else {
return -1;
}
}

You should notice that in this case, the iterative and recursive algorithms are very similar, and
it is not clear that one implementation is better than the other. However, if you were asked to
write the algorithm from scratch, it is probably easier to get the details right for the recursive
one.

Example 7.40. Prove that the recursive binarySearch algorithm from Example 7.39 is cor-
rect.

Proof: We will prove it by induction on n = right — left + 1 (that is, the size of
the array).

Base case: If n = 0, that means right < left, and binarySearch returns —1 as it
should (since val cannot possible be in an empty array). So it works correctly for
n = 0.

Inductive Hypothesis: Assume that binarySearch works for arrays of size 0
through k£ — 1 (we need strong induction for this proof).

Inductive step: Assume binarySearch is called on an array of size k. There are
three cases.

e If val = almiddle], the algorithm returns middle which is the correct answer.

e If val < almiddle], a recursive call is made on the first half of the array (from
left to middle — 1). Because a is sorted, if val is in the array, it is in that
half of the array, so we just need to prove that the recursive call returns the
correct value. Notice that the first half of the array has less than n elements
(it does not contain middle or anything to the right of middle, so it is clearly
smaller by at least one element). Thus, by the inductive hypothesis, it returns
the correct index or —1 if wal is not in that part of the array. Therefore it
returns the correct value.

e The case for val > a[middle] is symmetric to the previous case and the details
are left to the reader.
In all cases, it works correctly on an array of size k.

Summary: Since it works for an array of size 0 and whenever it works for arrays
of size at most k — 1 it works for arrays of size k, by the principle of mathematical
induction, it works for arrays of any nonnegative size. O
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Note: You might think the base case in the previous proof should be n = 1, but that is not
actually correct. A failed search will always make a final call to binarySearch with n = 0. If
we don’t prove it works for an empty array then we cannot be certain that it works for failed
searches.

Example 7.41. Recall the Fibonacci sequence, defined by the recurrence relation

0 if n=0
= 1 if n=1
fo—1+ fan—2 ifn>1

Let’s see an iterative and a recursive algorithm to compute f,,. The iterative algorithm (on
the left) starts with fy and f; and computes each f; based on f;_; and f;_» for ¢ from 2 to n.
As it goes, it needs to keep track of the previous two values. The recursive algorithm (on the
right) just uses the definition and is pretty straightforward.

int Fib(int n) { int FibR(int n) {
int fib; if(n <= 1) {
if(n <= 1) { return (n) ;
return(n) ; } else {
} else { return(FibR(n-1)+FibR(n-2)) ;
int fibm2=0; }
int fibml=1; }

int index=1;

while (index < n) {
fib=fibml+£fibm?2;
fibm2=fibmi;
fibml=fib;
index++;

}

return (fib) ;

* Question 7.42. Which algorithm is better, Fib or FibR? Give several reasons to justify
your answer.

Answer

Although recursion is a great technique to solve many problems, care must be taken when using
it. It easy to make simple mistakes like we did in Example 7.37. They can also be very inefficient
on occasion, as we alluded to in the previous example (and will prove later). In addition, recursive
algorithms often take more memory than iterative ones, as we will see next.
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Example 7.43. Consider our algorithms for n!. The iterative one from Example 4.49 uses
memory to store four numbers: n, f, i, and return value.” The recursive one from Example 7.33
uses memory to store two numbers: n and the return value. Although the recursive algorithm
uses less memory, it is called multiple times, and every call needs its own memory. For instance,
a call to factorial(3) will call factorial(2) which will call factorial(1). Thus, computing 3!
requires enough memory to store 6 numbers, which is more than the 4 required by the iterative
algorithm. In general, the recursive algorithm to compute n! will need to store 2n numbers,
whereas the iterative one will still just need 4, no matter how large n gets.

“T won’t get technical here, but memory needs to be allocated for the value returned by a function.

Since computers have a finite amount of memory, and since every call to a function requires its
own memory, there is a limit to how many recursive calls can be made in practice. In fact some
languages, including Java, have a defined limit of how deep the recursion can be. Even for those
that don’t have a limit, if you run out of memory, you can certainly expect bad things to happen.
This is one of the reasons recursion is avoided when possible.

Good compilers attempt to remove recursion, but it is not always possible. Good programmers
do the same. Since recursive algorithms are often more intuitive, it often makes sense to think in
terms of them. But many recursive algorithms can be turned into iterative algorithms that are as
efficient and use less memory. There is no single technique to do so, and it is not always necessary,
but it is a good thing to keep in mind.

Let’s see a few more examples of the subtle problems that we can run into when using recursion.

Example 7.44. The following algorithm is supposed to sum the numbers from 1 to n:

void SumlitoN(int n) {
if (n == 0) return(0);
else return(n + SumltoN(n-1));
}
Although this algorithm works fine for non-negative values of n, it will go into infinite
recursion if n < 0. Like our original solution to the countdown problem, the mistake here is an

improper base case.

It is easy to get things backwards when recursion is involved. Consider the following example.

* Question 7.45. One of these routines prints from 1 up to n, the other from n down to 1.
Which does which?

void PrintN(int n) { void NPrint (int n) {
if (n > 0) { if (n > 0) {
PrintN(n-1); print(n);
print (n); NPrint (n-1);
} }
} }
Answer

We conclude this section by summarizing some of the advantages and disadvantages of recursion.
The advantages include:
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1. Recursion often mimics the way we think about a problem, thus the recursive solutions can
be very intuitive to program.

2. Often recursive algorithms to solve problems are much shorter than iterative ones. This can
make the code easier to understand, modify, and/or debug.

3. The best known algorithms for many problems are based on a divide-and-conquer approach:

e Divide the problem into a set of smaller problems
e Solve each small problem separately

e Put the results back together for the overall solution

These divide-and-conquer techniques are often best thought of in terms of recursive algo-
rithms.

Perhaps the main disadvantage of recursion is the extra time and space required. We have
already discussed the extra space. The extra time comes from the fact that when a recursive call is
made, the operating system has to record how to restart the calling subroutine later on, pass the
parameters from the calling subroutine to the called subroutine (often by pushing the parameters
onto a stack controlled by the system), set up space for the called subroutine’s local variables, etc.
The bottom line is that calling a function is not “free”.

Another disadvantage is the fact that sometimes a slick-looking recursive algorithm turns out
to be very inefficient. We alluded to this in Example 7.42. On the other hand, if such inefficiencies
are found, there are techniques that can often easily remove them (e.g. a technique called memo-
ization?). But you first have to remember to analyze your algorithm to determine whether or not
there might be an efficiency problem.

2No, that’s not a typo. Google it.
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7.3 Solving Recurrence Relations

Recall that a recurrence relation is simply a sequence that is recursively defined. More formally, a
recurrence relation is a formula that defines a,, in terms of a;, for one or more values of i < n.?

Example 7.46. We previously saw that we can define n! by 0! = 1, and if n > 0, n! = n-(n—1)!.
This is a recurrence relation for the sequence n!.

Similarly, we have seen the Fibonacci sequence several times. Recall that n-th Fibonacci
number is given by fo = f1 = 1 and for n > 1, f,, = fn_1 + fn_2. This is recurrence relation
for the sequence of Fibonacci numbers.

Example 7.47. Each of the following are recurrence relations.

t, = n-thp_1+4-t,_3

™h = Tpt1

an = aun-1+2-ap92+3 -ap_3+4-ay,_4
Pn = Pn—1°'Pn-2

Sn = Sp_3+ n? —4n + 32

We have not given any initial conditions for these recurrence relations. Without initial con-
ditions, we cannot compute particular values. We also cannot solve the recurrence relation
uniquely.

Recurrence relations have 2 types of terms: recursive term(s) and the non-recursive terms. In
the previous example, the recursive term of s,, is s,,—3 and the non-recursive term is n? — 4n + 32.

% Question 7.48. Consider the recurrence relations r,, and a,, from Example 7.47.

(a) What are the recursive terms of r,?

Answer

(b) What are the non-recursive terms of r,?

Answer

(¢) What are the recursive terms of a,,?

Answer

(d) What are the non-recursive terms of a,,?

Answer

3You might also see recurrence relations written using function notation, like a(n). Although there are technical
differences between these notations, you can think of them as being essentially equivalent in this context.
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In computer science, the most common place we use recurrence relations is to analyze recursive
algorithms. We won’t get too technical yet, but let’s see a simple example.

Example 7.49. How many multiplications are required to compute n! using the factorial
algorithm given in Example 7.33 (repeated below)?

int factorial(int n) {
if (n<=0) {
return 1;
} else {
return n*xfactorial(n-1);
}
}

Solution: Let M, be the number of multiplications needed to compute n! using
the factorial algorithm from Example 7.33. From the code, it is obvious that
My = 0. If n > 0, the algorithm uses one multiplication and then makes a recursive
call to factorial(n-1). By the way we defined M, factorial(n-1) does M,_;
multiplications. Therefore, M,, = M,_1 + 1.

So the recurrence relation for the number of multiplications is

0 if n=0
M = { M, 1+1 ifn>0.

Given a recurrence relation for a,, you can’t just plug in n and get an answer. For instance,
if a, = n-an_1, and a; = 1, what is a109? The only obvious way to compute it is to compute
as,as,...,agg, and then finally ai99. That is the reason why solving recurrence relations is so
important. As mentioned previously, solving a recurrence relation simply means finding a closed
form expression for it.

Example 7.50. It is not too difficult to see that the recurrence from Example 7.49 has the
solution M,, = n. To prove it, notice that with this assumption, M,,_; +1=(n—1)+1=n=
M, so the solution is consistent with the recurrence relation.

We can also prove it with induction: We know that My = 0, so the base case of k = 0 is
true. Assume M, =k for kK > 0. Then we have

Mgy1=Mg+1=Fk+1,
so the formula is correct for k£ + 1. Thus, by PMI, the formula is correct for all k& > 0.

The last example demonstrates an important fact about recurrence relations used to analyze
algorithms. The recursive terms come from when a recursive function calls itself. The non-recursive
terms come from the other work that is done by the function, including any splitting or combining
of data that must be done.
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Example 7.51. Consider the recursive binary search algorithm we saw in Example 7.39:

int binarySearch(int[] a, int left, int right, int val) {
if (right>=1left) {
int middle = (left+right)/2;
if (val==a[middle])
return middle;
else if(val<al[middle])
return binarySearch(a,left,middle-1,val);
else
return binarySearch(a,middle+1,right,val);
} else {
return -1;
}
}

Find a recurrence relation for the worst-case complexity of binarySearch.

Solution: Let T}, be the complexity of binarySearch for an array of size n.
Notice that the only things done in the algorithm are to find the middle element,
make a few comparisons, perhaps make a recursive call, and return a value. Aside
from the recursive call, the amount of work done is constant, which we will just
call 1 operation. Notice that at most one recursive call is made, and that the array
passed in is half the size. Therefore T, =T,,/o +1.* If we want a base case, we can
use Ty = 1 since the algorithm will simply return —1 for an empty array, and that
clearly takes constant time. We’ll see how to solve this recurrence shortly.

“Technically, the recurrence relation is 75, = 7|, 2] + 1 since n/2 might not be an integer. It turns out that
most of the time we can ignore the floors/ceilings and still obtain the correct answer.

We will discuss using recurrence relations to analyze recursive algorithms in more detail in
section 7.4. But first we will discuss how to solve recurrence relations. There is no general method
to solve recurrences. There are many strategies, however. In the next few sections we will discuss
four common techniques: the substitution method, the iteration method, the Master Theorem (or
Master Method), and the characteristic equation method for linear recurrences.

% Question 7.52. Let’s see if you have been paying attention. What does it mean to solve a
recurrence relation?

Answer

As we continue our discussion of recurrence relations, you will notice that we will begin to
sometimes use the function notation (e.g. 7'(n) instead of 7;,). We do this for several reasons. The
first is so that you are comfortable with either notation. The second is that in algorithm analysis,
this notation seems to be more common, at least in my experience.

7.3.1 Substitution Method

The substitution method might be better called the guess and prove it by induction method. Why?
Because to use it, you first have to figure out what you think the solution is, and then you need
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to actually prove it. Because of the close tie between recurrence relations and induction, it is the
most natural technique to use. Let’s see an example.

Example 7.53. Consider the recurrence

S(n)—{l when n =1
L S(n—1)+n otherwise

1
Prove that the solution is S(n) = @

Proof: Whenn=1,5(1)=1= w Assume that S(k —1) = w Then

S(k) = S(k—1)+k (Definition of S(k))

—1
= w + k (Inductive hypothesis)
k2 —k .
= 5 + k (The rest is just algebra)
k2 —k+2k
2

k2 +k

k(k+1)
.

By PMI, S(n) = w for all n > 1. O

*Exercise 7.54. Recall that in Example 7.51, we developed the recurrence relation T'(n) =
T(n/2) +1,T(0) = 1 for the complexity of binarySearch. For technical reasons, ignore 7'(0)
and assume T'(1) = 1 is the base case. Use substitution to prove that T'(n) = logyn + 1 is a
solution to this recurrence relation.
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Example 7.55. Solve the recurrence

o { 1 when n =1
" | 2H,_; +1 otherwise

Proof: Notice that Hy = 1, Ho =2-14+1 =3, H3 =2-3+41 =7, and
Hy=2-7+1=15. It sure looks like H,, = 2" — 1, but now we need to prove it.
Since H; =1 = 2' — 1, we have our base case of n = 1. Assume H,, = 2" — 1. Then

Hn+1 = 2Hn + 1
202" —1) + 1
2n+1 _ 1’
and the result follows by induction. O

% Exercise 7.56. Solve the following recurrence relation and use induction to prove your
solution is correct: A(n) = A(n —1)+2, A(1) = 2.
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Example 7.57. Why was the recursive algorithm to compute f,, from Example 7.41 so bad?

Solution: Let’s count the number of additions FibR(n) computes since that is the
main thing that the algorithm does.” Let F'(n) be the number of additions required
to compute f,, using FibR(n). Since FibR(n) calls FibR(n-1) and FibR(n-2) and
then performs one addition, it is easy to see that

Fn)=F(n—-1)+F(n—-2)+1,

where F'(0) = F(1) = 0 is clear from the algorithm. We could use the method for
linear recurrences that will be outlined later to solve this, but the algebra gets a
bit messy. Instead, Let’s see if we can figure it out by computing some values.

F(0) = 0

F(1) = 0

F2) = F1)+F0)+1=1
F(3) = F@) +F(1)+1=2
F(4) = FB)+F@2) +1=4
F(5) = FA)+F@)+1=7
F6) = F()+F(4)+1=12
F(7) = F(6)+F(5)+1=20

No pattern is evident unless you add one to each of these. If you do, you will get
1,1,2,3,5,8,13, 21, etc., which looks a lot like the Fibonacci sequence starting with
fi. So it appears F(n) = fn4+1—1. To verify this, first notice that F(0) =0 = f;—1
and F(1) =0 = fo — 1. Assume it holds for all values less than k. Then

F(k) = F(k—1)+F(k—2)+1
= fe—1+fra1—-1+1
= fet+ fr-1-1
= fe+1— L

The result follows by induction.

So what does this mean? It means in order to compute f;,, FibR(n) performs f,11—1
additions. In other words, it computes f,, by adding a bunch of 0s and 1s, which
doesn’t seem very efficient. Since f,, grows exponentially (we’ll see this in Example
7.82), then F(n) does as well. That pretty much explains what is wrong with the
recursive algorithm.

?Alternatively, we could count the number of recursive calls made. This is reasonable since the amount of
work done by the algorithm, aside from the recursive calls, is constant. Therefore, the time it takes to compute
fn is proportional to the number of recursive calls made. This would produce a slightly different answer, but
they would be comparable.



358 Chapter 7

7.3.2 Iteration Method

With the iteration method (sometimes called backward substitution, we expand the recurrence and
express it as a summation dependent only on n and initial conditions. Then we evaluate the
summation. Sometimes the closed form of the sum is obvious as we are iterating (so no actual
summation appears in our work), while at other times it is not (in which case we do end up with
an actual summation).

Our first example perhaps has too many steps of algebra, but it never hurts to be extra careful
when doing so much algebra. We also don’t provide a whole lot of justification or explanation for
the steps. We will do that in the next example. It is easier to see the overall idea of the iteration
method if we don’t interrupt it with comments. If this example does not make sense, come back
to it after reading the next example.

Example 7.58. Solve the recurrence

R()—{l when n =1
n= 2R(n/2) +n/2 otherwise

Proof: We have

R(n) = 2R(n/2)+n/2
= 2(2R(n/4) +n/4)+n/2
= 22R(n/4) +n/2 +n/2
=22R(n/4) +n
= 2%(2R(n/8) +n/8) +n
=23R(n/8) +n/2+n
= 23R(n/8) + 3n/2
= 23(2R(n/16) +n/16) + 3n/2
= 2'R(n/16) +n/2 + 3n/2
= 21R(n/16) + 2n

= 28R(n/(2F)) + kn/2
219827 R 1/ (29827)) + (logy )2
nR(n/n) + (logyn)n/2

nR(1) + (logyn)n/2

= n+ (logyn)n/2

g

Using this method requires a little abstract thinking and pattern recognition. It also requires
good algebra skills. Care must be taken when doing algebra, especially with the non-recursive
terms. Sometimes you should add/multiply (depending on context) them all together, and other
times you should leave them as is. The problem is that it takes experience (i.e. practice) to
determine which one is better in a given situation. The key is flexibility. If you try doing it one
way and don’t see a pattern, try another way.

Here is my suggestion for using this method
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1. Iterate enough times so you are certain of what the pattern is. Typically this means at least
3 or 4 iterations.

2. As you iterate, make adjustments to your algebra as necessary so you can see the pattern.
For instance, whether you write 23 or 8 can make a difference in seeing the pattern.

3. Once you see the pattern, generalize it, writing what it should look like after k iterations.
4. Determine the value of k that will get you to the base case, and then plug it in.

5. Simplify.

* Question 7.59. The iteration method is probably not a good choice to solve the following
recurrence relation. Explain why.

T(n)=T(n—1)+3T(n—2) +nx*T(n/3) +n? T(1)=17

Answer

Here is an example that contains more of an explanation of the technique.

Example 7.60. Solve the recurrence relation T'(n) = 27(n/2) +n3, T(1) = 1.

Solution: We start by backward substitution:

T(n) = 2T(n/2) +n?
= 2[2T(n/4) + (n/2)%] + n?
= 2[2T(n/4) +n3/8)] +n3
= 2’T(n/4) +n®/4+n®

Notice that in the second line we have (n/2)? and not n3. This may be more clear
if rewrite the formula using k: T'(k) = 2T(k/2) + k3. When applying the formula
to T'(n/2), we have k = n/2, so we get

T(n/2) = 2T((n/2)/2) + (n/2)® = 2T (n/4) + n3/8.

Back to the second line, also notice that the 2 is multiplied by both the 27'(n/4)
and the (n/2)3 terms. A common error is to lose one of the 2s on the T'(n/4) term
or miss it on the (n/2)® term when simplifying. Also, (n/2)? = n3/8, not n3/2.
This is another common mistake. Continuing,
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T(n) = ...
= 22T(n/4) +n3/4 4+ n?

= 2T(n/8) + (/)] + n®/4 +n®
= 22[2T(n/8) + n3/43] + n3/4 +n?
= 25T (n/8) +n3/4% + n3/4 + nd.

By now you should have noticed that I use 2 or more steps for every iteration—I
do one substitution and then simplify it before moving on to the next substitution.
This helps to ensure I don’t make algebra mistakes and that I can write it out in a
way that helps me see a pattern.

Next, notice that we can write the last line as
25T (n/2%) + n3/4% + n3 /4> + n3/4°,
so it appears that we can generalize this to

k—1
2°T(n/2%) + ) n?/4’.

i=0
The sum starts at ¢« = 0 (not 1) and goes to kK — 1 (not k). It is easy to get either
(or both) of these wrong if you aren’t careful. We should be careful to make sure
we have seen the correct pattern. Too often I have seen students make a pattern
out of 2 iterations. Not only is this not enough iterations to be sure of anything,
the pattern they usually come up with only holds for the last iteration they did.
The pattern has to match every iteration. To be safe, go one more iteration after
you identify the pattern to verify that it is correct.

Continuing (with a few more steps shown to make all of the algebra as clear as
possible), we get

T(n) = ...
= 25T(n/23) 4+ n3/4% 4 n3/4' 4 n3/4°

= 2)[2T(n/2%) + (n/2%)3] + n3/4% + n3/4' + n3/4°
= 2°[2T(n/2%) 4+ n?®/2°) + n?/4% + n3/4' 4+ n3/4°
= 2'T(n/2%) + n?®/2° + n?/4% + n? /4 4 n3/4°

= 2'T(n/2%) + n?/4% + n3/4® + n?®/4" +n3/4°

k-1

= 2"T(n/2%) +) n?/4"

1=0

Notice that this does seem to match the pattern we saw above. We can evaluate
the sum to simplify it a little more:
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k—1
= 2T(n/2%)+) nd/4
=0
k—1
= 2"T(n/2%) +n®) 1/4°
=0
k—1

= 2*T(n/2%) + 0 (1/4)°

1=0

_ 1—(1/4)F
= 25T (n/2%) + n3 (W)

= 2PT(n/2%) + n3(4/3)(1 — (1/4)%)

We are almost done. We just need to find a k that allows us to get rid of the
recursion. Thus, we need to determine what value of k makes T'(n/2%) = T(1) = 1.
In other words, we need k such that

n/2%¥ = 1.

This is equivalent to

n =2k,

Taking log (base 2) of both sides, we obtain
logy n = logy(2F) = klogy 2 = k.

So k = logyn. We plug in k and use the fact that 2!°62™ = n along with the
exponent rules to obtain

T(n) = ...
= 2"T(n/2%) +n*(4/3)(1 — (1/4)%)
= 9B (n/2%2") 4 m(4/3)(1 — (1/4)1%:")

= nT(1) +n*(4/3) (1 - ﬁ)

— 014243 (1- )

1
_ 3
4
= n—i-gn?’—gn
4 1
= gn?’—gn

So we have that T'(n) = gn® — in.
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* Exercise 7.61. Use iteration to solve the recurrence

1 when n =1
H(n) = { 2H(n — 1)+ 1 otherwise
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Example 7.62. Give a tight bound for the recurrence 7'(n) = T'(y/n) + 1, where 7'(2) = 1.

Solution: We can see that

T(n) = TnY?)+1
= T/ +1+1
= T +14+1+1
= T(n1/2k)+/<;

a k
If we can determine when n'/2

2) on both sides, we get

= 2, we can obtain a solution. Taking logs (base
logz(nl/Qk) = log, 2.
We apply the power-inside-a-log rule and the fact that logy 2 =1 to get
(1/2%)logyn = 1.
Multiplying both sides by 2* and flipping it around, we get
28 = logy n.

Again taking logs, we get
k = logy log, n.
Therefore,

T(nl/210g2 e ") + log, logy n

1/2log2 logg n

T(n)

= T(2) + logylogyn (since n = 2 by the way we chose k)

= 1+ log, logy n.

Therefore, T'(n) = 1 + log, logs 1.
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wExercise 7.63. Use iteration to solve the recurrence relation that we developed in Exam-
ple 7.51 for the complexity of binarySearch:

T(n)=T(n/2)+1,T(1) = 1.
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If you can do the following exercise correctly, then you have a firm grasp of the iteration
method and your algebra skills are superb. If you have difficulty, keep working at it and/or get
some assistance. I strongly recommend that you do your best to solve this one on your own.

* Exercise 7.64. Solve the recurrence relation T'(n) = 27(n — 1) + n, T(1) = 1. (Hint: You
will need the result from Exercise 7.18.)
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7.3.3 Master Theorem

We will omit the proof of the following theorem which is particularly useful for solving recurrence
relations that result from the analysis of certain types of recursive algorithms—especially divide-
and-conquer algorithms.

Theorem 7.65 (Master Theorem). Let T'(n) be a monotonically increasing function satisfying

T(n) = aT(n/b)+ f(n)

where a > 1, b> 1, and ¢ > 0. If f(n) = ©(n?), where d > 0, then

O(n?) if a < b?
T(n)=<¢ O(ntlogn) ifa=0b?
O(n'°& ) ifa > b?

Example 7.66. Use the Master Theorem to solve the recurrence
T(n)=4T(n/2) +n,T(1) = 1.

Solution: ~ We have a = 4,b = 2, and d = 1. Since 4 > 2!, T'(n) = O(nl°&2*) =
©(n?) by the third case of the Master Theorem.

Example 7.67. Use the Master Theorem to solve the recurrence
T(n) = 4T (n/2) +n* T(1) = 1.

Solution: We have a = 4,b = 2, and d = 2. Since 4 = 22, we have T'(n) =
©(n?logn) by the second case of the Master Theorem.

Example 7.68. Use the Master Theorem to solve the recurrence
T(n) = 4T (n/2) +n3,T(1) = 1.

Solution: Here, a = 4,b = 2, and d = 3. Since 4 < 23, we have T'(n) = O(n3) by
the first case of the Master Theorem.

Wow. That was easy.? But the ease of use of the Master Method comes with a cost. Well,
two actually. First, notice that we do not get an exact solution, but only an asymptotic bound on
the solution. Depending on the context, this may be good enough. If you need an exact numerical
solution, the Master Method will do you no good. But when analyzing algorithms, typically we
are more interested in the asymptotic behavior. In that case, it works great. Second, it only works
for recurrences that have the exact form T'(n) = aT'(n/b) + f(n). It won’t even work on similar
recurrences, such as T'(n) = T'(n/b) + T'(n/c) + f(n).

4 Almost too easy.
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* Exercise 7.69. Use the Master Theorem to solve the recurrence

T(n) = 2T(n/2) +1,T(1) = 1.

Example 7.70. Let’s redo one from a previous section. Use the Master Theorem to solve the

recurrence
1 when n =1

R(n) = { 2R(n/2) +n/2 otherwise

Solution: Here, we have a = 2, b = 2, and d = 1. Since 2 = 2!, R(n) =
O(n'logn) = O(nlogn). Recall that in Example 7.58 we showed that R(n) =
n + (logy n)n/2. Since n + (logy n)n/2 = ©(nlogn), our solution is consistent.

 Exercise 7.71. Use the Master Theorem to solve the recurrence

T(n) = 7T(n/2) + 15n%/4,T(1) = 1.

* Question 7.72. In the solution to the previous exercise, we stated that
aT(n) = @(nlogg 7)7 which is about @(nz.g)'a

Why didn’t we just say ‘T'(n) = ©(nl°827) = ©(n28)’?

Answer
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* Exercise 7.73. We saw in Example 7.51 that the complexity of binary search is given by
the recurrence relation T'(n) = T'(n/2) + 1, T(0) = 1 (and you may assume that 7'(1) = 1).
Use the Master Theorem to solve this recurrence.

7.3.4 Linear Recurrence Relations

Although in my mind linear recurrence relations are of the least importance of these four methods
for computer scientists, we will discuss them very briefly, both for completeness sake, and because
we can talk about the Fibonacci numbers again.

Definition 7.74. Let ¢q,co,...,ci be real constants and f : N — R a function. A recurrence
relation of the form

an = C1ap_1 + Coln_2 + -+ + Cran_j + f(n) (7.1)

is called a linear recurrence relation (or linear difference equation). If f(n) =0 (that
is, there is no non-recursive term), we say that the equation is homogeneous, and otherwise
we say the equation is nonhomogeneous.

The order of the recurrence is the difference between the highest and the lowest subscripts.

Example 7.75. u, = u,_1 + 2 is of the first order, and w,, = 9u,,_4 +n° is of the fourth order.

There is a general technique that can be used to solve linear homogeneous recurrence relations.
However, we will restrict our discussion to certain first and second order recurrences.

First Order Recurrences

In this section we will learn a technique to solve some first-order recurrences. We won’t go into
detail about why the technique works.

Procedure 7.76. Let f(n) be a polynomial and a # 1. Then the following technique can be
used to solve a first order linear recurrence relations of the form

Ty = axp_1 + f(n).

1. First, ignore f(n). That is, solve the homogeneous recurrence x, = ax,—1. This is done
as follows:

(a) ‘Raise the subscripts’, so x, = ax,_1 becomes z™ = ax™ Y. This is called the char-
acteristic equation.

(b) Canceling this gives x = a.
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(¢) The solution to the homogeneous equation x, = ax,—1 will be of the form x, = Aa",
where A is a constant to be determined.

2. Assume that the solution to the original recurrence relation, x, = axn,—1+ f(n), is of the
form x, = Aa"™ + g(n), where g is a polynomial of the same degree as f(n).

3. Plug in enough values to determine the correct constants for the coefficients of g(n).

This procedure is a bit abstract, so let’s just jump into seeing it in action.

Example 7.77. Let o = 7 and z,, = 2x,_1,n > 1. Find a closed form for x,,.

Solution: Raising subscripts we have the characteristic equation z™ = 22"~ 1.
Canceling, * = 2. Thus we try a solution of the form z, = A2", were A is a
constant. But 7 = g = A2° = A and so A = 7. The solution is thus z, = 7(2)".

Example 7.78. Let o = 7 and z,, = 22,1 + 1,n > 1. Find a closed form for x,,.

Solution: By raising the subscripts in the homogeneous equation we obtain
™ = 22" or x = 2. A solution to the homogeneous equation will be of the form
xn = A(2)". Now f(n) = 1 is a polynomial of degree 0 (a constant) and so the
general solution should have the form z, = A2" + B. Now, 7 = 29 = A2° + B =
A+ B. Also, x1 =2x¢9+1 =15 and so 15 = 21 = 2A+ B. Solving the simultaneous

equations
A+B=1,

94 + B = 15,

Using these equations, we can see that A = 7 — B and B = 15 — 2A. Plugging
the latter into the former, we have A = 7 — (15 — 24) = -8 + 24, or A = 8.
Plugging this back into either equation, we can see that B = —1. So the solution
is o, = 8(2") — 1 = 2713 — 1.
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wExercise 7.79. Let g = 2,2, = 92,1 — 56n + 63. Find a closed form for this recurrence.

Second Order Recurrences

Let us now briefly examine how to solve some second order recursions.

Procedure 7.80. Here is how to solve a second-order homogeneous linear recurrence relations
of the form
Ty = QLp—1 + bxyp_a.

1. Find the characteristic equation by “raising the subscripts.” We obtain z™ = ax™ ' +
bx™ 2.

2

2. Canceling this gives x° — ax — b = 0. This equation has two roots r1 and rs.

3. If the roots are different, the solution will be of the form x, = A(r1)"™ + B(r2)", where
A, B are constants.

4. If the roots are identical, the solution will be of the form x, = A(r1)"™ + Bn(ry)".

Example 7.81. Let 29 = 1,21 = —1, 242 + 5xp41 + 62, = 0.

Solution: The characteristic equation is 22 + 5z + 6 = (x + 3)(x 4+ 2) = 0. Thus
we test a solution of the form z, = A(—2)" + B(—3)". Since 1 = 9 = A + B,
and —1 = —2A — 3B, we quickly find A = 2, and B = —1. Thus the solution is
T = 2(=2)" — (=3)™.
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Example 7.82. Find a closed form for the Fibonacci recurrence fo =0, f1 = 1, f, = fn_1 +

fn—2-

Solution:  The characteristic equation is f? — f — 1 = 0. This has roots %
Therefore, a solution will have the form

1+v5\" 1-v5\"
ea () en (5

The initial conditions give

0=A+ B, and

1:A(1+2*/5>+B(1_2*/5> :%(A+B)+?(A—B):§(A—B).

1 1
—,B = ———. We thus have
VB V5

e () - (5
"5 2 NG 2 '

From these two equations, we obtain A =

wExercise 7.83. Find a closed form for the recurrence o = 1,21 =4, x, = 4x,_1 — 4T, _9.
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7.4 Analyzing Recursive Algorithms

In Section 7.3 we already saw a few examples of analyzing recursive algorithms. We will provide
a few more examples in this section. In case it isn’t clear, the most common method to analyze
a recursive algorithm is to develop and solve a recurrence relation for its running time. Let’s see
some examples.

The two most two popular recursive sorting algorithms are merge sort and Quicksort. We will
briefly discuss each algorithm and then analyze the running time of each.

The basic idea behind merge sort is simple: Divide an array in half. Sort the first half, then
sort the second half, then merge the two halves together. The first question you might be asking
is how do you sort the two halves. Easy: merge sort them! But we need a base case otherwise the
recursion will go on forever. That is also easy: An array of size 0 or 1 is clearly already sorted.

Now we are left with two questions: how do we merge the two halves and how do we use that
to implement the entire algorithm? Here we will simply provide both algorithms without much
explanation and we will focus on analyzing them. If you want to better understand both merge
sort and Quicksort, I recommend you take a data structures and algorithms course.

Example 7.84. The Merge algorithm needs to take two sorted arrays and combine them into
a single sorted array. More accurately, it takes as input an array A which is sorted from left
to mid and from mid + 1 to right, and modifies A so it is sorted from left to right.

For instance, we might have left = 5, right = 15, mid = 9, and

A =[73,23,45,67,34,23,37,41,45,65, 12, 28, 39,59, 68, 89, 12, 34, 48, 47],

where the underlined portion, indexed from left to mid, is sorted, and the overlined portion,
indexed from mid + 1 to right is also sorted, and we want merge to return the array

A =[73,23,45,67,34,12,23,28,37,39,41, 45,59, 65, 68, 89, 12, 34, 48, 47]

in which the underlined portion, indexed from left to right is now fully sorted (check carefully
that it is correct).

Now that we better understand what Merge is supposed to do, we can present an algorithm
that accomplishes the task.

void Merge(int A[],int left,int mid,int right) {
int n=right-left+1;
int m=mid-left+1;
int *B=new int([n]; // Create new array
for(int i=0;i<m;i++)
B[il=A[left+il; // copy 1st half forward
for(int j=m;j<n;j++)
B[jl=A[right-j+m]; // copy 2nd half reversed
int i=0;
int j=n-1;
for(int k=left;k<=right;k++) // Now merge back to A
if (B[il<B[j1)
A[k]=B[i++];
else
Alk]1=B[j--1;
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If we set n = right — left + 1, the size of the portion of the array that we are dealing with, we
should be able to easily see that Merge takes O(n) time since it executes two loops whose total
number of iterations is n, and the third loop which has n iterations, and the rest of the code
takes constant time.

Example 7.85. Now that we have the Merge algorithm, implementing merge sort is pretty
straightforward given the description above.

MergeSort(int[] A,int left,int right) {
if (left < right) {
int mid = (left + right)/2;
MergeSort (A, left, mid);
MergeSort(A, mid + 1, right);
Merge (A, left, mid, right);
}

Notice that if left > right the algorithm does nothing. Also notice that this corresponds
to subarrays with 0 or 1 elements, which clear do not need to be sorted. This is the base case
we mentioned above.

Example 7.86. What is the worst-case running time of merge sort?

Solution:  The algorithm for MergeSort is below. Let T'(n) be the worst-case
running time of MergeSort on an array of size n = right — left. Recall that
Merge takes two sorted arrays and merges them into one sorted array in time ©(n),
where n is the number of elements in both arrays.® Since the two recursive calls to
MergeSort are on arrays of half the size, they each require time 7'(n/2) in the worst-
case. The other operations take constant time. Below we annotate the MergeSort
algorithm with these running times.

Algorithm Time required
MergeSort (int[] A,int left,int right) { T(n)
if (left < right) { Ci
int mid = (left + right)/2; Cy
MergeSort (A, left, mid); T(n/2)
MergeSort (A, mid + 1, right); T(n/2)
Merge(A, left, mid, right); O(n) < Csn
}
}

Given this, we can see that

T(n) = Ci+Cy+T(n/2)+T(n/2)+ O(n)
= 2T(n/2) 4+ O(n).

Notice that we absorbed the constants C; and C5 into the ©(n) term. For simplicity,
we will also replace the ©(n) term with cn (where ¢ is a constant) and rewrite this
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T(n) =2T(n/2) + cn.

We could use the Master Theorem to prove that T'(n) = O(nlogn), but that would
be too easy. Instead, we will use induction to prove that 7'(n) = O(nlogn), and
leave the Q-bound to the reader.

By definition, T'(n) = O(nlogn) if and only if there exists constants k and ng such
that T'(n) < knlogn for all n > nyg.

For the base case, notice that T'(2) = a for some constant a, and a < k2log 2 = 2k
as long as we pick k > a/2. Now, assume that T'(n/2) < k(n/2)log(n/2). Then

T(n)

2T (n/2) + cn
2(k(n/2)log(n/2) + cn
knlog(n/2) + cn
knlogn — knlog2 + cn
knlogn + (c — k)n
knlogn if k> c

IN

IN

As long as we pick k = max{a/2, c}, we have T'(n) < knlogn, so T'(n) = O(nlogn)
as desired.

“Since our goal here is to analyze the algorithm, we won’t provide a detailed implementation of Merge. All
we need to know is its complexity.

* Exercise 7.87. We stated in the previous example that we could use the Master Theorem
to prove that if T'(n) = 2T'(n/2) + cn, then T'(n) = ©(nlogn). Verify this.

* Question 7.88. Answer the following questions about points that were made in Exam-
ple 7.86.

(a) Why were we allowed to absorb the constants C; and Cs into the ©(n) term?

Answer
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(b) Why were we able to replace the O(n) term with cn?

Answer

Example 7.89 (Towers of Hanoi). The following legend is attributed to French mathematician
Edouard Lucas in 1883. In an Indian temple there are 64 gold disks resting on three pegs. At
the beginning of time, God placed these disks on the first peg and ordained that a group of
priests should transfer them to the third peg according to the following rules:

1. The disks are initially stacked on peg A, in decreasing order (from bottom to top).

2. The disks must be moved to another peg in such a way that only one disk is moved at a
time and without stacking a larger disk onto a smaller disk.

When they finish, the Tower will crumble and the world will end. How many moves does it
take to solve the Towers of Hanoi problem with n disks?

Solution: The usual (and best) algorithm to solve the Towers of Hanoi is:

e Move the top n — 1 disk to from peg 1 to peg 2.
e Move the last disk from peg 1 to peg 3.
e Move the top n — 1 disks from peg 2 to peg 3.

The only question is how to move the top n — 1 disks. The answer is simple: use
recursion but switch the peg numbers. Here is an implementation of this idea:

void solveHanoi(int N,int source,int dest,int spare) {
if (N==1) {
moveDisk(source,dest) ;
} else {
solveHanoi(N-1,source, spare,dest) ;
moveDisk(source,dest) ;
solveHanoi(N-1,spare,dest,source) ;

}

Don’t worry if you don’t see why this algorithm works. Our main concern here is
analyzing the algorithm.

The exact details of moveDisk depend on how the pegs/disks are implemented, so we
won’t provide an implementation of it. But it doesn’t actually matter anyway since
we just need to count the number of times moveDisk is called. As it turns out, any
reasonable implementation of moveDisk will take constant time, so the complexity
of the algorithm is essentially the same as the number of calls to moveDisk.
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Let H(n) be the number of moves it takes to solve the Towers of Hanoi problem
with n disks. Then H(n) is the number of times moveDisk is called when running
solveHanoi(n,1,2,3). It should be clear that H(1) = 1 since the algorithm simply
makes a single call to moveDisk and quits. When n > 1, the algorithm makes two
calls to solveHanoi with the first parameter being n — 1 and one call to moveDisk.
Therefore, we can see that

H(n)=2H(n—1)+1.

As with the first example, we want a closed form for H(n). But we already showed
that H(n) = 2" — 1 in Examples 7.55 and 7.61.

*Exercise 7.90. Let T'(n) be the complexity of blarg(n). Give a recurrence relation for

T(n).
int blarg(int n) {
if(n>5) {
return blarg(n-1)+blarg(n-1)+blarg(n-5)+blarg(sqrt(n));
}
else {
return n;
}
}
Answer

* Exercise 7.91. Give a recurrence relation for the running time of stoogeSort(A,0,n-1).
(Hint: Start by letting T'(n) be the running time of stoogeSort on an array of size n.)

void stoogeSort(int[] A,int L,int R){

if (R<=L) return; // Array has at most one element

if (A[RI<A[L]) { // Swap first and last element
Swap(A,L,R); // if they are out of order

}

if (R-L>1){ // If the list has at least 2 elements
int third=(R-L+1)/3;
stoogeSort(A,L,R-third); // Sort first two-thirds
stoogeSort(A,L+third,R); // Sort last two-thirds
stoogeSort(A,L,R-third); // Sort first two-thirds again

Answer
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* Exercise 7.92. Solve the recurrence relation you developed for StoogeSort in the previous
exercise. (Make sure you verify your solution to the previous problem before you attempt to
solve your recurrence relation).

* Question 7.93. Which sorting algorithm is faster, MergeSort or StoogeSort? Justify your
answer.

Answer

% Exercise 7.94. Give and solve a recurrence relation for the running time of an algorithm
that does as follows: The algorithm is given an input array of size n. If n < 3, the algorithm
does nothing. If n > 3, create 5 separate arrays, each one-third of the size of the original array.
This takes O(n) to accomplish. Then call the same algorithm on each of the 5 arrays.
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7.4.1 Analyzing Quicksort

In this section we give a proof that the average case running time of randomized quicksort is
©(nlogn). This proof gets its own section because the analysis is fairly involved. This proof is based
on the one presented in Section 8.4 of the classic Introduction to Algorithms by Cormen, Leiserson,
and Rivest. The algorithm they give is slightly different, and they include some interesting insights,
so read their proof/discussion if you get a chance.

There are several slight variations of the quicksort algorithm, and although the exact running
times are different for each, the asymptotic running times are all the same. Below is the version of
Quicksort we will analyze.

Example 7.95. Here is one implementation of Quicksort:

Quicksort(int A[],int 1,int r){ int Partition(int A[],int 1,int r){
if (r > 1) { int piv=1l+(rand () %(r-1+1));
int p = Partition(A,l,r); swap (A,1l,piv);
Quicksort(A,l,p-1); int i = 1+1;
Quicksort(A,p+l,r); int j = r;
} while (1) {
} while (A[i] <= A[1] && i<r)
i++;
while (A[j]1 >= A[1] && j>1)
J—--5

if (i >= j) {
swap(A,j,1);
return j;

}

else swap(A,i,j);

}

We will base our analysis on this version of Quicksort. It is straightforward to see that the
runtime of Partition is ©(n) (Problem 7.14 asks you to prove this). We start by developing a
recurrence relation for the average case runtime of Quicksort.

Theorem 7.96. Let T'(n) be the average case runtime of Quicksort on an array of size n.
Then

n—1
T(n) = % 3" T(k) + O(n).
k=1

Proof: Since the pivot element is chosen randomly, it is equally likely that the pivot will end
up at any position from I to r. That is, the probability that the pivot ends up at location [ + 1
is 1/n for each i =0,...,r — 1. If we average over all of the possible pivot locations, we obtain
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(the last step holds since T'(0) =0)

n—1
Tn) = % ( (T(k) +T(n —k — 1))) +0(n)

k=0
1 n—1 1 n—1
= — Y T(k)+—=>» T(n—k—1)+06(n)
n n
k=0 k=0
1 n—1 1 n—1
= =Y T(k)+=> T(k)+6(n)
n n
k=0 k=0
9 n—1
= =) T(k)+6(n)
" =0
n—1

_ % T(k) + O(n).

We will need the following result in order to solve the recurrence relation.

Lemma 7.97. For anyn > 3,

n—1

1 1
Z klogk < —n? logn — —n?.
2 8
k=2
Proof: We can write the sum as
n—1 [n/2]-1 n—1
> klogk= Y klogk+ Y  klogk
k=2 k=2 k=[n/2]

Then we can bound (klogk) by (klog(n/2)) = k(logn — 1) in the first sum, and by
(klogn) in the second sum. This gives
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n—1
> klogk
k=2

The last step holds since

when n > 3.

IN

IN

IN

IN
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[n/2]-1

Z klogk + Z klog k

k=[n/2]
[n/2]-1

Z k(logn — 1) +

[n/2]-1

Z k + logn Z k

k=[n/2]

Z klogn

k=[n/2]
(logn —1)

[n/2]-1 [n/2]-1

logn Z k— Z k + logn ;]k
k=[n/2
n—1 [n/2]-1

logn» k— Y k
k=2 k=2
n—1 [n/2]-1

lognz k— Z k
k=1 k=1

1 1. n n
1 —(n—1n—=(=—1)=
(logn)5(n = ) — 5 (5 — 1)
1 4 n 1 49 n
~n21 | _Z -
2n ogn 2ogn 8” +4
1 1
2210gn—§n2

U

4= 8™
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Now we are ready for the final analysis.

381

Theorem 7.98. Let T'(n) be the average case runtime of Quicksort on an array of size n.

Then
T(n) = O(nlogn).

Proof:  We need to show that T'(n) = O(nlogn) and T'(n) = Q(nlogn). To prove

that T(n) = O(nlogn), we will show that for some constant a,

T(n) <anlogn for alln>2.°

When n = 2,
anlogn = a2log 2 = 2a,

and a can be chosen large enough so that T(2) < 2a. Thus, the inequality holds
for the base case. Let T(1) = C, for some constant C'. For 2 < k < n, assume

T(k) < aklogk. Then

|
—

n

T(n) = T(k)+©(n)

AN
3| 3|
T

k=2

%a “2 2
= =) klogk+=C+06(n)
n o n

IA

k=2

IA

2 8

= anlogn — %n—FC—F@(n)

= anlogn + (@(n) +C - %n)

< anlogn (choose a so ©(n) +C < n)

2
aklogk + ;T(l) +O(n) (by assumption)

n—1
2
FaZklogk+C+®(n) (since 2 < 1)

% (1712 logn — 1n2> +C+06(n) (by Lemma 2)

We have shown that with an appropriate choice of a, T(n) < anlogn for alln > 2,

so T(n) =O(nlogn).
We leave it to the reader to show that T'(n) = Q(nlogn).

g

“We pick 2 for the base case since nlogn=0 if n = 1, so we cannot make the inequality hold. Another solution
would be to show that T'(n) < anlogn + b. In this case, b can be chosen so that the inequality holds for n = 1.
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7.5 Reading Comprehension Questions

From Section 7.1
* Question 7.1. Why is the base case required in an induction proof?

* Question 7.2. The inductive step involves proving that if P(k) is true, then P(k + 1) is true.
So it almost seems like you are using a statement to prove the same statement—in other words,
circular reasoning. Explain why it is not circular reasoning.

* Question 7.3. Recall that [P(a) AVk(P(k) — P(k+1))] — (YnP(n)) is a tautology, where the
universe is {a,a + 1,a +2,...}.

(a) Explain in English what this tautology is saying.
(b) Use modus ponens to explain what this has to do with induction.

% Question 7.4. If I show that P(0) is true and that for all £ > 0, P(k) — P(k + 1), then can I
conclude that P(k) is true for all £ > 07 Explain.

* Question 7.5. Use induction to prove that if £ > 1, then the number of binary strings of length
k is 2.

% Question 7.6. Student A proves that P(n) is true for all n > 1 by proving that P(1) is true
and that if P(k) is true, then P(k+1) is true whenever k£ > 1. Student B proves it by proving that
P(1) is true and that if £ > 1, P(k — 1) — P(k) is true. Which one has a correct proof technique?

* Question 7.7. What is the difference between weak and strong induction?

% Question 7.8. Come up with an analogy that helps to explain why proof by induction makes
sense. (A common one uses dominoes. )

From Section 7.2

% Question 7.9. If you go to the PDF of this book and look at Definition 7.31, you will notice
that the word recursive contains a hyperlink. What does it link to and why does it make sense?

% Question 7.10. What two or three things (depending on how you count and/or describe it) are
required for a recursive algorithm to be correct? Explain why each requirement is necessary.

* Question 7.11. Why are mathematical induction and recursion covered in the same chapter?

% Question 7.12. Write a recursive algorithm that searches for a given value in an array of integers
and returns the index of the location of the number in the array, or —1 if the number is not present
in the array. (Note: There are a few reasonable ways this might be accomplished, and since the
argument list to the function might be different based on the exact algorithm, you have to come
up with the function definition yourself. Likely your algorithm will need either 2 or 3 arguments.)

% Question 7.13. Which type of algorithm is better, recursive or iterative? Explain.
From Section 7.3
% Question 7.14. In your own words, what is a recurrence relation?

* Question 7.15. What does it mean to solve a recurrence relation?
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% Question 7.16. In a sentence or two, describe how each of the following techniques is used to
solve a recurrence relation

(a) Substitution method

(b) Iteration method

(¢) Master Theorem

* Question 7.17. (a) Give one advantage of the substitution and iteration methods over the
Master Theorem.

(b) Give one advantage of the Master Theorem over the substitution and iteration methods.

(c) List one or two downsides of the substitution method.

(d) List one or two downsides of the iteration method.

(e) At least two downsides of the Master Method.

(f) Which of these three techniques would you rather use? Why?

% Question 7.18. Why is the topic of solving recurrence relations in the same chapter as mathe-
matical induction and recursion?

From Section 7.4
% Question 7.19. Why is the section on analyzing recursive algorithms in this chapter?

% Question 7.20. Based on the examples in this section, outline a procedure to analyze a recursive
algorithm. Be as specific as possible.

% Question 7.21. Analyze your algorithm from Question 7.12 by developing and solving a recur-
rence relation for it. Does this analysis provide a best or worst case complexity?
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7.6 Problems

n?(n + 1)?

n
Problem 7.1. Use induction to prove that Z K = for all n > 1.

k=1

Problem 7.2. Use induction to prove that for all n > 2,

Zl_l+1+1++1 n-1
k_2(l<:—1)l<:_1-2 2-3 3-4 (n—1)-n n °

Problem 7.3. Prove that for all positive integers n, f2 + f2 + -+ f2 = fnfnt1, where f, is the
nth Fibonacci number.

Problem 7.4. Prove the following generalized De Morgan’s Law for sets (where n > 2):

(AjUAU---UA,)=A1NAN---NA,.
(Note: There is a second law just like it that swaps the Ns and Us.)
Problem 7.5. Prove that if n > 4, n! > 2",

Problem 7.6. Prove that the number of binary palindromes of length 2k 4+ 1 (odd length) is 2k+1
for all £ > 0.

Problem 7.7. Prove that a set of size n > 1 has 2" subsets.

Problem 7.8. Prove that the FibR(n) algorithm from Example 7.41 correctly computes f,,. (Hint:
Use induction. How many base cases do you need? Do you need weak or strong induction?)

Problem 7.9. In Example 7.82 we gave a solution to the recurrence f, = fn_1 + fn_2, fo =0,
f1 = 1. Use the substitution method to re-prove this. (Hint: Recall that the roots to the polynomial
22—z —1=0are %

step of the proof.

. This is equivalent to 22 = 2+ 1. You will find this helpful in the inductive

Problem 7.10. Explain why the following joke never ends: Pete and Repete got in a boat. Pete
fell off. Who's left?.

Problem 7.11. Find and prove a solution for each of the following recurrence relations using two
different techniques (this will not only help you verify that your solutions are correct, but it will
also give you more practice using each of the techniques). At least one of the techniques must yield
an exact formula if possible.

(a) T(n) =T(n/2)+n?% T(1) = 1. (You may assume n is a power of 2.)
(b) T(n) =T(n/2) +n, T(1) = 1. (You may assume n is a power of 2.)
(c) T(n) =2T(n/2) +n?% T(1) = 1. (You may assume n is a power of 2.)
(d) T(n)=T(n—1)-T(n—2), T(0) =1, T(1) = 2.

(e) T(n)=T(n—1)+n2 T(1)=1

(f) T(n) =T(n—1)+2n, T(1) =2



Problems 385

Problem 7.12. Give an exact solution for each of the following recurrence relations.
(a) an =3ap—1, a1 = 5.

(b) an = 3ap—1 + 2n, ag = 5.

(¢) ap = an—1+2ap_2, ap =2, a; = 5.
(d) an =6an-1+ 9an—2, ap =1, a3 = 2.
(e)

Problem 7.13. Use the Master Theorem to find a tight bound for each of the following recurrence
relations.

ap = —0p_1 + 6a,_2, ag =4, a; = 5.

(a) T(n) =8T(n/2) + Tn + 6n* + 5n + 4.
(b) T(n) = 3T(n/5) +n? — 4n + 23.

(c) T(n) =3T(n/2) +3

(d) T(n) =T(n/3) +n

(e) T(n) =2T(2n/5) +n

(f) T(n) =5T(2n/5) +n

Problem 7.14. Prove that the Partition algorithm from Example 7.95 has complexity ©(n).
Problem 7.15. Consider the classic bubble sort algorithm (see Example 6.132).

(a) Write a recursive version of the bubble sort algorithm. (Hint: The algorithm I have in mind
should contain one recursive call and one loop.)

(b) Let B(n) be the complexity of your recursive version of bubble sort. Give a recurrence relation
for B(n).

(c) Solve the recurrence relation for B(n) that you developed in part (b).

(d) Is your recursive implementation better, worse, or the same as the iterative one given in Ex-
ample 6.1327 Justify your answer.

Problem 7.16. Consider the following algorithm (remember that integer division truncates):

int halfIt(int n) {
if (n>0) {
return 1 + halfIt(n/2);
} else {
return O;
}
}

(a) What does halfIt(n) return? Your answer should be a function of n.

(b) Prove that the algorithm is correct. That is, prove that it returns the answer you gave in part

(a).
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(¢) What is the complexity of halfIt(n)? Give and prove an exact formula. (Hint: This will
probably involve developing and solving a recurrence relation.)

Problem 7.17. This problem involves an algorithm to compute the sum of the first n squares

n
(i.e. Zk2> using recursion.
k=1
n
(a) Write an algorithm to compute Z k% that uses recursion and only uses the increment /decre-
k=1
ment operator for arithmetic (e.g., you cannot use addition or multiplication). (Hint: The

algorithm I have in mind has one recursive call and one or two loops. You should NOT need
to pass in multiple variables, and you should NOT need a global variable.)

(b) Let S(n) be the complexity of your algorithm from part (a). Give a recurrence relation for
S(n).
(¢) Solve the recurrence relation for S(n) that you developed in part (b) to determine the com-

plexity of your algorithm in part (a).

(d) Give a recursive linear-time algorithm to solve this same problem (with no restrictions on what
operations you may use). Prove that the algorithm is linear.

(e) Give a constant-time algorithm to solve this same problem (with no restrictions on what you
may use). Prove that the algorithm is constant.

(f) Discuss the relative merits of the three algorithms. Which algorithm is best? Worst? Justify.

Problem 7.18. Assuming the priests can move one disk per second, that they started moving
disks 6000 years ago, and that the legend of the Towers of Hanoi is true, when will the world end?

Problem 7.19. Prove that the stoogeSort algorithm given in Exercise 7.91 correctly sorts an
array of n integers.

Problem 7.20. Prove, using mathematical induction, that Ll) ﬂ = Ll) ﬂ
0 3

Problem 7.21. Let A = [2 0

] Find, with proof, 42003

Problem 7.22. (Requires some trig identities you may have forgotten!) Let A =

cosa —sin a}
sinae cosa |’
cosna —sinna

Prove that for n € N,n > 1, A™ = { .
sinna  cos na

. (Do I have to give you a hint to use
induction?)

Problem 7.23. Let A,B € M,,,, and k be a positive integer such that A*¥ = 0,,. Prove that if
AB = B then B = 0,,. (Hint: Try induction.)

Problem 7.24. Prove, by means of induction, that for the following n x n matrix we have

111 ...11° 13 6 ... ©not) ]
011 --- 1 01 3 ... (n—21)n
o011 —1loo0o 1 --- ("—2)2("—1)

000 - 1 00 0 .. 1
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Problem 7.25. Let
1 -1 -1
A=|-1 1 -1
-1 -1 1

Conjecture a formula for A™ and prove it using induction.

Problem 7.26. Recall Procedure 3.97 that gave Euclid’s algorithm. Give a recursive implemen-
tation of that algorithm.
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Chapter 8: Counting

In this chapter we provide a very brief introduction to a field called combinatorics. We are actually
only going to scratch the surface of this very broad and deep subfield of mathematics and theoretical
computer science. We will focus on a subfield of combinatorics that is sometimes called enumeration.
That is, we will mostly concern ourselves with how to count things.

It turns out that combinatorial problems are notoriously deceptive. Sometimes they can seem
much harder than they are, and at other times they seem easier than they are. In fact, there are
many cases in which one combinatorial problem will be relatively easy to solve, but a very closely
related problem that seems almost identical will be very difficult to solve.

When solving combinatorial problems, you need to make sure you fully understand what is
being asked and make sure you are taking everything into account appropriately. I used to tell
students that combinatorics was easy. I don’t say that anymore. In some sense it is easy. But it is
also easy to make mistakes.

8.1 The Sum and Product Rules

We begin our study of combinatorial methods with the following two fundamental principles. They
are both pretty intuitive. The only difficulty is realizing which one applies to a given situation. If
you have a good understanding of what you are counting, the choice is generally pretty clear.

Theorem 8.1 (Sum Rule). Let Ey, Es, ..., Ey, be pairwise finite disjoint sets. Then
’E1UE2U---UEM = ‘El‘ +‘E2‘ —l-’”-i-‘Ek’.

Another way of putting the sum rule is this: If you have to accomplish some task and you
can do it in one of n1 ways, or one of ny ways, etc., up to one of ng ways, and none of the
ways of doing the task on any of the list are the same, then there are nq + ngo + -+ - + ng ways
of doing the task.

Example 8.2. I have 5 brown shirts, 4 green shirts, 10 red shirts, and 3 blue shirts. How
many choices do I have if I intend to wear one shirt?

Solution: Since each list of shirts is independent of the others, I can use the sum
rule. Therefore I can choose any of my 5+ 4 + 10 4+ 3 = 22 shirts.

Example 8.3. How many ordered pairs of integers (x,y) are there such that 0 < |zy| < 57

Solution: Let Ej, = {(z,y) € Z* : |xy| = k} for k = 1,...,5. Then the desired
number is
|E1| + |E2| + -+ + |E5.

389
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We can compute each of these as follows:

El - {(_17_1)7(_171)7(17_1)7(171)}

Ey, = {(_27_1)7(_27 1)7(_17_2)7(_172)7(17_2)7(172)7(27—1)7(27 1)}

E3 = {(_37_1)7(_37 1)7(_1’_3)7(_173)’(17_3)7(1’3)7(37_1)7(3’1)}

E, = {(_47_1)7(_471)7(_27_2)7(_272)7( L, 4)7(_174)7 17_4)7
(174)7 27_2)’(2’2)7(4’_1)’(47 )}

Es = {(_57_1)7 -9, 1)7(_17_5)7(_175)7(17_5)7(175)7(57—1)7(57 1)}

The desired number is therefore 4 + 8 +8 + 12 + & = 40.

% Exercise 8.4. For dessert you can have cake, ice cream or fruit. There are 3 kinds of cake,
8 kinds of ice cream and 5 different of fruits. How many choices do you have for dessert?

Answer

Theorem 8.5 (Product Rule). Let Ey, Es, ..., Ey, be finite sets. Then
‘El XE2 X oo X Ek‘ = ‘El‘ @ ’Eg"Ek’

Another way of putting the product rule is this: If you need to accomplish some task that
takes k steps, and there are ni1 ways of accomplishing the first step, ny ways of accomplishing
the second step, etc., and ng ways of accomplishing the kth step, then there are nins - - - ng ways
of accomplishing the task.

Example 8.6. I have 5 pairs of socks, 10 pairs of shorts, and 8 t-shirts. How many choices do
I have if I intend to wear one of each?

Solution: I can think of choosing what to wear as a task broken into 3 steps:
I have to choose a pair of socks (5 ways), a pair of shorts (10 ways), and finally a
t-shirt (8 ways). Thus I have 5 x 10 x 8 = 400 choices.

wExercise 8.7. If license plates are required to have 3 letters followed by 3 digits, how many
license plates are possible?

Answer

Example 8.8. The positive divisors of 400 are written in increasing order
1,2,4,5,8,...,200,400.

How many integers are there in this sequence? How many of the divisors of 400 are perfect
squares?

Solution: Since 400 = 2*-52, any positive divisor of 400 has the form 225 where
0<a<4and0<b<2 Thus there are 5 choices for a and 3 choices for b for a
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total of 5 -3 = 15 positive divisors.

To be a perfect square, a positive divisor of 400 must be of the form 2*5° with
a € {0,2,4} and 8 € {0,2}. Thus there are 3 -2 = 6 divisors of 400 which are also
perfect squares.

It is easy to generalize Example 8.8 to obtain the following theorem:.

Theorem 8.9. Let the positive integer n have the prime factorization
n = pi'py® - ppr,

where the p; are distinct primes, and the a; are integers > 1. If d(n) denotes the number of
positive divisors of n, then

d(n) = (a1 -+ 1)(&2 + 1) oo (ak + 1).

* Exercise 8.10. Prove Theorem 8.9. (Hint: Follow the idea from Example 8.8.)

* Question 8.11. Whether or not you realize it, you used the fact that the p; were distinct
primes in your proof of Theorem 8.9 (assuming you did the proof correctly). Explain where
that fact was used (perhaps implicitly).

Answer
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Example 8.12. What is the value of sum after each of the following segments of code?

int sum=0; int sum=0;
for(int i=0;i<n;i++) { for(int i=0;i<n;i++) {
for(int i=0;i<m;i++) { sum = sum + 1;
sum = sum + 1; }
T for(int i=0;i<m;i++) {
} sum = sum + 1;
}
Solution: In the code on the left, the inner loop executes m times, so every

time the inner loop executes, sum gets m added to it. The outer loop executes n
times, each time calling the inner loop. Therefore m is added to sum n times, so
sum = n X m at the end.

In the code on the right, The first loop adds n to sum, and then the second loop
adds m to sum. Therefore, sum = n + m at the end.

The following problem can be solved using the product rule-you just need to figure out how.

wExercise 8.13. The number 3 can be expressed as a sum of one or more positive integers
in four ways, namely, as 3, 1 +2, 2+ 1, and 1 + 1 4+ 1. Show that any positive integer n can

2n—1

be so expressed in ways.

Answer

Example 8.14. Each day I need to decide between wearing a t-shirt or a polo shirt. I have
50 t-shirts and 5 polo shirts. I also have to decide whether to wear jeans, shorts, or slacks. I
have 5 pairs of jeans, 15 pairs of shorts, and 4 pairs of slacks. How many different choices do I
have when I am getting dressed?

Solution: I have 50 + 5 = 55 choices for a shirt and 5 + 15 + 4 = 24 choices or
pants. So the total number of choices if 55 - 24 = 1320.

wExercise 8.15. If license plates are required to have 5 characters, each of which is either a
digits or a letter, how many license plates are possible?

Answer

% Exercise 8.16. How many bit strings are there of length n?

Answer
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Example 8.17. The integers from 1 to 1000 are written in succession. Find the sum of all the
digits.

Solution: =~ When writing the integers from 000 to 999 (with three digits), 3 x
1000 = 3000 digits are used. Each of the 10 digits is used an equal number of times,
so each digit is used 300 times. The the sum of the digits in the interval 000 to 999

is thus
0+1+24+3+4+5+6+7+8+9)- 300 = 13500.

Therefore, the sum of the digits when writing the integers from 1 to 1000 is 13500+
1 =13501.

* Fill in the details 8.18. In C++, identifiers (e.g. variable and function names) can contain
only letters (upper and/or lower case), digits, and the underscore character. They may not
begin with a digit.*

(a) There are 26 + 26 + 1 = 53 possible identifiers that contain a single character.

(b) There are 53 - (26 + 26 4+ 10 + 1) = 53 - 63 = 3339 possible identifiers with two characters.

(¢) There are possible identifiers that contain three characters.
(d) There are possible identifiers that contain four characters.
(e) There are possible identifiers that contain & characters.

“There are 84 reserved keywords that cannot be used, but we will ignore these for this exercise.
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8.2 Pigeonhole Principle

The following theorem seems so obvious that it doesn’t need to be stated. However, it often comes
in handy in unexpected situations.

Theorem 8.19 (The Pigeonhole Principle). If n is a positive integer and n+1 or more objects
are placed into n boxes, then one of the boxes contains at least two objects.

Notice that the pigeonhole principle is saying that this is true no matter how the objects are
places in the bozxes. In other words, don’t assume that n — 1 boxes have one object and 1 box has
2 objects. It is possible that all n + 1 objects are in the same box. But no matter how the objects
are distributed in the boxes, we can be sure that there is some box with at least two objects.

Example 8.20. In any group of 13 people, there are always two who have their birthday on
the same month. Similarly, if there are 32 people, at least two people were born on the same
day of the month.

wExercise 8.21. What can you say about the digits in a number that is 11 digits long?

Answer

The pigeonhole principle can be generalized.

Theorem 8.22 (The Generalized Pigeonhole Principle). If n objects are placed into k bozes,
then there is at least one box that contains at least [n/k]| objects.

Proof:  Assume not. Then each of the k boxes contains no more than [n/k] — 1
objects. Notice that [n/k] < n/k+ 1 (convince yourself that this is always true).
Thus, the total number of objects in the k boxes is at most

kE([n/k] —1) <k(n/k+1-1)=mn,

contradicting the fact that there are n objects in the boxes. Therefore, some box
contains at least [n/k| objects. O

The tricky part about using the pigeonhole principle is identifying the bozes and objects. Once
that is done, applying either form of the pigeonhole principle is straightforward. Actually, often
the trickiest thing is identifying that the pigeonhole principle even applies to the problem you are
trying to solve.

Example 8.23. A drawer contains an infinite supply of white, black, and blue socks. What
is the smallest number of socks you must take from the drawer in order to be guaranteed that
you have a matching pair?

Solution:  Clearly I could grab one of each color, so three is not enough. But
according the the Pigeonhole Principle, if I take 4 socks, then I will get at least
[4/3] = 2 of the same color (the colors correspond to the boxes). So 4 socks will
guarantee a matched pair.

Notice that I showed two things in this proof. 1 showed that 4 socks was enough,
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but I also showed that 3 was not enough. This is important. For instance, 5 is
enough, but it isn’t the smallest number that works.

% Exercise 8.24. An urn contains 28 blue marbles, 20 red marbles, 12 white marbles, 10
yellow marbles, and 8 magenta marbles. How many marbles must be drawn from the urn in
order to assure that there will be 15 marbles of the same color? Justify your answer.

Answer

wExercise 8.25. You are in line to get tickets to a concert. Each person can get at most
4 tickets. There are only 100 tickets available. The girl behind you in line says “I sure hope
there are enough tickets for me. You're lucky, though. You will get as many as you want.”
What does she know, and under what circumstances will she get any tickets?

Answer

The pigeonhole principle is useful in existence proofs—that is, proofs that show that something
exists without actually identifying it concretely.

Example 8.26. Show that amongst any seven distinct positive integers not exceeding 126,
one can find two of them, say a and b, which satisfy

b<a<?2b
Solution:  Split the numbers {1,2,3,...,126} into the six sets
(1,2}, {3,4,5,6},{7.8,...,13,14}, {15, 16, ..., 29, 30},

{31,32,...,61,62} and {63,64,...,126}.

By the Pigeonhole Principle, two of the seven numbers must lie in one of the six
sets, and obviously, any such two will satisfy the stated inequality.
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Example 8.27. Given any 9 integers whose prime factors lie in the set {3,7,11} prove that
there must be two whose product is a square.

Solution: For an integer to be a square, all the exponents of its prime factori-
sation must be even. Any integer in the given set has a prime factorisation of the
form 3%7°11¢. Now each triplet (a,b,c) has one of the following 8 parity patterns:
(even, even, even), (even, even, odd), (even, odd, even), (even, odd, odd), (odd,
even, even), (odd, even, odd), (odd, odd, even), (odd, odd, odd). In a group of 9
such integers, there must be two with the same parity patterns in the exponents.
Take these two. Their product is a square, since the sum of each corresponding
exponent will be even.

% Exercise 8.28. The nine entries of a 3 x 3 grid are filled with —1, 0, or 1. Prove that among
the eight resulting sums (three columns, three rows, or two diagonals) there will always be two
that add to the same number.

Answer

Example 8.29. Prove that if five points are taken on or inside a unit square, there must

V2

always be two whose distance is no more than 5

Solution: Split the square into four congruent squares as shown to
the right. At least two of the points must fall into one of the smaller
squares. The longest distance between two points in one of the smaller

2
squares is, by the Pythagorean Theorem, 1/(3)2 + (3)2 = % Thus,
the result holds.

Example 8.30. Given any set of ten natural numbers between 1 and 99 inclusive, prove that
there are two distinct nonempty subsets of the set with equal sums of their elements. (Hint:
How many possible subsets are there, and what are the possible sums of the elements within
the subsets?)

Solution: There are 2!° — 1 = 1023 non-empty subsets that one can form with a
given 10-element set. To each of these subsets we associate the sum of its elements.
The minimum value that the sum can be for any subset is 1+2+---+ 10 = 55, and
the maximum value is 90 + 91 + - - - + 99 = 945. Since the number of possible sums
is no more than 945 — 55 + 1 = 891 < 1023, there must be at least two different
subsets that have the same sum.
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% Exercise 8.31. An eccentric old man has five cats. These cats have 16 kittens among
themselves. What is the largest integer n for which one can say that at least one of the five
cats has n kittens?

Answer

wEvaluate 8.32. Prove that at a party with at least two people, there are two people who
have shaken hands with the same number of people.

Proo# |: There are n —| people | person can shake hands with—+ others i
there are S people at the party. At one aiven time two people cannot shake
hands with O people and N —| people simuttaneously Because there are 4 slots
to fill and S people therefore By the pigeonhole principle at least two people
shake hands with the same numeer of others.

Evaluation

Proot 2: Assume that at a gatherinag of n > 2 people, there are No two
people who have shaken hands with the same Nnumeer of people. £ there are
two people at the gatherina they must either shake hands with each other
or shake hands with Nnorody. However, this contradicts the assumption
that NO two people have shaken hands with the same numeer oOf people.
Therefore, By contradiction, at a aathering of N > 2 people, there are at
least twoO people Who have shaken hands with the same Nnumeer of people.

Evaluation

Proof 3: Assume that at a gathering of n > 2 people, there are Nno two
people Who have shaken hands with the same Nnuweer of people. Person n
shakes hands with N —| people Because you can't shake your own hand. Person
N — | then shakes hands with N — 2 people and so on.until you reach the last
person. He shakes hands with Nno one which fulfills the contradiction.

Evaluation
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wExercise 8.33. Give a correct proof of the problem stated in Evaluate 8.32.

* Exercise 8.34. There are seventeen friends from high school that all keep in touch by
writing letters to each other.? To be clear, each person writes separate letters to each of the
others. In their letters only three different topics are discussed. Each pair only corresponds
about one of these topics. Prove that there at least three people who all write to each other
about the same topic.

“You do know what letters are, right? They are like e-mail, only they are written on paper, are sent to just
one person, and are delivered to your physical mail box.
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8.3 Permutations and Combinations

Most of the counting problems we will be dealing with can be classified into one of four categories.
The categories are determined by two factors: whether or not repetition is allowed and whether
or not order matters. After presenting a brief example of each of these categories, we will go into
more detail about each in the following four subsections.

Example 8.35. Consider the set {a,b,c,d}. Suppose we “select” two letters from these four.
Depending on our interpretation, we may obtain the following answers.

(a) Permutations with repetitions. The order of listing the letters is important, and
repetition s allowed. In this case there are 4 - 4 = 16 possible selections:

aa | ab | ac | ad
ba | bb | be | bd
ca | cb | cc|cd
da | db | dc | dd

(b) Permutations without repetitions. The order of listing the letters is important, and
repetition is not allowed. In this case there are 4 - 3 = 12 possible selections:

ab | ac | ad
ba be | bd
ca | cb cd
da | db | dc

(¢) Combinations with repetitions. The order of listing the letters is not important, and

4-3
repetition is allowed. In this case there are 5 + 4 = 10 possible selections:

aa | ab | ac | ad
bb | be | bd

cc | cd

dd

(d) Combinations without repetitions. The order of listing the letters is not important,

4-3
and repetition is not allowed. In this case there are 5 = 6 possible selections:

ab | ac | ad
be | bd
cd

Although most of the simple types of counting problems we want to solve can be reduced
to one of these four, care must be taken. The previous example assumed that we had a set of
distinguishable objects. When objects are not distinguishable, the situation is more complicated.
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8.3.1 Permutations without Repetitions

Definition 8.36. Let x1,xo,..

simply a rearrangement of them.

Example 8.37. There are 24 permutations of the letters in M AT H, namely

MATH
AMTH
TAMH
HATM

MAHT
AMHT
TAHM
HAMT

MTAH
ATMH
TMAH
HTAM

MTHA
ATHM
TMHA
HTMA

MHTA
AHTM
THMA
HMTA

MHAT
AHMT
THAM
HMAT

Chapter 8

., Ty be n distinct objects. A permutation of these objects is

Answer

wExercise 8.38. List all of the permutations of EAT

Theorem 8.39. Let xq,xo, ..

them.

., x, be n distinct objects.

Then there are n! permutations of

Proof: The first position can be chosen in n ways, the second object in n — 1
ways, the third in n — 2, etc. This gives

nn—1)(n-2)---2-1=nl

O

Example 8.40. Previously we saw that there are 24 = 4! permutations of the letters in M AT H

and 6 = 3! permutations of the letters in EFAT.

Answer

% Exercise 8.41. How many permutations are there of the letters in UNCOPYRIGHTABLE?

Let’s see some slightly more complicated examples.

Example 8.42. A bookshelf contains 5 German books, 7 Spanish books and 8 French books.
Each book is different from one another. How many different arrangements can be done of

these books if

(a) we put no restrictions on how they can be arranged?

(b) books of each language must be next to each other?

(c) all the French books must be next to each other?
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(d) no two French books must be next to each other?

Solution:

(a) We are permuting 5 + 7 + 8 = 20 objects. Thus the number of arrangements
sought is 20! = 2432902008176640000.

(b) “Glue” the books by language, this will assure that books of the same language
are together. We permute the 3 languages in 3! ways. We permute the German
books in 5! ways, the Spanish books in 7! ways and the French books in 8!
ways. Hence the total number of ways is 3!-5!- 7! 8! = 146313216000.

(c) Align the German books and the Spanish books first. Putting these 5+ 7 = 12
books creates 1241 = 13 spaces (we count the space before the first book, the
spaces between books and the space after the last book). To assure that all
the French books are next each other, we “glue” them together and put them
in one of these spaces. Now, the French books can be permuted in 8! ways and
the non-French books can be permuted in 12! ways. Thus the total number of
permutations is

13- 8!'- 12! = 251073478656000.

(d) As with (c), we align the 12 German and Spanish books first, creating 13
spaces. To assure that no two French books are next to each other, we put
them into these spaces. The first French book can be put into any of 13 spaces,
the second into any of 12 remaining spaces, etc., and the eighth French book
can be put into any 6 remaining spaces. Now, the non-French books can be
permuted in 12! ways. Thus the total number of permutations is

13-12-11-10-9-8-7-6 - 12! = 24856274386944000.

wExercise 8.43. Telephone numbers in Land of the Flying Camels have 7 digits, and the only
digits available are {0, 1,2,3,4,5,7,8}. No telephone number may begin in 0, 1 or 5. Find the
number of telephone numbers possible that meet the following criteria:

(a) You may not repeat any of the digits.

Answer

(b) You may not repeat the digits and the phone numbers must be odd.

Answer

The previous example and exercise should demonstrate that counting often requires thinking
about things in different ways depending on the exact situation. This can be tricky, and it is
very easy to make mistakes that lead to under or over counting possibilities. As you are solving
problems, think very carefully about what you are counting so you don’t fall into this trap.
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8.3.2 Permutations with Repetitions

We now consider permutations with repeated objects.

Example 8.44. In how many ways may the letters of the word MASSACHUSETTS be
permuted to form different strings?

Solution: We put subscripts on the repeats forming
MA15152A20HU53ET1T254.

There are now 13 distinguishable objects, which can be permuted in 13! different
ways by Theorem 8.39. But this counts some arrangements multiple times since
in reality the duplicated letters are not distinguishable. Consider a single permu-
tation of all of the distinguishable letters. If I permute the letters Ay As, I get the
same permutation when ignoring the subscripts. The same thing is true of T775.
Similarly, there are 4! permutations of 51525354, so there are 4! permutations that
look the same (without the subscripts). Since I can do all of these independently,
there are 2!2!4! permutations that look identical when the subscripts are removed.
This is true of every permutation. Therefore, the actual number of permutations is

13!

The following exercises should help the technique used in the previous example to sink in.

% Exercise 8.45. Use an argument similar to that in Example 8.44 to determine the number
of permutations in the letters in TALL.

Answer

wExercise 8.46. List all of the permutations of the letters T ALL.

Answer

% Exercise 8.47. How many permutations are there in the letters of AEEFEI?

Answer
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wExercise 8.48. List all of the permutations of the letters AEEFEI.

Answer

The arguments from the previous examples and exercises can be generalized to prove the fol-

lowing.

Theorem 8.49. Let there be k types of objects: nq of type 1; no of type 2; etc. Then the
number of ways in which these ny + ng + - - - + ny objects can be rearranged is

(n1+mng+ -+ nyg)!
nyl-mgl--omg!

Example 8.50. How many permutations of the letters from MASSACHUSETTS contain
MASS?

Solution: We can consider M ASS as one block along with the remaining 9
letters A, C, H, U, S, B, T, T, S. Thus, we are permuting 10 ‘letters’. There are
two S’s® and two T’s and so the total number of permutations sought is

10!
212!

“Remember, the other two S’s are part of M ASS, which we are now treating as a single object.

= 907200.

% Exercise 8.51. How many permutations of the letters from the word ALGORITHMS
contain SMITH?

Answer

Example 8.52. In how many ways may we write the number 9 as the sum of three positive
integer summands? Here order counts, so, for example, 1 + 7 + 1 is to be regarded different

from 7+1+1.

Solution: We need to find the values of a, b, and ¢ such that a +b+ ¢ = 9,
where a,b,c € ZT. We will consider triples (a,b,c) listed smallest to largest and




404 Chapter 8

determine how many ways each triple can be reordered. The possibilities are:

(a,b,c) | Number of permutations
(1,1,7) | 3!/21 =3

(1,2,6) | 3! =6

(1,3,5) | 3'=6

(1,4,4) | 31/21 =3

(2,2,5) | 31/21 =3

(2,3,4) |31 =6

(3,3,3) | 3!/31 =1

Thus the number desired is3+6 +6+3+3+6+ 1 = 28.

Example 8.53. In how many ways can the letters of the word MURMUR be arranged
without allowing two of the same letters next to each other?

Solution: If we started with, say , MU then the R could be arranged in one of
the following three ways:

(M|U|R| [R] |

(M|U|R| | [R]

(M|U| [R]| [R]

In the first case there are 2! = 2 ways of putting the remaining M and U, in the
second there are 2! = 2 ways and in the third there is only 1! way. Thus starting
the word with MU gives 2 + 2 4 1 = 5 possible arrangements. In the general case,
we can choose the first letter of the word in 3 ways, and the second in 2 ways. Thus
the number of ways sought is 3-2-5 = 30.¢

“It should be noted that this analysis worked because the three letters each occurred twice. If this was not
the case we would have had to work harder to solve the problem.



Permutations and Combinations 405

% Exercise 8.54. Telephone numbers in Land of the Flying Camels have 7 digits, and the
only digits available are {0,1,2,3,4,5,7,8}. No telephone number may begin with 0, 1 or 5.
Find the number of telephone numbers possible that meet the following criteria:

(a) You may repeat all digits.

Answer

(b) You may repeat digits, but the last digit must be even.

Answer

(¢) You may repeat digits, but the last digit must be odd.

Answer

Example 8.55. In how many ways can the letters of the word AFFECTION be arranged,
keeping the vowels in their natural order and not letting the two F’s come together?

|
Solution: There are % ways of permuting the letters of AFFECTION. The 4

vowels can be permuted in 4! ways, and in only one of these will they be in their
|

9!
natural order. Thus there are o ways of permuting the letters of AFFECTION

in which their vowels keep their natural order. If we treat F'F as a single letter, there
are 8! ways of permuting the letters so that the F’s stay together. Hence there are
8! . . .

a0 permutations of AFFECTION where the vowels occur in their natural order

and the FF’s are together. In conclusion, the number of permutations sought is

9! 8!_8!(9 )_ 7
ST m = \g 1) =8:7:6:5 5 =>5380
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8.3.3 Combinations without Repetitions
Let’s begin with some important notation.

Definition 8.56. Let n, k be non-negative integers with 0 < k < n. The binomial coefficient

(Z) (read “n choose k”) is defined by

<n>_ n! n-m—1)-(n—2)---(n—k+1)

k) Kn—k)! 1-2-3--k '

An alternative notation is C(n, k). This notation is particularly useful when you want to express
a binomial coefficient in the middle of text since it doesn’t take up two lines.

Note: Observe that in the last fraction, there are k factors in both the numerator and denom-
inator. Also, observe the boundary conditions

(-0 6)-(m)-

Example 8.57. We have

12-11-10-9-8-7-6
= = 2
1-2-3-4-5-6-7 792,
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If there are n kittens and you decide to take k of them home, you also decided not to take n — k

of them home. This idea leads to the following important theorem.

Theorem 8.59. If n,k € Z, with 0 < k < n, then

n n! n!
(’f) T Hm=k)! T (n=k)(n—(n—k))!

Proof: Since k =n — (n — k), the result is obvious.

Example 8.60.

B n
' \n—k

)

% Exercise 8.61. Compute each of the following

0 (2)-
(b) (ﬁ) -
200
(© <196> N
(d) ( =
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Definition 8.62. Let there be n distinguishable objects. A k-combination is a selection of k,
(0 < k < n) objects from the n made without regards to order.

Example 8.63. The 2-combinations from the list {X,Y,Z, W} are
XY, XZ,XW,YZ,YW,WZ.

Notice that Y X (for instance) is not on the list because XY is already on the list and order
does not matter.

Example 8.64. The 3-combinations from the list {X,Y, Z, W} are

XYZ, XYW, XZW,YWZ.

* Exercise 8.65. List the 2-combinations from the list {1,2,3,4,5}

Answer

Theorem 8.66. Let there be n distinguishable objects, and let k, 0 < k < n. Then the numbers

of k-combinations of these n objects is

Proof: The number of ways of picking k objects if the order matters is n(n —
1)(n—2)--- (n—k+1) since there are n ways of choosing the first object, n—1 ways
of choosing the second object, etc.. Since each k-combination can be ordered in k!
ways, the number of ordered lists of size k is k! times the number of k-combinations.
Put another way, the number of k-combinations is the number above divided by k!.
That is, the total number of k-combinations is

nn—1)n—-2)---(n—k+1) _ <n>

k! k

10
Example 8.67. From a group of 10 people, we may choose a committee of 4 in < 4) =210

ways.
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% Evaluate 8.68. A family has seven women and nine men. They need five of them to get
together to plan a party. If at least one of the five must be a woman, how many ways are there
to select the five?

Solution |: Since one has t0 Be a8 woman, this is equivalent to selecting
four people £rom a pool of IS, so the answer is (7).

Evaluation

Solution 2: There are T women to choose from to ensure there is one
woman, and then 4 more need to Be selected from the remaining IS, There

are () ways of doina that. Therefore the total numser of ways is () +71

Evaluation

Solution 3: There are (’é) possikle committees, (,z) of which contain only
men. Thus, there are ("g) — (g) committees that contain at least one woman.

Evaluation

Example 8.69. Consider the following grid:
B

A

To count the number of shortest routes from A to B (one of which is given), observe
that any shortest path must consist of 6 horizontal moves and 3 vertical ones for a total of
6 + 3 = 9 moves. Once we choose which 6 of these 9 moves are horizontal the 3 vertical ones
are determined. For instance, if I choose to go horizontal on moves 1, 2, 4, 6, 7, and 8, then
moves 3, 5 and 9 must be vertical. Since there are 9 moves, I just need to choose which 6 of
these are the horizontal moves. Thus there are (2) = 84 paths.

Another way to think about it is that we need to compute the number of permutations
of EEFEEEEENNN, where E means move east, and N means move north. The number of

permutations is 9!/(6! - 3!) = (g).
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% Exercise 8.70. Count the number of shortest routes from A to B that pass through point
O in the following grid. (Hint: Break it into two subproblems and combine the solutions.)

B
O

*Evaluate 8.71. A family has seven women and nine men. How many ways are there to
select five of them to plan a party if at least one man and one woman must be selected?

Solution I: There are 71 choices for the first woman, 9 choices for the first
man, and (%) choices for the rest of the committee. Thus, there are ()19
pOssiele committees.

Evaluation

Solution 2: Since one has t0 Be 3 woman and one has to Be a man, then
they really just need to select 3 more memeer £rom the remaining I4 people,

sO the answer is ('; ).

Evaluation

Now it’s your turn to give a correct solution to the previous problem.

* Exercise 8.72. A family has seven women and nine men. How many ways are there to
select five of them to plan a party if at least one man and one woman must be selected?
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% Question 8.73. In the answer to the previous problem, we pointed out that two sets of
committees did not overlap. Why was that important?

Answer

Example 8.74. Three different integers are drawn from the set {1,2,...,20}. In how many
ways may they be drawn so that their sum is divisible by 37

Solution: 1In {1,2,...,20} there are

6 numbers leaving remainder 0
7 numbers leaving remainder 1
7 numbers leaving remainder 2

The sum of three numbers will be divisible by 3 when (a) the three numbers are
divisible by 3; (b) one of the numbers is divisible by 3, one leaves remainder 1 and
the third leaves remainder 2 upon division by 3; (c) all three leave remainder 1
upon division by 3; (d) all three leave remainder 2 upon division by 3. Hence the

T 000 0

wEvaluate 8.75. The 300-level courses in the CS department are split into three groups:
Foundations (361, 385), Applications (321, 342, 392), and Systems (335, 354, 376). In order
to get a BS in computer science at Hope you need to take at least one course from each group.
If you take four 300-level courses, how many different possibilities do you have that satisfy the
requirements?

Solution I You have to take one $rom each aroup and then you can take any
of the remaining S courses. So the total is 23 %3 x5S =90.

Evaluation

Solution 2-: (E) =70

Evaluation
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* Evaluate 8.76. Using the same requirements from Evaluate 8.75, how many total ways are
there to take 300-level courses that satisfy the requirements?

Solution I: Take one $from each aroup and then choose retween O and S of

5
the remaining S. The total is therefore 2 3 x 3 x Z (i)
k=0

Evaluation

Solution 2 Since you can take anywhere eetween 3 and 8 courses, the
NnumBer Of possigilities is (g) + (f) -+ (2) + (Z) + (%) + (g).

Evaluation

In Problem 8.31 you will have a chance to properly solve the problems from the previous two
Evaluate exercises.

8.3.4 Combinations with Repetitions

Example 8.77. How many ways are there to put 10 ping pong balls into 4 buckets?

Solution: We will solve this using a technique sometimes called bars and stars.
We will represent the drawers with bars and the balls with stars. We will use 10
stars and 3 bars. To see why this is 3 and not 4, let’s see how we represent the
situation of having 3 balls in the first bucket, 5 in the second, none in the third,
and 2 in the fourth:

ook | kkkokok | | kx

Do you see it? The bars act as separators between the buckets, which is why we
have one less bar than the number of buckets.

Given this formulation, aren’t we just trying to find all possible orderings of bars
and stars? Indeed. To do so, all we need to do is determine where to put the stars,
and the bars ‘fall into place’. Alternatively, we can determine where to put the bars
and let the stars fall into place. There are 13 spots and we need to choose 10 spots
for the balls (the ‘stars’) or 3 spots for the bucket separators (the ‘bars’). So the

solution is
13 13
= = 286.

Notice that Theorem 8.59 implies that these two methods of solving the problem
will always be the same, which is a really good thing.
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Example 8.78. How many ways are there to choose 10 pieces of fruit if you can take any
number of bananas, oranges, apples, or pears and the order I select them does not matter?

Solution: Again we can use stars and bars so solve this problem. We need
10 stars to represent the chosen fruits and 3 bars to divide the four fruits we can
choose from. The stars before the first bar represent bananas, those between the
first and second bar are oranges, between the second and third are apples, and after
the third are pears. Thus, we need to count the number of ways we can arrange 10
stars and 3 bars. Notice that this is exactly the same thing we did in the previous

example, so the answer is
13 13
= = 286.

*Exercise 8.79. I want to make a sandwich that has 3 slices of meat. My refrigerator is well
stocked because I have 11 different meats to choose from. How many choices do I have for my
sandwich if T allow myself to have multiple slices of the same meat and the order the slices
appear on the sandwich does not matter?

Answer

We can generalize the previous examples as follows.

k—1 k—1
Theorem 8.80. There are " +k ) = <n + 1 > ways of placing k indistinguishable
o

objects into n distinguishable bins.
This is also the number of ways of selecting k objects from a collection of n objects if
repetition is allowed.

The previous theorem can be applied to various situations. As with the pigeonhole principle,
the trickiest part is recognizing when and how to apply it.
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8.4 Binomial Theorem

It is well known that
(a+0b)? = a* + 2ab + b* (8.1)

Multiplying this last equality by a + b one obtains
(a+b)® = (a+b)*(a +b) = a® + 3a*b + 3ab® + 1°

Again, multiplying
(a+b) = a® + 3a*b + 3ab® + b* (8.2)

by a + b one obtains
(a+b)* = (a+b)3(a +b) = a* + 4a3b + 6a%V* + 4ab® + b*

This generalizes, as we see in the next theorem.

Theorem 8.81 (Binomial Theorem). Let x and y be variables and n be a nonnegative integer.

Then .
n __ n n—i, i
(x4+y)" = g <Z>x Y.

=0

Example 8.82. Expand (4z + 5)3, simplifying as much as possible.

Solution:

(4z+5)3 = <§> (42)35° + <i’> (42)2(5)" + @) (42)'(5)2 + <§> (4205

= (42)% + 3(42)%(5) + 3(4x)(5)? + 5°
64z + 24022 + 300z + 125

Example 8.83. In the following, i = v/—1, so that 2 = —1.
(2 +14)° 25 4+ 5(2)4(i) 4+ 10(2)3(3)% + 10(2)2(4)3 4 5(2) (d)* + 4°

324+ 80 — 80 — 407 + 10 + ¢

= —3843%

Notice that we skipped the step of explicitly writing out the binomial coefficient for this exam-
ple. You can do it either way—just make sure you aren’t forgetting anything or making algebra
mistakes by taking shortcuts.
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*Exercise 8.84. Expand (2x — y?)?, simplifying as much as possible.

The most important things to remember when using the binomial theorem are not to forget the
binomial coefficients, and not to forget that the powers (i.e. z"~* and 3*) apply to the whole term,
including any coefficients. A specific case that is easy to forget is a negative sign on the coefficient.
Did you make any of these mistakes when doing the last exercise? Be sure to identify your errors
so you can avoid them in the future.

wExercise 8.85. Expand (\/§ + \/5)4, simplifying as much as possible.

n
Example 8.86. Let n > 1. Find a closed form for Z <n> (1)
k=0
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Solution: Using a little algebra and the binomial theorem, we can see that

3 (Z) =% (Z) 1" F(—1)F = (1 —1)" = 0.

k=0 k=0

w Exercise 8.87. Find a closed form for Z (Z) 3k,
k=1

If we ignore the variables in the Binomial Theorem and write down the coefficients for increasing
values of n, a pattern, called Pascal’s Triangle, emerges (see Figure 8.1).

1 8 28 5 70 56 28 8 1
1 9 3 8 126 126 84 36 9 1
1 10 45 120 210 252 210 120 45 10 1

Figure 8.1: Pascal’s Triangle

Notice that each entry (except for the 1s) is the sum of the two neighbors just above it. This
observation leads to the Pascal’s Identity.

Theorem 8.88 (Pascal’s Identity). Let n and k be positive integers with k < n. Then

()= (2) G

Proof: See Problem 8.21. O
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8.5 Inclusion-Exclusion

The Sum Rule (Theorem 8.1) gives us the cardinality for unions of finite sets that are mutually
disjoint. In this section we will drop the disjointness requirement and obtain a formula for the
cardinality of unions of general finite sets.

The Principle of Inclusion-Ezclusion is attributed to both Sylvester and to Poincaré. We will
only consider the cases involving two and three sets, although the principle easily generalizes to k
sets.

Theorem 8.89 (Inclusion-Exclusion for Two Sets). Let A and B be sets. Then
|AU B| = |A| +|B| - |AN B

Proof:  Clearly there are |AN B| elements that are in both A and B. Therefore,
|A| 4 |B| is the number of element in A and B, where the elements in |AN B| are
counted twice. From this it is clear that |AU B| = |A| + |B| — |AN B. O

Example 8.90. Of 40 people, 28 smoke and 16 chew tobacco. It is also known that 10 both
smoke and chew. How many among the 40 neither smoke nor chew?

Solution: Let A denote the set of smokers and B the set of chewers. Then
|JAUB| = |A|+ |B|—|ANB| =28+16 — 10 = 34,

meaning that there are 34 people that either smoke or chew (or possibly both).
Therefore the number of people that neither smoke nor chew is 40 — 34 = 6.

wExercise 8.91. In a group of 100 camels, 46 eat wheat, 57 eat barley, and 10 eat neither.
How many camels eat both wheat and barley?
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Example 8.92. Consider the set A that are multiples of 2 no greater than 114. That is,
A={2,4,6,...,114}.

(a) How many elements are there in A7

(b) How many are divisible by 37

¢) How many are divisible by 57

)
)
(c)
(d) How many are divisible by 15?
)
)
)

e) How many are divisible by either 3, 5 or both?

(
(f) How many are neither divisible by 3 nor 57

(g) How many are divisible by exactly one of 3 or 57

Solution: Let Ax C A be the set of those integers divisible by k.

(a) Notice that the elements are 2 = 2(1), 4 = 2(2), ..., 114 = 2(57). Thus
|A| = 57.

(b) Notice that
As=1{6,12,18,...,114} = {1-6,2-6,3-6,...,19 - 6},

so |As| = 19.
(c) Notice that

As = {10,20,30,...,110} = {1-10,2-10,3 - 10,...,11 - 10},

so |As| = 11.
(d) Notice that A5 = {30,60,90}, so |A;5| = 3.
(e) First notice that As N A5 = Aj5. Then it is clear that the answer is

‘Ag UA5‘ = ‘Ag’ + ’A5‘ = ‘A15’ =19+11 -3 =27.

(f) We want
‘A\ (AgUAg,)‘ = ‘A’ = ‘AgUA5‘ = 57— 27 = 30.
(g) We want
[(A3U A5) \ (AsN A45)| = [(A3U A5)| — [A3 N 45|
= 27-3
= 24.

We now derive a three-set version of the Principle of Inclusion-Exclusion.
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Theorem 8.93 (Inclusion-Exclusion for Three Sets). Let A, B, and C be sets. Then

[AUBUC| = |A|+|B|+|C|
—|ANB|-|ANC|—|BNC|
+ANBNC|

Proof: Using the associativity and distributivity of unions of sets, we see that

|JAUBUC| = JAU(BUCQ)|

|A|+|BUC|—|AN(BUC)|

|A|+|BUC|=|(ANB)U(ANC)|
|A|+|B|+|C|—|BNC|—|ANB|—|ANC|+|(ANB)N(ANC)|
|A|+|B|+|C|—|BNC|—-(|ANnB|+|ANC|—|ANBNC|)

= |A|+|B|+|C|-]ANB|—|BNC|-|CNAl+|AnBNC|. O

Example 8.94. At Medieval High there are forty students. Amongst them, fourteen like
Mathematics, sixteen like theology, and eleven like alchemy. It is also known that seven like
Mathematics and theology, eight like theology and alchemy and five like Mathematics and
alchemy. All three subjects are favored by four students. How many students like neither
Mathematics, nor theology, nor alchemy?

Solution: Let A be the set of students liking Mathematics, B the set of students liking
theology, and C' be the set of students liking alchemy. We are given that

|A| =14,|B| =16,|C| =11,|[ANB| =7,|BNC| =8,|[ANC| =5,

and
|JANBNC|=4.

Using Theorem 8.93, along with some set identities, we can see that

|JAnNBNC| = |[AUBUC
= |[U -]AUuBUC|

Ul —|Al = |B|=|C|+|ANB|+|ANnC|+|BNnC|-|AnBNC

40-14-16-114+74+5+8—-4

= 15.
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% Exercise 8.95. A survey of a group’s viewing habits revealed the percentages that watch a
given sport. The results are given below. Calculate the percentage of the group that watched

none of the three sports.
28% gymnastics 14% gymnastics & baseball 8% all three sports
29% baseball 10% gymnastics & soccer
19% soccer 12% baseball & soccer

wExercise 8.96. Would you believe a market investigator that reports that of 1000 people,
816 like candy, 723 like ice cream, 645 like cake, while 562 like both candy and ice cream, 463
like both candy and cake, 470 like both ice cream and cake, while 310 like all three? State

your reasons!
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Example 8.97. An auto insurance company has 10,000 policyholders. Each policy holder is
classified as

e young or old,
e male or female, and
e married or single.

Of these policyholders, 3000 are young, 4600 are male, and 7000 are married. The policyholders
can also be classified as 1320 young males, 3010 married males, and 1400 young married persons.
Finally, 600 of the policyholders are young married males.

How many of the company’s policyholders are young, female, and single?

Solution: Let Y, F,S, M stand for young, female, single, male, respectively, and
let Ma stand for married. We have

Y NnFNS| Y NF|—-|YNFnNMal
= Y=Y nM]|

—(JY N Ma| — Y N Man M|)
= 3000 — 1320 — (1400 — 600)

= 880.

The following problem is a little more challenging than the others we have seen, but you have
all of the tools you need to tackle it.

*Exercise 8.98 (Lewis Carroll in A Tangled Tale.). In a very hotly fought battle, at least
70% of the combatants lost an eye, at least 75% an ear, at least 80% an arm, and at least 85%
a leg. What can be said about the percentage who lost all four members?
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8.6 Reading Comprehension Questions

From Section 8.1

% Question 8.1. For each of the following, make up an example that requires the given rule to
solve. Your example should not just rehash an example from the book. Bonus points if it is
computer science related. For each, also give and explain the solution.

(a) The sum rule

(b) The product rule

(¢) Both the sum rule and product rule
From Section 8.2

% Question 8.2. If there are 12 objects in 10 boxes, does the pigeonhole principle allow you to
conclude that one box has at least 3 objects? Or that two boxes have at least two items? Or that
every box has at least one item? What is the most precise thing that you can conclude from it?

% Question 8.3. Assume 30 balls are placed in 7 bins. Give several different possibilities for how
many balls are in each bin, trying to make the examples as different from each other as possible.
What is true of all of your examples, as predicted by the generalized pigeonhole principle?

* Question 8.4. I have 21 disc golf discs, including putters, approach discs, fairway drivers, and
distance drivers. Tell me everything you can say for certain about how many of each type of disc I
have.

* Question 8.5. Twelve people each pick a number from 1 to 1000. Prove that at least two of
them picked numbers that have the same number of 1s in their binary representation or show why
it is possible that this is not the case (i.e. give a counterexample).

From Section 8.3

% Question 8.6. What is the difference between a permutation and a combination?

% Question 8.7. How many are there of each of the following (where digit means decimal digit).
(a) Three-digit numbers

(b) Three-digit numbers with no repeated digits

(c) Sets consisting of three digits. (e.g. {4,0,5})

(d) Lists consisting of three digits. (e.g. [4,2,3])

% Question 8.8. (a) How many permutations are there of the set {8,6,7,5,3,0,9}? (b) How many
of these permutations begin with 8 and end with 97

% Question 8.9. You know somebody’s PIN number uses the digits 3, 3, 6, 6, 8, but you do not
know the order. How many possible PIN numbers have these digits?

% Question 8.10. You need to choose a team of 45 people out of a possible 50 people. What is
probably a much easier way of thinking about this problem?
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% Question 8.11. Compute (g‘;’) by hand. (Hint: Be smart!)

% Question 8.12. The board of directors for the Holland Running Club has 11 members. The
executive board is a subcommittee of the board of directors consisting of 4 members (from the 11).
The executive board consists of the president, vice-president, treasurer, and secretary.

(a) How many different possibilities are there for the executive board if we do not care which office
they hold?

(b) If we are given the four members of the executive board, how many ways are there of assigning
the offices?

(¢) How many different possible executive boards are there (choosing from the whole board) if we
do care about who is in which office?

* Question 8.13. What are two important factors that influence how you go about counting
things (i.e. help you determine which technique you will use)?

From Section 8.4

% Question 8.14. (a) Simplify Z <n> 10%.

k=0 &
(b) Compute the previous sum for n = 0,1,2,3,4,5. (Hint: Use your solution to part (a)!)

(c) Attempt to make a connection between this question and Pascal’s Triangle. It may be a bit
subtle, but it is kind of neat if you see it.

% Question 8.15. Use the Binomial Theorem to expand (2o —3y)?, simplifying as much as possible.

n
% Question 8.16. Use the Binomial Theorem to prove that Z (Z) =2".
k=0

From Section 8.5

* Question 8.17. A rather large family has 12 children, all who attended college. 6 of them took a
math class, 5 took a computer science class, and 4 took neither a math class or a computer science
class. How many took both a math and a computer science class?

* Question 8.18. In a class of 20 students, 7 show up late and 4 sleep during class. How many
students do neither? Give both a minimum and maximum since there is not enough information
to know for sure.

% Question 8.19. You want to use Inclusion-Exclusion on 3 sets (e.g. your goal is to compute
how many things are in the union of 3 sets). You are given 6 pieces of information. Is that enough
to solve the problem? Explain.

% Question 8.20. Given Inclusion-Exclusion on two and three sets, can you generalize it to four
sets? Thus, given sets A, B, C, and D, what is a formula for |[AU BUC U D|?
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8.7 Problems

Problem 8.1. How many license plates can be made using either three letters followed by three
digits or four letters followed by two digits?

Problem 8.2. How many license plates can be made using 4 letters and 3 numbers if the letters
cannot be repeated and the letters and numbers may appear in any order?

Problem 8.3. How many bit strings of length 8 either begin with three 1s or end with four 0s?
Problem 8.4. How many alphabetic strings are there whose length is at most 57

Problem 8.5. How many bit strings are there of length at least 4 and at most 67

Problem 8.6. How many subsets with 4 or more elements does a set of size 30 have?

Problem 8.7. Given a group of ten people, prove that at least 4 are male or at least 7 are female.

Problem 8.8. My family wants to take a group picture. There are 7 men and 5 women, and we
want none of the women to stand next to each other. How many different ways are there for us to
line up?

Problem 8.9. My family (7 men and 5 women) wants to select a group of 5 of us to plan Christmas.
We want at least 1 man and 1 woman in the group. How many ways are there for us to select the
members of this group?

Problem 8.10. Compute each of the following;: (2), (3), (;), 8!, and 5!
Problem 8.11. For what value(s) of k is (1k8) largest? smallest?
Problem 8.12. For what value(s) of k is (1]3) largest? smallest?

Problem 8.13. A computer network consists of 10 computers. Each computer is directly connected
to zero or more of the other computers.

(a) Prove that there are at least two computers in the network that are directly connected to the
same number of other computers.

(b) Prove that there are an even number of computers that are connected to an odd number of
other computers.

Problem 8.14. Simplify the following expression so it does not involve any factorials or binomial
. . (T x+1

coefficients: (y)/(y_l)

Problem 8.15. Prove that amongst six people in a room there are at least three who know one

another, or at least three who do not know one another.

Problem 8.16. Suppose that the letters of the English alphabet are listed in an arbitrary order.
(a) Prove that there must be four consecutive consonants.
(b) Give a list to show that there need not be five consecutive consonants.

(¢) Suppose that all the letters are arranged in a circle. Prove that there must be five consecutive
consonants.
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Problem 8.17. Bob has ten pockets and forty four silver dollars. He wants to put his dollars into
his pockets so distributed that each pocket contains a different number of dollars.

(a) Can he do so?

(b) Generalize the problem, considering p pockets and n dollars. Why is the problem most inter-
rP-1-2),

esting when n = 5

Problem 8.18. Expand and simplify the following.

(a) (z—4y)®
(b) (2* +y*)*
(c) (2+ 3x)"
(d) (2i —3)°
(e) (2i+3)*+ (20 —3)4
(f) (2i+3)* — (2i — 3)*
) (
) (
)

Problem 8.19. What is the coefficient of 25y in (3z — 2y)'°?
Problem 8.20. What is the coefficient of z%y% in (zv/2 — y)'0?

Problem 8.21. Prove Pascal’s Identity (Theorem 8.88). (Hint: Just use the definition of the
binomial coefficient and do a little algebra.)

n

Problem 8.22. Prove that for any positive integer n, Z(—2)k (Z) = (=1)". (Hint: Don’t use
k=0

induction.)

Problem 8.23. Expand and simplify

(V1-224+1)7 — (V1—22-1)".

Problem 8.24. There are approximately 7,000,000,000 people on the planet. Assume that everyone
has a name that consists of exactly k lower-case letters from the English alphabet.

(a) If k =8, is it guaranteed that two people have the same name? Explain.

(b) What is the maximum value of k£ that would guarantee that at least two people have the same
name?

(¢c) What is the maximum value of k£ that would guarantee that at least 100 people have the same
name?
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(d) Now assume that names can be between 1 and k characters long. What is the maximum value
of k that would guarantee that at least two people have the same name?

Problem 8.25. Password cracking is the process of determining someone’s password, typically
using a computer. One way to crack passwords is to perform an exhaustive search that tries every
possible string of a given length until it (hopefully) finds it. Assume your computer can test
10,000,000 passwords per second. How long would it take to crack passwords with the following
restrictions? Give answers in seconds, minutes, hours, days, or years depending on how large the
answer is (e.g. 12,344,440 seconds isn’t very helpful). Start by determining how many possible
passwords there are in each case.

(a) 8 lower-case alphabetic characters.

)
(b) 8 alphabetic characters (upper or lower).
(c) 8 alphabetic (upper or lower) and numeric characters.
(d) 8 alphabetic (upper or lower), numeric characters, and special characters (assume there are 32
allowable special characters).

(e) 8 or fewer alphabetic (upper or lower) and numeric characters.

(f) 10 alphabetic (upper or lower), numeric characters, and special characters (assume there are
32 allowable special characters).

(g) 8 characters, with at least one upper-case, one lower-case, one number, and one special char-
acter.

Problem 8.26. IP addresses are used to identify computers on a network. In IPv4, IP addresses
are 32 bits long. They are usually written using dotted-decimal notation, where the 32 bits are
split up into 4 8-bit segments, and each 8-bit segment is represented in decimal. So the IP address
10000001 11000000 00011011 00000100 is represented as 129.192.27.4. The subnet mask of a
network is a string of k ones followed by 32 — k zeros, where the value of k can be different on
different networks. For instance, the subnet mask might be 11111111111111111111111100000000,
which is 255. 255. 255. 0 in dotted decimal. To determine the netid, an IP address is bitwise ANDed
with the subnet mask. To determine the hostid, an IP address is bitwise ANDed with the bitwise
complement of the subnet mask. Since every computer on a network needs to have a different
hostid, the number of possible hostids determines the maximum number of computers that can be
on a network.

Assume that the subnet mask on my computer is currently 255.255.255.0 and my IP address
is 209. 140. 209. 27.

(a) What are the netid and hostid of my computer?
(b) How many computers can be on the network that my computer is on?

(c) In 2010, Hope College’s network was not split into subnetworks like it is currently, so all of
the computers were on a single network that had a subnet mask of 255.255.240.0. How many
computers could be on Hope’s network in 20107

n
Problem 8.27. Prove that Z <Z> = 2" by counting the number of binary strings of length n in

k=0
two ways.
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Problem 8.28. In March of every year people fill out brackets for the NCAA Basketball Tourna-
ment. They pick the winner of each game in each round. We will assume the tournament starts
with 64 teams (it has become a little more complicated than this recently). The first round of the
tournament consists of 32 games, the second 16 games, the third 8, the fourth 4, the fifth 2, and
the final 1. So the total number of games is 32+ 16 +8 +4 + 2 + 1 = 63. You can arrive at the
number of games in a different way. Every game has a loser who is out of the tournament. Since

only 1 of the 64 teams remains at the end, there must be 63 losers, so there must be 63 games.
5

Notice that we can also write 1 +2 +4 + 8 + 16 + 32 = 63 as Z2k =206 _1.
k=0

n
(a) Use a combinatorial proof to show that for any n > 0, Z 2k = ontl _ 1. (That is, define an
k=0
appropriate set and count the cardinality of the set in two ways to obtain the identity.)

(b) When you fill out a bracket you are picking who you think the winner will be of each game.
How many different ways are there to fill out a bracket? (Hint: If you think about this in the
proper way, this is pretty easy.)

(c) If everyone on the planet (7,000,000,000) filled out a bracket, is it guaranteed that two people
will have the same bracket? Explain.

(d) Assume that everyone on the planet fills out k different brackets and that no brackets are
repeated (either by an individual or by anybody else). How large would k& have to be before it
is guaranteed that somebody has a bracket that correctly predicts the winner of every game?

(e) Assume every pair of people on the planet gets together to fill out a bracket (so everyone has
6,999,999 brackets, one with every other person on the planet). What is the smallest and
largest number of possible repeated brackets?

Problem 8.29. Mega Millions has 56 white balls, numbered 1 through 56, and 46 red balls,
numbered 1 through 46. To play you pick 5 numbers between 1 and 56 (corresponding to white
balls) and 1 number between 1 and 46 (corresponding to a red ball). Then 5 of the 56 balls and 1
of the 46 balls are drawn randomly (or so they would have us believe). You win if your numbers
match all 6 balls.

(a) How many different draws are possible?

(b) If everyone in the U.S.A. bought a ticket (about 314,000,000), is it guaranteed that two people
have the same numbers? Three people?

(c) If everyone in the U.S.A. bought a ticket, what is the maximum number of people that are
guaranteed to share the jackpot?

(d) Which is more likely: Winning Mega Millions or picking every winner in the NCAA Basketball
Tournament (see previous question)? How many more times likely is one than the other?

(e) I purchased a ticket last week and was surprised when none of my six numbers matched. Should
I have been surprised? What are the chances that a randomly selected ticket will match none
of the numbers?

(f) (hard) What is the largest value of k such that you are more likely to pick at least k winners
in the NCAA Basketball Tournament than you are to win Mega Millions?
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Problem 8.30. You get a new job and your boss gives you 2 choices for your salary. You can
either make $100 per day or you can start at $.01 on the first day and have your salary doubled
every day. You know that you will work for k& days. For what values of k should you take the first
offer and for which should you take the second offer? Explain.

Problem 8.31. The 300-level courses in the CS department are split into three groups: Founda-
tions (361, 385), Applications (321, 342, 392), and Systems (335, 354, 376). In order to get a BS
in computer science at Hope you need to take at least one course from each group.

(a) How many different ways are there of satisfying this requirement by taking exactly 3 courses?

(b) If you take four 300-level courses, how many different possibilities do you have that satisfy the
requirements?

(¢) How many total ways are there to take 300-level courses that satisfy the requirements?

(d) What is the smallest & such that no matter which &k 300-level courses you choose, it is guaranteed
that you will satisfy the requirement?

Problem 8.32. I am implementing a data structure that consists of k lists. I want to store a total
of n objects in this data structure, with each item being stored on one of the lists. All of the lists
will have the same capacity (e.g. perhaps each list can hold up to 10 elements).

Write a method minimumCapacity(int n, int k) that computes the minimum capacity each of the
k lists must have to accommodate n objects. In other words, if the capacity is less than this, then
there is no way the objects can all be stored on the lists. You may assume integer arithmetic
truncates (essentially giving you the floor function), but that there is no ceiling function available.

Problem 8.33. Write a method choose(int n, int k) (in a Java-like language) that computes
(Z) Your implementation should be as efficient as possible. Make sure to give and prove the
efficiency of your algorithm.

n(n+1)

1 11 1 n 5
Problem 8.34. Let A= [0 1 1| . Provethat A" = |0 1 n
0 01 0

1



Chapter 9: Graph Theory

In this chapter we will provide a very brief and very selective introduction to graphs. Graph theory
is a very wide field and there are many thick textbooks on the subject. The main point of this
chapter is to provide you with the basic notion of what a graph is, some of the terminology used,
a few applications, and a few interesting and/or important results.

9.1 Types of Graphs

Definition 9.1. A (simple) graph G = (V, E) consists of

e V', a nonempty set of vertices and

e I, a set of unordered pairs of distinct vertices called edges.

The order of a graph is |V|, the number of vertices.

Example 9.2. Here is an example of a graph with the set of vertices and edges listed on the
right. Vertices are usually represented by means of dots on the plane, and the edges by means
of lines connecting these dots.

V={A,B,C,D,E}

(o ()
" 4\ E={ (A.D).(A.B)(B.D),
OBEOIG (B,E),(C,D),(C,E)}

Example 9.3. Sometimes we just care about the visual representation of a graph. Here are

three examples. E E

There are several variations of graphs. We will provide definitions and examples of the most
common ones.

Definition 9.4. A directed graph (or digraph) G = (V, E) consists of

e V', a nonempty set of vertices and

e F, a set of ordered pairs of distinct vertices called directed edges (or just edges).

The order of a digraph is |V|, the number of vertices.

429
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Example 9.5. Here are three examples of directed graphs.

As you would probably suspect, the only difference between simple graphs and directed graphs
is that the edges in directed graphs have a direction. We should note that simple graphs are
sometimes called undirected graphs to make it clear that the graphs are not directed.

Example 9.6. In a simple graph, {u,v} and {v,u} are just two different ways of talking about
the same edge—the edge between u and v. In a directed graph, (u,v) is the edge from u to v
and (v,u) is the edge from v to u. These are not the same, and they may or may not both be
present.

Definition 9.7. A multigraph (directed multigraph) G = (V, E) consists of
e V', a set of vertices,
e F, a set of edges, and

e a function f from E to {{u,v}:u#veV}
(function f from E to {(u,v):u#veEV}.)

Two edges ey and es with f(e1) = f(e2) are called multiple edges.

Although the definition looks a bit complicated, a multigraph G = (V| E) is just a graph in
which multiple edges are allowed between a pair of vertices.

Example 9.8. Here are a few examples of multigraphs.

X & 2

Here are some examples of directed multigraphs.

04
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Definition 9.9. A pseudograph G = (V,E) is a graph in which we allow loops—that is,
edges from a vertex to itself. As you might imagine, a pseudo-multigraph allows both loops
and multiple edges.

Example 9.10. Here are some pseudographs.

<=4

Here are a few directed pseudographs.

P

Definition 9.11. A weighted graph is a graph (or digraph) with the additional property that
each edge e has associated with it a real number w(e) called its weight.
A weighted digraph is often called a network.

Example 9.12. Here are two examples of weighted graphs and one weighted directed graph.

As we have seen, there are several ways of categorizing graphs:
e Directed or undirected edges.

e Weighted or unweighted edges.

e Allow multiple edges or not.

e Allow loops or not.

Unless specified, you can usually assume a graph does not allow multiple edges or loops since
these aren’t that common. Generally speaking, you can assume that if a graph is not specified as
weighted or directed, it isn’t. The most common graphs we’ll use are graphs, digraphs, weighted
graphs, and networks.
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Note: When writing graph algorithms, it is important to know what characteristics the graphs
have. For instance, if a graph might have loops, the algorithm should be able to handle it.

Some algorithms do not work if a graph has loops and/or multiple edges, and some only apply
to directed (or undirected) graphs.
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9.2 Graph Terminology

Definition 9.13. Given a graph G = (V, E), we denote the number of vertices in G by |V|
and the number of edges by |E| (a notation that makes perfect sense since V. and E are sets).

Definition 9.14. Let u and v be vertices and e = {u,v} be an edge in undirected graph G.
e The vertices u and v are said to be adjacent
e The vertices u and v are called the endpoints of the edge e.
e The edge e is said to be incident with u and v.
e The edge e is said to connect u and v.

e The degree of a vertex, denoted deg(v), is the number of edges incident with it.

Example 9.15. Consider the following graphs.

X Z X

w X
v W u w

Y
\'4
u y y
\'4
u

3

In graph G, we can say: The following table gives the degree of each

) ) of the vertices in the graphs above.
e w is adjacent to x.

e w and z are the endpoints of the edge

(w, 2) deg(u)=3 | deg(u)=2 | deg(u)=2
T deg(v)=5 | deg(v)=3 | deg(v)=4

e (w,x) is incident with both w and x. deg(w)=3 | deg(w)=2 | deg(w)=3
deg(x)=2 | deg(x)=4 | deg(x)=2

e (w,x) connects vertices w and x. deg(y)=2 | deg(y)=3 | deg(y)=3
deg(z)=3 deg(z)=2

Definition 9.16. A subgraph of a graph G = (V,FE) is a graph G' = (V' E') such that
V'CV and E' C E.
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Example 9.17. Consider the following three graphs:
\O

\
Hq H, Hs

Notice that Hy is a subgraph of Hy and that Hg is a subgraph of both H; and Ho.

Definition 9.18. A u—v walk is an alternating sequence of vertices and edges in G with start-
ing verter u and ending verter v such that every edge joins the vertices immediately preceding
it and immediately following it.

You can think of a walk as follows: Put your pencil down on a vertex and trace around edges
however you like until you reach some destination vertex. You are allowed to repeat edges and
vertices as often as you like—just like you may repeat sidewalks and paths when you go for a walk
(thus the name).

Definition 9.19. A u — v trail is a u — v walk that does not repeat an edge.
Notice that a trail may repeat a vertex.
Definition 9.20. A u — v path is a walk that does not repeat any vertez.

It should be relatively easy to see that paths cannot repeat an edge (because to repeat an edge
you have to repeat a vertex).

Example 9.21. In the first graph, the trail abecde is indicated with the dark lines. It is not
a path since it repeats the vertex e. The second and third graphs show examples of paths.

Although not drawn (because it is harder to represent clearly on a drawing), acdecabecdeba
is an example of a walk® To confirm it, you just need to verify that there is an edge between
adjacent vertices on the list. On the other hand, abcde is not a path, trail, or walk because
(b, c) is not an edge.

“This walk is specified by just the vertices and not both the vertices and edges as in the definition. If multiple
edges are not allowed (i.e. we are not working with a multigraph), then there is no need to list the edges since
they are clear.
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Definition 9.22. A cycle (or simple cycle) is a list of vertices vy, v, ..., v, with no repeats
such that (vi,viy+1) is an edge fori=1,...,k — 1, and (vg,v1) is an edge.

Put another way, a cycle is a path to which we append an edge from the last to the first
vertezx.

The number of vertices in a cycle is called its length.

Example 9.23. Here is a graph with a cycle of length 3.

% Exercise 9.24. Find a cycle of length 4 and a cycle of length 5 in the graph from Exam-
ple 9.23. Is there a cycle of length 67 Explain why or why not.

Answer

Definition 9.25. A graph is called connected if there is a path between every pair of distinct
vertices.
A connected component of a graph is a mazximal connected subgraph.

Example 9.26. Below are two graphs, each drawn inside dashed boxes. The graph on the left
is connected. The one on the right is not connected. It has two connected components.

connected not connected

% Exercise 9.27. Draw a graph that has two connected components, one that is a cycle of
length 4 and one that is a cycle of length 3.
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Definition 9.28. e A tree (or unrooted tree) is a connected acyclic graph. That is, a
graph with no cycles.

o A vertex of degree one in a tree is called a leaf.

e A forest is a collection of trees.

Example 9.29. Here are four trees. If they were all part of the same graph, we could consider
the graph a forest.

tree

tree tree

O

tree

% Exercise 9.30. Draw a tree that has 5 vertices, one vertex with degree 4 and the others
with degree 1.

wExercise 9.31. Draw a forest with 5 trees that has 6 vertices.

Note: These trees are not to be confused with rooted trees (e.g. binary trees). When computer
scientists use the term tree, they usually mean rooted trees, not the trees we are discussing here.
When you see/hear the term ‘tree,” it is important to be clear about which one the writer/speaker
has in mind.

Definition 9.32. A spanning tree of G is a subgraph which is a tree and contains all of the
vertices of G.
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Example 9.33. Below is a graph (on the left) and one of several possible spanning trees (on
the right).

G spanning tree of G

Here is some terminology related to directed graphs.

Definition 9.34. Let u, v be vertices in a directed graph G, and e = (u,v) be an edge in G.

e u is said to be adjacent to v.

v is said to be adjacent from u.

w is called the initial vertex of (u,v).

v is called the terminal or end vertex of (u,v).

The in-degree of u, denoted by deg™ (u), is the number of edges in G which have u as
their terminal vertex.

The out-degree of u, denoted by deg™ (u), is the number of edges in G which have u as
their initial vertez.
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Example 9.35. Consider the three graphs below.

W y
X \' W
\Y
u y u G X
65 5

Consider the edge (w,x) in Gy.
e w is adjacent to x and x is adjacent from w.
e w is the initial vertex and x is the terminal vertex of the edge (w,x).

This table gives the in-degree and out-degree for the vertices in graphs G4, G5, and Gg.

| G I Gs I Go |
deg™(u)=2 | deg®(u)=4 || deg (u)=1 | deg™(u)=0 || deg™ (u)=1 | degt(u)=1
deg™(v)=2 | degt(v)=2 || deg™(v)=1 | deg®(v)=2 || deg™(v)=2 | deg™(v)=2
deg™(w)=1 | deg®(w)=1 || deg™(w)=1 | deg™(w)=1 || deg™ (w)=2 | deg™t(w)=2
deg™(x)=2 | deg®(x)=3 || deg™ (x)=1 | deg™(x)=1 || deg™ (x)=1 | degt(x)=1
deg™(y)=3 | deg®(y)=0 | deg™(y)=2 | deg®(y)=2 | deg™(y)=2 | deg*(y)=2
deg™(z)=1 | deg™(z)=1
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9.3 Some Special Graphs

Definition 9.36. The complete graph with n vertices K,, is the graph where every pair of
vertices is adjacent. Thus, K, has (g) edges.

Example 9.37. Here are the complete graphs with n = 2, 3,4, 5.
Kg Ky, K

Definition 9.38. C,, denotes a cycle of length n. It is a graph with n edges, and n vertices
Vi, ... ,Uy, where v; is adjacent to viy1 forn=1,...,n— 1, and v1 is adjacent to vy.

Ko 5

Example 9.39. Here are the cycles of length 3, 4, and 5.

Definition 9.40. P, denotes a path of length n. It is a graph with n edges, and n+ 1 vertices
V0, V1, - - - , U, where v; is adjacent to vir1 forn=0,1,...,n — 1.

We won’t provide an example of the paths because they are pretty easy to visualize. For
instance, Ps is simply C4 with one edge removed.

Definition 9.41. @Q, denotes the n-dimensional cube (or hypercube). There are two
equivalent ways to define Q..

e ()1 is the graph consisting of a single vertex, and Q, is constructed by taking two copies
of Qn_1 and connecting corresponding vertices between the two copies. Hopefully you can
see that this leads to Qo = Py and Q3 = Cy.

e (), is the graph with 2™ vertices numbered 0 through 2" —1 where two vertices are connected
if the binary representation of their numbers differs in exactly one place.

It is not difficult to determine that Q, has n2"~ ! edges.
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Example 9.42. Here are ()2 and @3, with vertices labeled as mentioned in the definition.

101 ——111
/ /
01 ——11 001 011
100 110
/ /
00 — 10 000—— 010

Q2 Q3

Notice that in Q)o, the vertex labeled 11 is adjacent to the vertices labeled 10 and 01 since
each of these differ in one bit. Similarly, the vertex labeled 101 in @3 is adjacent to the vertices

labeled 001, 111, and 100 for the same reason. Next is @4, also labeled according to the
definition.

1101 1111
1001 1011
0101 —0111
/ /
0001 0011
0100 0110
7 /
000——0010
1100 1110
1000 1010

Q4

It should not be too difficult to see that (1 is the same as P; which is the same as K.

Definition 9.43. A simple graph G is called bipartite if the vertex set V' can be partitioned
mto two disjoint nonempty sets Vi and Vo such that every edge connects a vertex in Vi to a
vertex in V.

Put another way, no vertices in Vi are connected to each other, and no vertices in Vo are
connected to each other.
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Although there may be different ways of assigning the vertices to V7 and V5, it does not matter.
If there is at least one way to do so such that all edges go between V; and V5, then G is bipartite.

Example 9.44. Here are a few bipartite graphs.

NI

Notice that although these are drawn to make it clear what the partition is (i.e. Vj is the
top row of vertices and V5 is the bottom row), a graph does not have to be drawn as such in
order to be bipartite. They are often drawn this way out of convenience. For instance, the
hypercubes are all bipartite even though they are not drawn this way.

Definition 9.45. K, , denotes the complete bipartite graph with m +n vertices. That is,
it is the graph with m +n vertices that is partitioned into two sets, one of size n and the other
of size m, such that every possible edge between the two sets is in the graph.

Example 9.46. The first four graphs from Example 9.44 are complete bipartite graphs. The
first is K 1, the second is K 2 (or K1), the third is Ky 2, and the fourth is K35 (or Kj3).

wExercise 9.47. Which of the following graphs are bipartite? Briefly justify your answers.

(e) P, for any n > 0.
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* Question 9.48. Prove or disprove: Every tree with at least 2 vertices is bipartite. (Hint:
You can prove this by induction on the number of nodes.)
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9.4 Handshaking Lemma

The following theorem is valid not only for simple graphs, but also for multigraphs and pseudo-
graphs.

Theorem 9.49 (Handshake Lemma). Let G = (V, E) be a graph. Then
Z deg(v) = 2|E].
veV

Proof: Let X = {(e,v) : e € E,v € V, and e and v are incident}. We will
compute |X| in two ways. FEach edge e € E is incident with exactly 2 vertices.
Thus,

| X| =2|E].

Also, each vertex v € V is incident with deg(v) edges. Thus, we have that

X| = 3 deg(v).

veV

Setting these equal, we have the result. O

The proof in the previous theorem is an example of a combinatorial proof. It is a neat technique
where you prove a formula by counting the number of objects in a set in two different ways.

Example 9.50. Consider the following graphs.

X V4 X

w X
v W u w

Y
\
u y y
\'4
u

3

A quick tabulation of the degrees of the vertices and the number of edges reveals the
following:

‘Graph ‘Gl‘GQ‘Gg‘
|E| 9778
> deg(v) | 18 | 14 | 16
veV

These results are certainly consistent with Theorem 9.49.

Undirected graphs have an interesting property that is really easy to prove using Theorem 9.49.
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Corollary 9.51. Every graph has an even number of vertices of odd degree.

Proof:  The sum of an odd number of odd numbers is odd. Since the sum of the
degrees of the vertices in a simple graph is always even, one cannot have an odd
number of odd degree vertices. O

The situation is slightly different, but not too surprising, for directed graphs.
Theorem 9.52. Let G = (V, E) be a directed graph. Then

S deg™(v) = 3 deg* (v) = | .

veV veV

We won’t provide a proof of this theorem (it’s almost obvious), but you should verify it for the
graphs in Example 9.35 by adding up the degrees in each column and comparing the appropriate
sums.
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9.5 Graph Representation

We provide only a very brief discussion of graph representation. Consult your favorite data structure
book for more details.

Let G = (V, E) be a graph with n vertices and m edges. That is, |V| = n, and |E| = m. There
are two common ways of representing G. (There is actually a third, but it isn’t nearly as common
as the two we will discuss.)

The first method stores, for each vertex, a list of all of the vertices it is adjacent to.

Definition 9.53. The adjacency list representation of a graph maintains, for each vertez, a
list of all of the vertices adjacent to that vertexr. This can be implemented in many ways, but
often an array of linked lists is used.

Example 9.54. A drawing of Cj5 is given below on the left. An adjacency list representation
is given below on the right.

B Al pE—B . .
— Notice that every edge is represented
C B a0 twice. For instance, the edge (A, B)
A C| +B—=D means that A and B are connected to
pl Lcoog each other. Thus, B is on A’s list, and
D E ] A is on B’s list.
El +D—A

Example 9.55. A drawing of a directed cycle of length 5 is given below on the left. An
adjacency list representation is given next to it.

B Al &+ B Notice that this is a lot like the previ-

C P \ Bl L c ous example except that each list only

— has one element on it. That is because

I £ ¢_pP (A, B) is an edge (for instance), but

B\‘/E( Dl pE (B, A) is not an edge. So B is on A’s
El LA list, but A is not on B’s list.

Example 9.56. Here is another example of a graph on the left with the adjacency list repre-
sentation on the right.

A B Ai——>B—>E—>D
Bi——>A—>EeC
Ci——>BaD—>E
Di»CaA%E

D C EifﬁA%B%CHD

Note that the order the vertices are listed does not matter.
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* Exercise 9.57. Give the adjacency list representation for K33 as drawn below.

+

+

o0 =3 O Q W
T

* Exercise 9.58. Give the adjacency list representation for the directed graph similar to K33
drawn below.

Al b
Bl +
A B C
cl| b
D| +
El +
[ ]
D E F el L

The graph in Example 9.56 has 5 vertices and 8 edges (so n = 5 and m = 8). The adjacency list
uses an array of size 5 and there are 5 linked lists that contain a total of 343434344 =16 = 2%8
nodes. Notice that this is twice the number of edges because each edge is stored twice (because if
(u,v) is an edge, u is stored on v’s list and v is stored on u’s list). For each node we need to store
the value and the next node, so the linked lists take up about 2(2 % 8) = 4 %8 = 4m memory. Since
the array takes about 5 = n memory, the memory requirement for an adjacency list representation
of the graph is approximately n + 4m = ©(n + m).

Notice that the discussion in the previous paragraph generalizes to all graphs. That is, the space
requirement for the adjacency list representation of a graph is approximately n + 4m = ©(n +m).

Hopefully it is not too difficult to see that for directed graphs, the amount of memory required
is about n 4+ 2m = ©(n + m) because each edge is only stored once.

For weighted graphs, an additional field can be stored in each node for the weight of each edge.
So for undirected weighted graphs, the memory requirement goes up to about n + 6m, and for
directed weighted graphs it is about n + 3m. In both cases, it is still ©(n + m).

The second method of storing a graph makes it so you can ask directly “Is (u,v) and edge?”
This is accomplished by storing a matrix whose rows and columns are indexed by the vertices.
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Definition 9.59. The adjacency matrix M of a graph G is the n by n matriz M defined as

. 1 if(4,]) is an edge
M(i, j) = { 0 if (4,) is not an edge

We often assume that the vertices are numbered 0,1, ...,n — 1 since that is how we typically index
matrices. In the next few examples we will continue with our examples with vertices labeled A, B,
etc. To make the interpretation of the matrices clear, we label the rows and columns. You can also
just think of a mapping of A to 0, B to 1, etc.

Example 9.60. A drawing of C5 is given below on the left, the adjacency list in the middle,
and the adjacency matrix on the right.

B Ai—»EHB A B C D E
— A0 1 0 0 1
C B qpat=te Bl1 0 1 0 0
A C| bB—>D clo 1 0o 1 o
ol Lcog D0 0 1 0 1

D E —
Lo a ELllt 0 0 1 0

Example 9.61. A drawing of a directed cycle of length 5 is given below on the left. An
adjacency list representation is given in the middle and the adjacency matrix on the right.

I/E AL ) A B C D E

- 01 0 0 0

C \\ S| © Blo o 1 0 0

//A. c| pD clo o o 1 o0

ol Lg pDlo o 0 0 1

D ~¢E - El1 0 0 0 o0
El BA

Example 9.62. Here is another example of a graph on the left, the adjacency list representation
on the center, and the adjacency matrix on the right.

A B Ai——>B—>E—>D A B C D E
. A |0 1 0 1 1

Bi—»AaE—>C B |1 0 1 0 1

Cl +B—=D—=E C |10 1 0 1 1

Dl +C—=A—=E bil1 0 1 0 1

D C El nA—-B—-C—D £ 11 1 1 1 1

Note: You may or may not have noticed from these examples that the adjacency matriz of an
undirected graph is always symmetric. If you think about it, the reason should be obuvious.
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The same cannot be said of directed graphs, as should be obvious from Example 9.61.

From these examples, it should be relatively clear that the amount of space needed to store an
adjacency matrix with n vertices and m edges is about n? = ©(n?). Notice that it does not depend
on m, since a larger m just means more 1s and fewer Os in the matrix.

If G is weighted, we can store the weights in the matrix instead of just 0 or 1. For non-adjacent
vertices, we store oo, or MAX_INT (or —1 if only positive weights are valid). If done this way, the
space requirement remains n? = ©(n?). Alternatively, a second matrix can be used to store the
weights, doubling the space requirement, which is still ©(n?).

Notice the amont of space required to store both directed and undirected graphs is the same
with the adjacency matrix.

* Exercise 9.63. Give the adjacency matrix representation for K33 as drawn below.

A B C

wExercise 9.64. Give the adjacency matrix representation for the directed graph similar to
K33 drawn below.

A B C

Obviously, how much space is required to store a graph is of importance, but so is how much
time is required to do basic operations on a graph. For instance, the most common things one
might want to do on a graph are determine whether or not two vertices are adjacent and iterate
over the edges that are incident with a vertex (put another way, iterate over all of the neighbors of
a vertex). For a weighted graph, one would probably ask the weight of an edge somewhat often.
There are certainly other important operations one might want to perform on a graph. Since you
have all of the tools you need to answer such questions, we will ask you to explore them at the end
of the chapter.
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So which representation is better? We will also let you think about that at the end of the
chapter, but hopefully it is somewhat clear that answering that question requires you to consider
both time and space requirements.
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9.6 Problem Solving with Graphs

There are many problems on graphs that are of interest for various reasons. The following very
short list contains some of the more common ones.

e PaTH: Is there a path from A to B?

e CYCLES: Does the graph contain a cycle?

e CONNECTIVITY: Is there a way to get between any two vertices in the graph?

e BicONNECTIVITY: Will the graph become disconnected if one vertex is removed?

e PLANARITY: Is there a way to draw the graph without edges crossing?

e SHORTEST PATH: What is the shortest path from A to B? (weighted and unweighted versions)
e LONGEST PATH: What is the longest path from A to B? (weighted and unweighted versions)

e MINIMUM SPANNING TREE: What is the “most efficient” way to connect the vertices (weighted
graphs)?

e TRAVERSABILITY: Is is possible to travel to every vertex without repeating a vertex? Is it
possible to travel over every edge without repeating an edge?

e TRAVELING SALESMAN: What is the shortest route that visits every vertex and returns to
the starting vertex? (weighted graphs)

Knowing what graph problems have been studied and what is known about each is very im-
portant. Many problems can be modeled using graphs, and once a problem has been mapped to a
particular graph problem, it can be helpful to know the best way to solve it.

We finish the chapter by giving several examples of problems whose solutions become simpler
when using a graph-theoretic model as well as develop some new graph terminology. It is important
to mention that whole books are written just about graph theory, and even they have to pick a
small subset of the topic. Thus, what is presented in the remainder of this chapter should not be
interpreted in any way to be the most important topics in graph theory. It is just a very small
selection of easy to understand topics that are related to interesting problems. Dozens—maybe even
hundreds—of other topics could have been chosen. It should be noted that the author has even
resisted the urge to include one of his favorite graph topics, graph pebbling, even though it is a
somewhat interesting topic. Well, to him anyway.
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9.6.1 Sample Problems

Example 9.65. A wolf, a goat, and a cabbage are on one bank of a river. The ferryman
wants to take them across, but his boat is too small to accommodate more than one of them
at a time. He cannot leave the wolf and the goat together (the wolf will eat the goat), or the
cabbage and the goat (the goat will eat the cabbage) unless he is with them. Can the ferryman
still get all of them across the river?

Solution: Represent the position of a single item by 0 for one bank of the river
and 1 for the other bank. The position of the three items can now be given as an
ordered triplet, say (W,G,C). For example, (0,0,0) means that the three items
are on one bank of the river, (1,0,0) means that the wolf is on one bank of the river
while the goat and the cabbage are on the other bank. The object of the puzzle
is now seen to be to move from (0,0,0) to (1,1,1) by traversing certain edges of
(Y3 while avoiding other edges. Note that (3 is the correct set of edges to consider
since he can only move one of the three items at a time.

But there are some edges he cannot use. For instance, 000 — 100 is illegal since
it would mean he takes the wolf to the other side, leaving the goat and cabbage
together. Similarly, 000 — 001 is illegal. Thus, from 000, the only choice is to go
to 010. Continuing this analysis, it can be determined that the set of legal edges is
as in the following graph:

011 001
000 111

110 100

Based on this, one answer is 000 — 010 — 011 — 001 — 101 — 111. This means
that the ferryman (i) takes the goat across, (ii) returns and takes the cabbage over,
(iii) brings back the goat, (iv) takes the wolf over, (v) returns and takes the goat
over.

Another answer is 000 — 010 — 110 — 100 — 101 — 111. This means that the
ferryman (i) takes the goat across, (ii) returns and takes the wolf over, (iii) brings
back the goat, (iv) takes the cabbage over, (v) returns and takes the goat over.

Go to https://xkcd.com/1134/ to see a funny, but incorrect, solution.

Example 9.66. Prove that amongst six people in a room there are at least three who know
one another, or at least three who do not know one another.

Solution:  Consider an arbitrary person of this group (call him Peter). There
are five other people, and of these, either three of them know Peter or else, three
of them do not know Peter.

Let us assume three know Peter. If two of these three people know one another,
then we have a triangle of three people who know each other (Peter and these


https://xkcd.com/1134/
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two—see the graph below on the left, where the acquaintances are marked by solid
lines). If no two of these three people know one another, then we have three mutual
strangers (see the graph on the right).

Peter Oé Peter %

~ ~
~ ~

The argument for the case when three do not know Peter is similar and is left to
the reader.

Example 9.67. Mr. and Mrs. Landau invite four other married couples for dinner. Some
people shook hands with some others, and the following rules were noted: (i) a person did not
shake hands with himself, (ii) no one shook hands with his spouse, (iii) no one shook hands
more than once with the same person. After the introductions, Mr. Landau asks the nine
people how many hands they shook. Each of the nine people asked gives a different number.
How many hands did Mrs. Landau shake?

Solution: The given numbers can either be 0,1,2,...,8, 0r 1,2,...,9. Now, the
sequence 1,2,...,9 must be ruled out, since if a person shook hands nine times,
then he must have shaken hands with his spouse, which is not allowed. The only
permissible sequence is thus 0,1,2,...,8. Consider the person who shook hands 8
times, as in figure 9.1. Discounting himself and his spouse, he must have shaken
hands with everybody else. This means that he is married to the person who shook
0 hands! We now consider the person that shook 7 hands, as in figure 9.2. He
didn’t shake hands with himself, his spouse, or with the person that shook 0 hands.
But the person that shook hands only once did so with the person shaking 8 hands.
Thus the person that shook hands 7 times is married to the person that shook
hands once. Continuing this argument, we see the following pairs: (8,0), (7,1),
(6,2), (5,3). This leaves the person that shook hands 4 times without a partner,
meaning that this person’s partner did not give a number, hence this person must
be Mrs. Landau! Conclusion: Mrs. Landau shook hands four times. A graph of
the situation appears in figure 9.3.

Mr. Landau Mr. Landau . Landau

Figure 9.1: Example 9.67. Figure 9.2: Example 9.67. Figure 9.3: Example 9.67.
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9.6.2 Trails, Paths, and Cycles

Definition 9.68. Recall that o trail is a walk where all the edges are distinct. An Eulerian
trail on a graph Gis a trail that traverses every edge of G. A tour of G is a closed walk
that traverses each edge of G at least once. An Euler tour (or Euler cycle) on G is a tour
traversing each edge of G exactly once, that is, a closed Euler trail. A graph is Eulerian if it
contains an Fuler tour.

It turns out there is a very easy way to determine whether or not a graph has an Euler tour.

Theorem 9.69. A nonempty connected graph is Eulerian if and only if it has no vertices of
odd degree.

Proof: Assume first that G is Eulerian, and let C be an Euler tour of G starting
and ending at vertexr u. FEach time a verter v is encountered along C, two of the
edges incident to v are accounted for. Since C contains every edge of G, d(v) is
then even for all v # u. Also, since C begins and ends in u, d(u) must also be even.

Conversely, assume that G is a connected nonEulerian graph with at least one edge
and no vertices of odd degree. Let W be the longest walk in G that traverses every
edge at most once:

W = vg, vgv1, V1, V102,09, . . . , Up_1, Un—1Un, Up.

Then W must traverse every edge incident to vy, otherwise, W could be extended
wnto a longer walk. In particular, W traverses two of these edges each time it passes
through v, and traverses v, _1v, at the end of the walk. This accounts for an odd
number of edges, but the degree of v, is even by assumption. Hence, W must also
begin at v,, that is, vg = vy,. If W were not an Euler tour, we could find an edge
not in W but incident to some vertex in W since G is connected. Call this edge
wv;. But then we can construct a longer walk:

U, UVj, Vg, ViUj+1, - - -, Un—1Un, Un, VoV1, . .., Vi—1U;, V;.
This contradicts the definition of W, so W must be an Euler tour. g

The following problem is perhaps the originator of graph theory.

Example 9.70 (Koénigsberg Bridge Problem). The town of Kénigsberg (now called Kalin-
ingrad) was built on an island in the Pregel River. The island sat near where two branches
of the river join, and the borders of the town spread over to the banks of the river as well as
a nearby promontory. Between these four land masses, seven bridges had been erected. The
townsfolk used to amuse themselves by crossing over the bridges and asked whether it was
possible to find a trail starting and ending in the same location allowing one to traverse each
of the bridges exactly once. Figure 9.4 has a graph-theoretic model of the town, with the seven
edges of the graph representing the seven bridges. By Theorem 9.69, this graph is not Eulerian
so it is impossible to find a trail as the townsfolk asked.
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C
Figure 9.4: Model of the bridges in Konigsberg from Example 9.70.

Definition 9.71. A Hamiltonian cycle in a graph is a cycle passing through every vertex.
G is Hamiltonian if it contains a Hamiltonian cycle.

Unlike Theorem 9.69, there is no simple characterization of all graphs with a Hamiltonian cycle. In
fact, the problem of determining whether or not a graph contains a Hamiltonian cycle is one of the
most famous NP-Complete problems. The details are beyond the scope of this book, but briefly
(and oversimplifying a bit), NP-Complete is a class of problems that are all equivalent in the sense
that if any of them can be solved in polynomial time, then they can all be solved in polynomial
time. Further, nobody currently knows whether or not any of them can be solved in polynomial
time. This leads to the so-called P wversus NP problem, one of the most important open problems
in theoretical computer science. (Again, the details of precisely what this means are beyond the
scope of this book.)
Coming back to the Hamiltonian cycle problem, we do have the following one-way result.

Theorem 9.72 (Dirac’s Theorem, 1952). Let G = (V, E) be a graph with n = |V| > 3 vertices
where each vertex has degree > % Then G is Hamiltonian.

Proof: Arguing by contradiction, suppose G is a maximal non-Hamiltonian graph
with n > 3, and that G has more than 3 vertices. Then G cannot be complete. Let a
and b be two non-adjacent vertices of G. By definition of G, G+ ab is Hamiltonian,
and each of its Hamiltonian cycles must contain the edge ab. Hence, there is a
Hamiltonian path vivy ... v, in G beginning at v1 = a and ending at v, = b. Put

S ={v;: aviy1 € E} and {v; 1 v;b € E}.

As vy, € SNT, we must have |[SUT| =n. Moreover, SNT = &, since if v;§NT
then G would have the Hamiltonian cycle

V1V2 * - - ViUpUp—1 * - Vj4101,

as in the following figure, contrary to the assumption that G is non-Hamiltonian.

But then
d(a) +d(b) =|S|+|T|=|SUT|+|SNT| < n.
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3

But since we are assuming that d(a) > = and d(b) > —, we have arrived at a

2
contradiction. O

|3

9.6.3 Planar Graphs

Definition 9.73. A graph is planar if it can be drawn in a plane with no intersecting edges.
Such a drawing is called o planar embedding of the graph.

Example 9.74. Although the usual way K, is drawn has two edges intersect, it is planar as
shown in figure 9.5. It is important to understand that being planar means you can draw it
with no intersecting edges, not that every way of drawing it has no edges intersecting.

B
A

Figure 9.5: A planar embedding of Kj.

wExercise 9.75. Draw a planar embedding of K4 that does not have curved edges.

Definition 9.76. A face of a planar graph is a region bounded by the edges of the graph.

Example 9.77. K4 has 4 faces, labeled 1 through 4 in Figure 9.5. Face 1, which extends
indefinitely, is called the outside face.

Here are a few results about planar graphs. These theorems use v and e instead of n and m
because although computer scientists often use n and m, graph theorists seem to prefer v and e.
And you should get used to the fact that not everybody uses the same notation, so it’s good for
you to see different letters used.

Theorem 9.78 (Euler’s Formula). For every drawing of a connected planar graph with v
vertices, e edges, and f faces the following formula holds:

v—e+ f=2.
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Proof:  The proof is by induction on e. Let P(e) be the proposition that v—e+ f =
2 for every drawing of a graph G with e edges. If e = 0 and it is connected, then we
must have v = 1 and hence f = 1, since there is only the outside face. Therefore,
v—e+ f=1—-0+1=2, establishing P(0)

Assume now P(e) is true, and consider a connected graph G with e+1 edges. Either

O G has no cycles. Then there is only the outside face, and so f = 1. Since
there are e + 1 edges and G is connected, we must have v = e + 2. This gives
(e+2)—(e+1)+1=2—-1+41=2, establishing P(e +1).

O or G has at least one cycle. Consider a spanning tree of G and an edge uv in
the cycle, but not in the tree. Such an edge is guaranteed by the fact that a tree
has no cycles. Deleting uv merges the two faces on either side of the edge and
leaves a graph G’ with only e edges, v vertices, and f faces. G’ is connected
since there is a path between every pair of vertices within the spanning tree.
So v —e+ f =2 by the induction assumption P(e). But then

R e e e L el e I e e . el o AR
establishing P(e + 1).
This finishes the proof. O

Theorem 9.79. (a) Every simple planar graph with v > 3 vertices has e < 3v — 6 edges.

(b) Every simple planar graph with v > 3 vertices and which does not have Cs3 as a subgraph
has e < 2v — 4 edges.
Proof: Ifv =3, both statements are plainly true so assume that G is a mazximal
planar graph with v > 4. We may also assume that G is connected, otherwise, we
may add an edge to G. Since G is simple, every face has at least 3 edges in its
boundary. If there are f faces, let F}, denote the number of edges on the k-th face,
for 1 <k < f. We then have

Fi+ Fy- -+ Fy > 3f.

Also, every edge lies in the boundary of at most two faces. Hence if E; denotes the
number of faces that the j-th edge has, then

2e > W+ Eo+---+ Ee.

Since By + By + -+ E, = Fy + Fy--- + Fy, we deduce that 2e > 3f. By Euler’s
Formula we then have e < 3v — 6.

The second statement follows for v = 4 by inspecting all graphs G with v = 4.
Assume then that v > 5 and that G has no cycle of length 3. Then each face has
at least four edges on its boundary. This gives 2e > 4f and by Fuler’s Formula,
e <2v—4. O

To be clear, Theorem 9.79 part (a) implies that a graph with at least 3 vertices and more than
3v — 6 edges cannot be planar (the contrapositive of the statement). Similarly for part (b).
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Example 9.80. Kj is not planar by Theorem 9.79 since K5 has (g) = 10 edges and 10 > 9 =
3(5) — 6.

* Exercise 9.81. Prove that K33 is not planar.

Answer
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9.6.4 Minimum Spanning Trees

Recall that a spanning tree of G is a subgraph T of G which is a tree that spans G. In other
words, it contains all of the vertices of G. Some problems can be boiled down to trying to find
a spanning tree of a weighted graph such that the sum of the weights of all of the edges of the
spanning tree is as small as possible. This section formally defines this problem and then presents
two algorithms to solve it.

Definition 9.82. IfT is a tree, the weight of a T is the sum of the weights of its edges. That
18,

w(T) = Z w(u,v).

(u,w)eT

Definition 9.83. Let G = (V,E) be a connected, weighted graph. A minimum spanning
tree (MST) of G is spanning tree T of minimum weight.

It should be clear that a minimum spanning tree always exists.

Example 9.84. Here is an example of a
graph G along with two different minimum
spanning trees of G, T} and T5. Notice that
w(Ty) = w(Tp) = 18, and try as you might,
you will be unable to find a spanning tree of
weight less than 18.

Minimum spanning trees can be constructed in a greedy fashion. There are two common
algorithms to construct MSTs, Kruskal’s algorithm and Prim’s algorithm. Both of these
algorithms use the same basic ideas, but in a slightly different fashion. In the rest of this section we
will consider a general approach to find MSTs, prove that the general approach works, and show
how to implement Kruskal’s and Prim’s algorithms based on the approach.
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Definition 9.85. Let G = (V, E) be a connected, weighted graph.
e Acut (S,V —5) of G is a partition of the vertices V.

e An edge (u,v) € E is said to cross the cut if one of the endpoints is in S, and the other
isinV —S.

e The set of edges which cross a cut are the cross edges.

A cut respects a set A of edges if A does not contain any cross edges.

A cross edge of minimum weight is called a light edge.

Example 9.86. Here is an example of some of the terminology applied to graph.

S={x,y,zw}

V-S={ab,c,d,e}

(w,a) and (c,z) are cross edges

(z,e) isalight edge

The cut respects { (x,w),(y,w),(c,d)}
The cut does not respect { (a,b),(d,2)}

The generic MST algorithm can be described as follows. Let A be the edges a minimal spanning
tree of G. The MST algorithm “grows” the spanning tree one edge at a time. It starts with set
A = (), which is clearly a subset of every minimum spanning tree. At each step, the algorithm adds
an edge (u,v) to A so that the set AU {(u,v)} is a subset of some minimum spanning tree. Such
an edge (u,v) is called a safe edge, because we can safely add it to the set A and still continue.

The algorithm is simple:

Procedure 9.87. The generic MST algorithm.

MST(G)
A=EmptyList
While NOT IsSpanningTree(G,A)
e = SafeEdge(G,4)
Insert (4, e)
return A

In some sense, this is not technically an algorithm. Why? In order for it to be an algorithm,
we need each step to be clearly executable. But there are at least two steps that are unclear. First,
how does IsSpanningTree(G,A) determine whether or not A is a spanning tree of G? Second, how
does SafeEdge (G,A) find a safe edge? Until we answer these questions we really just have a vague
outline of an algorithm.
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We will start by attempting to address the first question. Consider A, the partial set of edges
that we are building into a spanning tree during the MST algorithm Notice that the graph G4 =
(V,A) is a forest, with some of the trees consisting of just a single node, and that each tree in the
forest G 4 is a connected component. At every step of the algorithm, MST adds an edge to the
set A. which results in the merger of two trees into one.

Example 9.88. Consider the graph below where the edges of A are darkened and we have
labeled the trees of the forest 77 through T5. If we add the dashed edge to A in the next step,
the result will be that trees T3 and T, will be merged into a single tree.

So what does this have to do with determining whether or not A is a spanning tree? Simple:
At the beginning, |A| = 0, and we have |V| trees in the forest, one for each vertex. At each step
of the algorithm, we merge two trees. Therefore, all we have to do is iterate through |V| — 1 times
and we will be left with a single tree—a spanning tree!

Now the harder question: how do we find safe edges. But first, a question that may have
occurred to you: How do we know that there are any safe edges? The algorithm assumes they
exist, so we need to be certain that they always do. Luckily, we defined safe edges in such a way
that that have to exist as long as we follow the algorithm correctly. Let us argue this so it is more
clear.

At the beginning of the algorithm, A = (), and any edge in any minimum spanning tree is safe.
Since we know at least one spanning tree exists, then any edge in that tree is safe. So we know we
that at the beginning there are safe edges.

During each iteration, we add a safe edge to A. Recall that by definition a safe edge is an edge
(u,v) such that the set AU {(u,v)} is a subset of some minimum spanning tree. Thus, every time
we add a safe edge, the revised set A is guaranteed to still be a subset of some minimum spanning
tree T. Thus, any edge from T — A is a safe edge, and since the algorithm has not finished yet,
there must be at least one safe edge (i.e. some edge in 7' that is not in A. If that sounds a bit
convoluted, it is not surprising. Read it slowly and carefully a few more times and I think you will
eventually catch on.

Now we know there are safe edge, how do we find them?

Actually, it’s not that hard to find safe edges, as we will see next.

We begin with an important result.

Theorem 9.89. Let G=(V,E) be a connected, weighted graph, and
e AC FE a subset of some MST for G,
e (S,V —295) be any cut of G that respects A, and
e (u,v) be a light edge of (S,V —95).

Then the edge (u,v) is safe for A.
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Proof:  The idea of the proof is as follows: Let T be a MST of G containing A,
and (u,v) an edge as described above. If (u,v) € T, then (u,v) is safe for A, and
we are done. If (u,v) € T, we need to find an MST T" such that AU {(u,v)} C T’
(so that (u,v) is safe). In order to do this, we will find an edge (x,y) € T such that
the tree T' = (T — {(z,y)}) U{(u,v)} is an MST for G that contains A and (u,v).
that will mean that (u,v) is safe for A.

The only step of the proof that is not clear is how to find an edge (x,y) € T that
will do as we desire. To see how we can do that, consider the following diagram of
the situation.

— edgesof T

edges of A
O g

. vertex in S

@\ Q vertex in V-S

Notice that the graph T U {(u,v)} contains a cycle (since adding any edge to a
tree will create a cycle). Since (u,v) is a cross edge on the cycle, there must be
another cross edge on the cycle. Let (z,y) be such an edge. We claim that T' =
(T —{(z,9)}) U{(u,v)} is an MST for G containing A, so that (u,v) is safe for A.
The edge (x,y) is not in A, because the cut respects A. Thus, A is a subset of T'.
Now all we need to show is that T" is an MST for G.

Proof that T" is an MST of G: Since (x,y) is a cross edge and (u,v) is a light edge,
w(u,v) < w(z,y), which implies w(u,v) —w(z,y) < 0. Therefore,

w(T") = w(T) +w(u,v) —w(z,y) < w(T).

Since T is an MST, w(T) < w(T"). Thus, w(T) = w(T"), and T is an MST for G.

To summarize, we have found a tree T' such that T' is an MST of G, A is a subset
of T', (u,v) € T', and (u,v) € A, so (u,v) is safe for A. O

We can use Theorem 9.89 to prove the following.

Theorem 9.90. G=(V, E) be a connected, weighted graph, and
e ACFE a subset of some MST for G,
e C be the edges in a connected component of G4=(V,A), and
e (u,v) be a light edge of the cut (C,V — C).

Then (u,v) is safe for A.

Proof:  Since the cut (C,V — C) respects A, this follows from Theorem 9.89. O
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* Question 9.91. In the previous theorem, why does the cut (C,V — C') respects A?

Theorem 9.90 basically says that if C' is a subtree of an MST, and (u,v) is an edge of minimum
weight with exactly one endpoint incident with C', then C'U {(u,v)} is a subtree of an MST for G.
Here are two ideas based on this theorem:

e Idea 1: Let u be a vertex of G, and (u,v) an edge of minimum weight incident with w. Then
(u,v) is contained in some MST of G. (Here, C' = {u}.)

e Idea 2: If (u,v) is an edge of minimal weight in G, then (u,v) is contained in some MST of

G. (Again, C = {u}.)

Next we provide high level descriptions of Prim’s and Kruskal’s algorithm so you can hopefully

see how they are each applying the ideas above. Then we will give more detailed descriptions of
both.

Prim’s algorithm uses Theorem 9.90 to build a single tree into an MST by starting at some
vertex and “growing out” from it.

Example 9.92. Here is the idea of Prim’s algorithm:
e Pick some vertex z.
e Let A= {(z,y)}, where edge (z,y) has minimum weight of edges incident with z.
e While A is not an MST

— Add to A a minimum weight edge which has exactly one endpoint incident with A

On the other hand, Kruskal’s algorithm sorts the edges of the graph according to weight, and
adds edges (starting with the lightest) as long as they do not create a cycle until a spanning tree
is created.

Example 9.93. The idea of Kruskal’s Algorithm:
o Let A=10.
e While A is not an MST

— Add to A a minimum weight edge that does not form a cycle.
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* Question 9.94. Is Prim’s Algorithm based on Idea 1 or 27 What about Kruskal’s algorithm?

Next, we dig into details for both of these algorithms. Let us continue with Kruskal’s algorithm.
Here is a slightly more detailed description of Kruskal’s algorithm that is adding a few important
details that were missing.

Example 9.95. Kruskal’s algorithm is as follows. Given a graph G = (V, E), treat E as an
array of edges.

e Sort F in ascending order.
e Set A=10

e ForI =1 to |E]
If AU{E[I]} does not contain a cycle
A=AU{E[l]}

e Return A.

We still need to answer an important questions in order to have a complete algorithm: When
does AU {E[I]} contains a cycle? Notice that as the algorithm progresses, A is a forest. Edges
connecting two vertices in the same tree will create a cycle. Edges that go from one tree to another
will not create a cycle. So we will store each tree in a separate set. Adding an edge connect
two trees, so we merge the sets. Based on these observations, we can now give a more detailed
description of Kruskal’s algorithm.

Procedure 9.96. Kruskal’s Algorithm

Kruskal_MST(G)
A=EmptySet
Fordll v in V[G]
Create_Set (v)
SortAdscending (E[G])
ForAll edges e=(u,v) in E[G] //in sorted order
If Set(u) != Set(v)
Insert (4,e)
Set_Union(u,v)
Return A

There are still important unanswered questions that we will not answer, but we will ask: How
do we implement the set data structure we need? It needs to store sets in a way that allows it to
determine if two elements are in the same set and create the union of two sets. One solution is to
use something called union-find algorithm (or union-find data structure). Unfortunately, we
do not have time to go into the details of this data structure.
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Now that we have the algorithm, how good is it? Let n = |V| and m = |E|. Creating the
sets takes O(n) time (constant time for each). Sorting the edges takes O(mlogm) time. With a
union-find data structure, it is possible to implement the sets so that comparing and unioning sets
each take O(logn) time, and adding an edge to A takes constant time. Since these operations are
done at most m times (one for each edge), the cost of the ForAll loop is O(mlogn). Therefore,
the complexity of Kruskal’s Algorithm is O(mlogm) 4+ O(mlogn) = O(mlogm) = O(mlogn).

* Question 9.97. Why is O(mlogm) = O(mlogn)?

Example 9.98. Here is an example of Kruskal’s algorithm (Follow down the columns here
and then on the next page). Note that we are not showing the details about the sets in this
example, but following along like you would if you did it by hand.

5 M 4

12
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\SK\ 4

Before discussing Prim’s algorithm, we first need a new data structure called a priority queue.

Definition 9.99. A priority queue Q is a data structure that supports the following opera-
tions.

e (.insert(Item v,Key k) inserts the Item v into @ using the value of the Key k to
determine where it goes.

e Q.extractMin() removes and returns an Item from @) that has a minimum key value.
If there are multiple items with the same minimum key value, which one gets returned
depends on the implementation. Most algorithms that use priority queues do not care
about which order tied keys are returned in.

e (.decreaseKey(v,k) decreases the key value for Item v to k and moves it to the appro-
priate place in Q) based on the new key value.

e Q.insertAl1(Item[] values,Key[] keys) inserts the Items from the list values based
on the corresponding keys into Q.

There are multiple ways to implement a priority queue that has these operations. A common
choice, the min heap, allows us to implement the priority queue so that the first three operations
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take O(logn) time if @ contains n items, and the last one takes O(n) time to insert a list of size n
into an empty Q.

Unlike Kruskal’s algorithm, with Prim’s algorithm we grow a single tree A into a minimum
spanning tree. An arbitrary vertex r is picked, and the tree is grown from that vertex. At each
step a light edge of the cut (A,v — A) is added to A. That is, we add an edge that connects a
new vertex to A. Since it adds a node not already connected to A, it remains a tree since it is
impossible to add a cycle if the new vertex is not already connected to some vertex in A.

In order to implement the algorithm, we need to have an efficient (greedy) way to determine
the light edge at each step. To help facilitate this, for each node x, we will store

e The key(x) is the weight of the minimum weight edge that connects z to some vertex in A.

e The predecessor p(x) is the vertex y in A such that w(z,y) = key(x). That is, of all of the
nodes in A, y is one such that w(zx,y) is as small as possible.

We choose some root vertex r to start growing our tree from and set key(r) = 0, and p(r) =
NULL. Each node x # r starts with key(z) = oo (or MAX_INT or whatever the largest value we
can store is). As the algorithm progresses, the key and predecessor are continually updated to be
the best possible. We do not need to initialize p(x) since it will eventually get set for every node
(except r) by the algorithm.

When the algorithm is finished, the minimum spanning tree can be constructed by using the
values of p. For instance, if p(a) = b, then (b, a) is an edge of the tree.

The value key(z) only changes if some neighbor of x is added to A. When we add a node y
to A, we need to update the key values of the nodes adjacent to y. Specifically, for each vertex x
adjacent to y, if = is not already in A and w(zx,y) < key(z), then we have found a cheaper way to
connect x to A, so we update the key and predecessor of x.

We will store the vertices in V' — A in a priority queue @ based on key(x). This allows us to
pick the minimum weight edge to add to A at each step.

We are now ready for the full version of the algorithm.

Procedure 9.100. Prim’s Algorithm

Prim_MST(G, r)
PriorityQueue @ // An empty priority queue
Vertez [] p // An array to store the predecessors
int [] key // An array to store the keys
FordAll uw <n G(V) // Start all keys out at the largest possible wvalue
key[u]=Maz_Int
key[r]=0 // T has the lowest key so it get exztracted first
p[r]=NULL // v will never have a predecessor since it %s the root
Q.insertAll(V,key) // Add all wvertices to ( based on key walues
While NotEmpty (Q) // Exztract wvertices one at a time unttl
u=0.extractMin() // until we have a spanning tree
ForAll v adjacent to u // See if we need to update neighbors
if(v in @ and w(u,v) < keylv]) // If we found a cheaper edge:
key[v]=w(u,v) // update the key wvalue
§.decreaseKey (v, key[v]) // update the location of v in @
plv]l=u // update the predecessor
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Example 9.101. Here is an example of Prim’s algorithm starting from root » = a. Note: the
diagram uses nil instead of null and k instead of key to save space. The values of k (key), p
and, @ are shown at every step. The blackened nodes are in A and no longer in ). Notice
that the values of k for these nodes are also crossed out—that’s just to make it more apparent

visually which nodes are no longer in Q).

Vialblcld|e|f|l9]|h
k| o |00|0O| 0|00 00|00 |0
Pinil| 2] 2| 2| ?2|?2]|?2]|?
Q=[ab,c,d.ef,g,n
Vialblcld|e|f|l9]|h
k| g |12| 5| 4 || 0| |0
Pinil| a al?/?|?2|?
Q=[d,c,b,ef,g,h]
Vialblc|ld|e|f|l9]|h
k| g [11|2 | X | 7|0]|1 |
Plnil|ld|d|a|d|?|d]|?
Q=[g,c,eb,f,h]
Vialblcl|ld|e|f|9]|h
k|11 2 | X | 3|8 | X |00
Pinlfd|d{a|g|g|d|?
Q=[c,ef,b,h]
Vialblc|d|e|f|l9]|h
kKl | 9| X | X| 24X |
Pl nil dlia|c|lc|d|?
Q=[ef,b,n]

The algorithm continues on the next page, but let’s make a few observations before you
continue. The gray lines show the MST edges, which can be found by looking at p(x) for
vertices = that are in A. For instance, on the third row notice that k(d) is crossed out and
p(d) = a. That means (a,d) is an edge in the tree. On the same line, p(e) = d, but that does
not mean (d, e) is a tree edge because the algorithm has yet to confirm whether or not that is

the cheapest way to connect to e. In fact, as you will see on the next page, it is not.
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Q=]

wExercise 9.102. Determine the computational complexity of Prim_MST given a graph with
n vertices and m edges.
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Time for a bonus algorithm to solve a new problem called the single-source shortest path prob-
lem. Here we are given a weighted graph G = (V, F)) and a chosen vertex r, and we wish to know
the shortest path from r to every other node in the graph. We will not go into detail about this
problem, but will simply present an algorithm to solve it that will look very familiar.

Procedure 9.103. Dijkstra’s Algorithm
Dijkstra’s Algorithm is almost identical to Prim’s algorithm—the only differences are marked
below with <—-.

Dijkstra(G,r)
PriorityQueue @
Vertexz [] p
int [] key
Fordll u in G(V)
key[u]=Maz_Int
key[r]=0
p[r]=NULL
Q.insertAll(V, key)
While NotEmpty (Q)
u=0Q.extractMin ()
ForAll v adjacent to u
if(v in § and keyl[uJ+w(u,v) < key[v]) <-- changed
key[v]=key[u]+w(u,v) <-- changed
§.decreaseKey (v, key[v])
plvl=u

Part of learning about algorithms is learning how we can apply what we have learned to solve
various problems to solve other related, and sometimes not-so-related, problems. In this case, the
minimum spanning tree and single source shortest path are definitely not the same problem, but
they both are attempting to find spanning trees in the graph with certain properties. When you
realize that, it makes sense that we might be able to slightly modify an algorithm for one problem
to solve the other.
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9.7 Reading Comprehension Questions

From Section 9.1

* Question 9.1. Draw an example of each of the following:
(a) An weighted undirected pseudograph

(b) An unweighted directed multigraph

(¢) A network

% Question 9.2. Give an example of a problem that might be modeled using the following types
of graphs. Make sure it is clear what the vertices and edges represent.

(a) A network
(b) An directed weighted multigraph.
(¢) An unweighted undirected pseudograph

% Question 9.3. Prove that a graph with n vertices has at most (g) edges. (There are several
possible ways to prove this. You can use counting techniques or induction, for instance.)

From Section 9.2

% Question 9.4. Draw an unconnected graph such that one component contains a cycle of length
4 and another component is a tree.

* Question 9.5. (a) How many edges does a tree with n > 2 vertices have? Draw a few trees of
various sizes and you should see an obvious pattern.

(b) (a bit challenging) Prove that your formula is correct. (Hint: Use induction. But you have to
be a little careful in how you do it. Also, you may assume that every tree contains at least one
vertex with degree 1.)

% Question 9.6. answer the following questions about graph L below.
(a) Is L weighted or unweighted?

Is L directed or undirected?

Are e and z adjacent? Are f and b adjacent?

How many vertices does L have?

How many edges does L have?

)
)
d) Is L connected?
)
)
)

What is deg(v)? deg(c)?
(h) What is ) _; deg(v)? Does this number seem to be related to your answer from (e)? Explain.

(i) Draw a spanning tree of L. How many edges does it have? Does your spanning tree contain
any cycles? Explain why or why not.
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(j) What is the minimum number of edges that you can remove to make the graph disconnected
(that is, not connected)? Which ones?

(k) Find a cycle of length 3 in L. Then find one of length 4. Repeat for 5, 6, 7, and 8.

From Section 9.3

% Question 9.7. Draw Kg.
* Question 9.8. Draw Csg.
% Question 9.9. Draw Ps.

* Question 9.10. Draw (J5. Just kidding. That would be a bit difficult to visualize. Instead,
describe how you could construct ()5 recursively. For instance, can you see how to go from ¢
to @27 And from Q2 to Q37 And from Q3 to Q47 Once you observe the pattern it is pretty
straightforward to see how to construct Qr4+1 from Q.

* Question 9.11. Give a partition of the vertices of Q3 to show that it is bipartite. In other
words, which vertices go in Vi and which go in V5?7 Use 3-bit numbers to list the vertices (since
that is the natural way to construct the graph).

% Question 9.12. Draw K35. Then draw a graph G such that G is a subgraph of K3 5.
From Section 9.4

* Question 9.13. Give an informal proof of Theorem 9.49. That is, argue why it makes sense by
talking about edges, degrees, and vertices.

* Question 9.14. You are at a party with some friends and one of them claims “I just did a quick
count, and it turns out that at this party, there are an odd number of people who have shaken
hands with an odd number of other people at the party.” Prove or disprove that this friend is
correct.

From Section 9.5

* Question 9.15. (a) If a graph has very few edges, which representation is a better choice if
space is the only consideration? Explain.

(b) If a graph has many edges, which representation is a better choice if space is the only consid-
eration? Explain.

* Question 9.16. Are space considerations actually that important? In other words, practically
speaking, if you can store a graph using one of the representation, can you store it in the other
without worrying too much about space? Explain. (This is an important question, so think carefully
about it!) (Hint: Think about storing the graph of friends on Facebook or another social media
site.)

% Question 9.17. Given an adjacency list representation of a graph with n vertices and m edges,
how long do the following operations take?

(a) Determine whether or not (u,v) € E.

(b) Determine deg(u).
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(c) Iterate over the neighbors of vertex u (assume u has k neighbors).

% Question 9.18. Given an adjacency matriz representation of a graph with n vertices and m
edges, how long do the following operations take?

(a) Determine whether or not (u,v) € E.
(b) Determine deg(u).
(c) Tterate over the neighbors of vertex u (assume u has k neighbors).

* Question 9.19. (a) If adding and removing edges is an important operation, is one of the rep-
resentations a better choice? Explain.

(b) If adding and removing vertices is an important operation, is one of the representations a better
choice? Explain.

From Section 9.6.2
% Question 9.20. (a) Is K5 Eulerian? Explain.
(b) Is K¢ Eulerian? Explain.

(¢) Is Q3 Eulerian? If so, number the edges of @3 in order to demonstrate the Euler tour. If not,
explain why not.

(d) Is Q4 Eulerian? If so, number the edges of X3 in order to demonstrate the Euler tour. If not,
explain why not.

(e) Is @3 Hamiltonian? If so, draw a Hamiltonian cycle on Q3. If not, explain why not.
(f) Is Q4 Hamiltonian? If so, draw a Hamiltonian cycle on Q4. If not, explain why not.
(g) Is asking if C7 is Hamiltonian a stupid question? Explain.

From Section 9.6.3

* Question 9.21. Give a planar embedding of K3 3.

% Question 9.22. Does Theorem 9.79 imply that if a graph with v > 3 vertices has fewer than
3v — 6 edges that it is planar? Explain, using an example if appropriate.

* Question 9.23. (a) Prove that @3 is planar.
(b) Prove that Q)4 is not planar.
From Section 9.6.

% Question 9.24. Can a graph have a minimum spanning tree with weight 34 and another with
weight 357 Explain.

* Question 9.25. An Internet provider is installing an optical network in a rural town. They need
to wire every house. The map below indicates the locations of the houses (dots). Each grid line
represents 1 mile. They can route the cables anywhere they wish, and only need one connection
to each house. Since optical cable is really expensive, the goal is to minimize the amount of cable
required. An example: If they want to route from I to J, they could route south 3 miles, and east
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1 mile for a total of 4 miles, but it would be better to route in a straight line from I to J for a cost

of v/32 412 = /10 ~ 3.2 miles.

A

° ° o
H

(a) Explain how this problem can be modeled as a graph problem. What are vertices? Edges? Is
it directed? Weighted?

(b) Explain why solving this problem reduces to finding a minimum spanning tree of the graph.

(¢) You will be asked to solve this problem in the next part. Should you use an algorithm like
Prim’s or like Kruskal’s? Explain. (Note: I say an algorithm “like” because when humans run
algorithms on graphs drawn on paper, they typically do not do them exactly as a computer
would.)

(d) Compute a solution to this problem and give the total length of wire necessary.

% Question 9.26. Consider the following graph G with cut S = {A,B,C} and V — S = {D, E}.
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List all of the cross edges.

(a
(

b) List all of the light edges.

(
(d

)
)
c) Which of the following edges crosses the cut: (A, B), (A, D), (D, E), (B, D).
) Find a minimum spanning tree of G and give its weight.

)

(e) Does G have more than one minimum spanning tree? Explain.

* Question 9.27. Can you think of a necessary condition for a graph to have more than one
minimum spanning tree? Note: a necessary condition means a condition that has to be present for
something to be true, but it being present does not always guarantee that it is true.
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9.8 Problems

Problem 9.1. Give the degrees of the vertices of each of the following graphs. Assume m and n
are positive integers. For instance, for P,, n — 1 of the vertices have degree 2, and 2 vertices have
degree 1.

(a) Cn
(b) Qn
(c) Kn

(d) Kmn

Problem 9.2. Can a graph with 6 vertices have vertices with the following degrees: 3,4,1,5,4,27
If so, draw it. If not, prove it.

Problem 9.3. Prove or disprove that @, is bipartite for n > 1.
Problem 9.4. For what values of n is K,, bipartite?

Problem 9.5. Give the adjacency matrix representation of (3, numbering the vertices in the
obvious order.

Problem 9.6. (a) Give the adjacency matrix representation for Ky.

(b) Give the adjacency list representation for K.

Problem 9.7. Describe what the adjacency matrix looks like for K, for n > 1.
Problem 9.8. Describe what the adjacency matrix looks like for C,, for n > 1.

Problem 9.9. Given an adjacency matrix for C,,, with n > 1, how can you modify it to make it
the adjacency matrix for P,?

Problem 9.10. What property does the adjacency matrix of every undirected graph have that is
not necessarily true of directed graphs?

Problem 9.11. Let G be a graph and let u and v be vertices of G.

(a) If G is undirected and there is a path from u to v, is there necessarily a path from v to u?
Explain, giving an example if possible.

(b) If G is directed and there is a path from u to v, is there necessarily a path from v to u? Explain,
giving an example if possible.

Problem 9.12. For what values of n is @), Eulerian? Prove your claim.
Problem 9.13. Is (), Eulerian for all n > 37 Prove it or give a counter example.
Problem 9.14. Prove that K,, is Hamiltonian for all n > 3.

Problem 9.15. Prove that K, , is Hamiltonian for all n > 3.

Problem 9.16. For what values of m and n is K, , Eulerian?

Problem 9.17. A graph is Eulerian if and only if its adjacency matrix has what property?
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Problem 9.18. What properties does an adjacency matrix for graph G need in order to use
Theorem 9.72 to prove it is Hamiltonian?

Problem 9.19. Let G be a bipartite graph with v vertices and e edges. Prove that if e > 2v — 4,
then G is not planar.

Problem 9.20. For each of the following, either give a planar embedding or prove the graph is
not planar.

Problem 9.21. Let G be a graph with n vertices and m edges and let v and v be arbitrary vertices
of G. Describe an algorithm that accomplishes each of the following assuming G is represented
using an adjacency matriz. Then give a tight bound on the worst-case complexity of the algorithm.
Your bounds might be based on n, m, deg(u), and/or deg(v).

(a) Determine the degree of w.
(b) Determine whether or not edge (u,v) is in the graph.

(c) Iterate over the neighbors of u (and doing something for each neighbor, but don’t worry about
what and assume it takes constant time for each neighbor).

(d) Add an edge between u and v.

Problem 9.22. Repeat Problem 9.21, but this time assume that G is represented using adjacency
lists.

(a) Determine the degree of w.
(b) Determine whether or not edge (u,v) is in the graph.

(c) Iterate over the neighbors of u (and doing something for each neighbor, but don’t worry about
what).

(d) Add an edge between u and v.

Problem 9.23. (a) List several advantages that the adjacency matrix representation has over the
adjacency list representation.

(b) List several advantages that the adjacency list representation has over the adjacency matrix
representation.
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1.1 A proposition is a statement that is either true or false.

1.2 The operators are negation, or, and, exclusive-or, conditional, and biconditional. See Table 1.1
and Table 1.2 for the truth tables.

1.3 pV q is true if p is true, ¢ is true, or both p and ¢ are true, whereas p @ ¢ is true if and only
if exactly one of p or ¢ is true. So the difference is that is both p and g are true, p V ¢ is true, but
p P a is false.

1.4 It is true unless p is true and ¢ is false.

1.5 Here is a truth table with some intermediate columns to help. As long as you have the same
final column, yours is probably fine.

p qllpAg|p|(pAgVp
T T| T | F T
T F| F | F F
FT| F |T T
F F| F |T T

1.6 Here is a truth table with some intermediate columns to help. As long as you have the same
final column, yours is probably fine.

P q pAq|(pAgQ VT

S TESTeS les Bl Hias Mos Bl
MmN TN
i e B s e ies B T
SIS s B> Bieo Mo B
Sl sl B> B M B

1.7 By definition, no. If p is true, —p is false, and if p is false, —p is true.

1.8 ¢ must be true since one of them has to be and p is not.

1.9 Nothing. It might be true, but it also might be false.

1.10 They are both true.

1.11 ¢ has to also be false since p <+ ¢ implies they have the same truth value.

1.12 In this case ¢ also has to be true.

1.13 Since p — ¢ is true whenever p is false, we cannot say anything about ¢, so it could be true
or false.

1.14 By definition, if a proposition is a contingency, then it is not a tautology.

1.15 By definition, a proposition and its negation can never both be true. If the proposition is
true, its negation is false, and if the proposition is false, its negation is true.

1.16 (a) p Vv T is true if and only if either p or T is true. Since clearly T is true, p V T is always
true. Therefore, pvVT = T. Alternatively, you can give a truth table for p V1" and then comment
something like “since the final column of the truth table is always true, pVT =T.” (b) We will
do this one with a truth table: Notice that the column for p A F' in the truth table below is always
false. Therefore p A F = F.

pllpAF
T F
F F
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1.17 You could draw a truth table and show that the columns for these two differ. However, there
is any easier approach. Notice that if p is true and q is false, =p A —q is false, but =(p A q) is true.
Therefore they are not equivalent.

1.18 We can’t use the first reason because DeMorgan’s law isn’t the only rule we have to determine
whether or not two propositions are equivalent. Perhaps they are equivalent by some other rule (in
this case they aren’t, which you should know if you answered the previous question). The second
reason is also not valid because every proposition is equivalent to many other propositions that look
different than it, so just knowing that they look different doesn’t tell us anything. For instance,
DeMorgan’s law says that =p A ¢ = —(p V ¢). So even though those two don’t look that same,
they are equivalent.

1.19 Find an assignment of true values to the variables such that one is true and the other is false.
That’s all there is to it. Although sometimes this is easier said than done!

1.20 A propositional function is a statement that contains one or more variables and depending on
the values of the variable(s), the statement is true or false. In other words, a propositional function
is a function whose outputs are propositions.

1.21 —VzP(x) means that it is not the case that P(x) is true for all values of z. So it doesn’t
mean it is never true. It means that for one or more values of x it is false. That is, it means that
it is not always true.

1.22 —3zP(x) means that it is not the case that there is a value of = for which P(z) is true. In
other words, it is indeed saying that P(z) is never true.

1.23 The two obvious alternatives are —3zx3yQ(z,y) and VaVy—Q(x,y).

1.24 These are all equivalent: Yz—(z < 0 Az > 0), Vz(=(x < 0) V =(z > 0)), and Vz(z >=
0V <=0).

1.25 VadyH(z,y).

1.26 Let C(z,y) =“z changes at time y.” Then —-C(z,y) =“x stays the same at time y.” If
you did not define a predicate similar to this, stop reading now and try to come up with the rest
of the answer using C(z,y) before continuing to read. Then the expression can be written as
—JxIyC(z,y) AN—~JxIy—C(x,y), which of course can be simplified VaVy—C(z,y) AVaVyC(z,y) (but
you would probably re-interpret this version in English as “Everything stays the same, everything
changes,” which if you think about is it essentially saying the same thing.).

1.27 (a) Given any integer, there is an integer that is at least as large as it. (b) There is an integer
such that every integer is at least as large as it is. (c¢) They do not seem to be saying the same
thing at all. (d) True. (e) False. (f) If the universe of discourse is changed to positive integers,
then both statements are true. (The second one becomes true because every positive integer is at
least as large as 1.) (g) No. Just because two statements have the same truth value, that does not
mean they are saying the same thing. For instance, “14-1=2" is true and “z? > 07 is true, but they
definitely are saying very different things.

1.28 —p, ¢q, —-r, r.

1.29 —p, pAr, pAr, q, —T.

1.30 —p, pAr, gV-r, =pAr, (PAqQV(gA-r)V-p, (pA-TAQV(pATA=qg)V (DATA
q)V (=p A —r A —q).

2.1 Answers will vary, but it should say something like “An argument using logic and/or math to
demonstrate or show the nature of a conclusion,” or “the process or an instance of establishing the
validity of a statement especially by derivation from other statements in accordance with principles
of reasoning” (the latter is from Merriam-Webster).

2.2 If someone correctly proves statement A, that means it is a true statement, regardless of
whether or not you understand the proof. That’s because, by definition, a proof establishes the
validity of a statement.
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2.3 True. An even integer is one of the form 2k, where k is an integer. An odd integer is one of
the form 2k + 1 where k is an integer. Thus, even numbers are divisible by 2 whereas odd numbers
are not. A number cannot both be divisible by 2 and not divisible by 2 at the same time.

2.4 No. For instance, 6 is divisible by 2, but 2 is not divisible by 6.

2.5 No. A number cannot be both composite and prime because by definition, a composite integer
is a positive integer ¢ > 1 that is not prime. Thus, every integer greater than 1 is either prime or
composite, but never both.

2.6 3,97, 173, and 999983 are prime. 4, 6, 27, 38, 150, and 999985 are composite. 1 is neither. It
is impossible to be both.

2.7 6!=6-5-4-3-2-1=1720. 7' =7-6! = 7720 = 5040, computed the easy way be recognizing
I just needed to multiply the previous answer by 7.

2.8 Clearly 2! = 2 is prime. We will show that this is the only case in which n! is prime. 1! =1,
which is not prime by definition. 3! = 2 - 3, which is clearly not prime. If n > 3, n! is divisible by
3! =3-2, so it not prime.

2.9 No. Take the example from the book, “If you know Java, then you know a programming
language” (where A is the proposition “you know Java” and B is the proposition “you know a
programming language.” Since Java is a programming language, this proposition is true. Then B
implies A is the proposition “if you know a programming language, then you know Java.” But that
is clearly not true. You might know C++, which is a programming language, but not know Java.
2.10 False. From the previous answer, consider the implication “if you know a programming
language, then you know Java,” and its inverse, “if you do not know a programming language, then
you do not know Java.” It shouldn’t be too difficult to see that although the inverse is true, the
implication is false.

2.11 This one is true since the inverse and converse of an implication are contrapositives of each
other, and an implication and its contrapositive are equivalent.

2.12 An implication and its contrapositive are equivalent. Therefore, if one is true, then the other
is true (and if one is false, the other is false, of course).

2.13 Your answer will likely be different, and hopefully more detailed than the one provided here.
But you should say something about how you assume that what you want to prove is false, then
use logic to arrive at a contradiction (that is, a statement that you know to be false). Since you
“proved” a false statement using correct logic, it must be that your premise (that is, the statement
that you assumed was false) is incorrect. Since your premise was that the statement you wanted
to prove was false, then it must be that the statement is true (again, because you showed that if it
is false, then you can prove something that is not true).

2.14 They are (cow, chicken, rabbit), (cow, rabbit, chicken), (chicken, cow, rabbit), (chicken,
rabbit, cow), (rabbit, cow, chicken), and (rabbit, chicken, cow).

2.15 True. Every integer a can be written as a = 7, where a and 1 are both integers and 1 # 0,
so it is rational.

2.16 Assume that k is the smallest positive rational number. Since k is rational, we can write it
as p/q for integers p and ¢ # 0. But clearly k/2 = p/(2q) is positive, rational, and smaller than
k, which contradicts our assumption that & was the smallest such number. Therefore there is no
smallest positive rational number.

2.17 Since an implication and its contrapositive are equivalent, if you prove the contrapositive of
a implication is true, then the implication must also be true. And that is exactly what proof by
contraposition does.

2.18 Contradiction: Assume that p and —¢ are both true. Get a contradiction. Conclude that
if p is true, —q cannot be true, so ¢ must be true. Thus, p — ¢ is true.

Contraposition: Prove that —-¢ — —p, which is equivalent to p — q¢.
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In both cases, you assume that —q is true. Often the contradiction you get is that —p is true (which
is the goal in contraposition proof), so the majority of the proofs look the same. But they begin
and end slightly differently.

2.19 True. From the Question 2.15, we know that every integer is rational, so integers are not
irrational. Therefore, if a number is irrational, it cannot be an integer. Alternatively, you can
recognize that this is essentially the contrapositive of the Question 2.15, so it is also true.

2.20 (a) Assume that z > 0 is irrational, but that \/z is rational. Then /z = p/q for some
integers p,q # 0. That means that z = (1/z)? = (p/q)? = p?/¢?, which is clearly rational since p?
and ¢ # 0 are both rational. But this contradicts our assumption that z is irrational. Therefore,
v/ must be irrational.

(b) We will prove that if \/x is rational, then x is rational, which will imply our statement is true
since this is the contrapositive of our statement. Assume /x is rational. Then \/z = p/q for some
integers p,q # 0. Therefore, + = (1/z)?> = (p/q)? = p*/q® which is clearly rational since p? and
q> # 0 are both rational.

2.21 False. For instance, 1.5 = % is rational, but clearly not an integer.

2.22 We will use a proof by cases. Case 1: If n is even, then n = 2k for some integer k. Then
n? = (2k)? = 4k? = 2(2k?), which is even since 2k? is an integer. Case 2: If n is odd, then
n = 2k + 1 for some integer k. Then n? = (2k +1)? = 4k + 4k + 1 = 2(2k? + 2k) + 1, which is odd
since 2k? + 2k is an integer. In both cases, the parity remains unchanged.

2.23 No you would have to show the reverse as well. That is, if I want to prove A if and only if
B, T would have to prove either the proposition (A — B) or the contrapositive (-B — —A) and I
would have to prove the inverse (mA — —B) or the converse (B — A).

2.24 (a) No. This is proving the forward direction twice by proving the implication and its
contrapositive. One of these needs to be replaced with either the inverse or converse. (b) Yes. This
is proving the contrapositive and the converse.

2.25 For the forward direction, we assume that n is even. Then n = 2k for some integer k, so
n? = (2k)? = 4k? = 2(2k?), which is even since 2k? is an integer. Thus, n even implies n?
For the reverse direction, we will prove that n is not even implies n? is not even. In other words,
n is odd implies that n? is odd. Assume n is odd. Then n = 2k + 1 for some integer k, so
n? = (2k + 1)? = 4k% + 4k + 1 = 2(2k? + 2k) + 1, which is odd since 2k? + 2k is an integer. Thus,
n odd implies that n? is odd, which (as we have already said, but we’ll say it again anyway) is
equivalent to n? is even implies n is even.

2.26 You use proof by counterexample to disprove statements. You only need to show one instance
where the statement is not true to demonstrate that it is not always true, so proof by counterexample
is valid. On the other hand, proof by example is just demonstrating the truth of a statement given
some specific values. Just because it works for the given values, that does not prove that it works
for all values, so it is not a valid proof technique.

2.27 This is definitely not a valid proof technique! The problem is that when you write down an
equation and start working both sides of it, you are implicitly assuming that the equation you are
starting with is true. But since you are trying to prove that it is true, you can’t start your proof
with the fact that it is true—that is circular reasoning. For instance, do you remember the supposed
proof of —1 =1 that started by working both sides of the equation?

2.28 The step that divided both sides by a — b was division by zero, which is not allowed!

3.1 (b), (d), (f) make sense. For the incorrect ones, first note that A and B are both sets of
numbers. (a) does not make sense because an element cannot be a subset of a set. For (c), A
contains the number 3, but not the set containing 3, which is what {3} is. For (e), A does not
contain as an element another set (i.e. B), so that notation does not make sense.

3.2 5. Remember, repeated elements do not count!

is even.
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3.3 (a) i. Yes, ii. No, iii. No. (b) 6, 3, 4. (c) They are all finite sets.

3.4 (a) Yes (b) No (c) Yes (d) Yes (e) No

3.5 {n®neZ}

3.6 {n/100|n € Z}

3.7 Yes (because the power set of A is the set of all subsets of A, and A C A, so A € P(A)) and
No (because the elements of P(A) are subsets of elements of A, so a subset of P(A) would be a set
of subsets of A, but A is a set of elements (of whatever type A consists of). This is a subtle point,
so do not worry too much about it unless you plan to major in mathematics.

3.8 2° =32.

3.9 (a) |A| =5 and |P(a)| = 2° = 32. (b) No. The elements of A are a, b, etc. If that statement
were true, {a} € A, but it is not. Remember, a € A (which is true) and {a} € A (which is not true)
are not saying the same thing. (c) Yes. (d) No. As in part (b), the elements of A are a, b, etc.
but {b,c,e} is a set of those elements. Remember: € means “element of,” and C means “subset
of,” which are not the same thing! (e) Yes because each of the three sets in the set on the left are
subsets of A. (f) No. To be a subset of the power set, it needs to be a set of subsets. This is a set
of elements. (g) Yes because the set {b,c,e} C A.

3.10 (a) {a,b,c,d, f,g,h,j, k., l,m,n,p,q,r, s t,v,w,z,y,z} (b) {b,d,g,k,p,v} (c) {a} (NOT a!)
(d) {a} (e) {e,i,0,u}

3.11 (a) True; (b) False; (c) False; (d) True (This is DeMorgan’s law in words)

3.12 (a) answers will vary, but should be things like (1, z), (3, ), and (2,v). (b) answers will vary,
but should be things like (1,2), (3,3), and (4,1). (c) 24. (d) 43 = 64. (e) 24°*6 = 296

3.13 The area being pointed to is “with AND without you,” so it is not at all correct.

That is definitely not where Bono can’t live. Notice that “with
you” and “without you” are complements, so the Venn dia-
gram to the right demonstrates a proper relationship between
them. So where can’t Bono live? He can’t live anywhere in
the rectangle (the universe) because he can’t live in the circle
(“with you”) or outside the circle (“without you”). Put an-
other way, the entire diagram is the place where Bono can’t Where Bono can’t live
live.
3.14 (a) ACB. (b) A=B.
3.15 First, AN B is the set of elements that are in both A and B. Therefore, AN B is the set
of elements that are not in both A and B. (This includes elements that are in A but not B, in B
but not A, or in neither A nor B.) AU B is the union of the elements that are not in A and the
elements that are not in B. That is, it is any element that is either not in A or not in B. So it is all
elements that are not in both A and B, which is exactly what AN B is. Therefore, AN B = AUB.
3.16 First, notice that since U is the universal set, A C U and A C U. Let x € AU A. Then either
x € Aorx e A In either case, x € U (since A C U and AC U). Therefore AUACU.

Now, assume z € U. If z € A, then x € AUA. If x ¢ A, then by definition, z € A, and
therefore x € AU A. In either case, x € AU A. Therefore U C A U A.

Since we proved containment both ways, AU A = U.

without
you

3.17 Given an integer a, compute a¢ mod 2. If it is 0, a is even, and if it is 1, a is odd.
3.18 It certainly can be used. If the current time is ¢, and you are on 24-hour time, then in 8
hours the time will be (¢ + 8 mod 24. If you are using 12-hour time, it is a little more complicated.
You can compute (¢ + 8) mod 12 to get the time in 8 hours, but if the result is 0, you need to treat
it like 12. Also, this does not take into account whether there was a switch from am to pm. That
is more complicated and we would need to use additional logic to get that part correct.
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3.19 Compute ¢ = a mod n and d = b mod n. According to Theorem 3.90, ¢ = d if and only if
a =b (mod n). so just determine whether or not ¢ = d.
3.20 gcd(524,118) = 15 as demonstrated here:

‘ step ‘ a ‘ b ‘ r ‘
1 67890 | 12345 | 6165
12345 | 6165 | 15
6165 15 0
15 0 0

3.21 They are not because they have a common factor of 15.

3.22 No. In fact, they are usually not going to be the same (unless you start with an integer). As
an example, the floor of 3.2 is 3, and the ceiling of 3 is 3, so the ceiling of the floor of 3.2 is 3. The
ceiling of 3.2 is 4, and the floor of 4 is 4, so the floor of the ceiling of 3.2 is 4.

3.23 (a) Z. (b) Z. (c) {2z|z € Z}. That is, the set of all even numbers.

3.24 Here are possible answers. There are many other possible correct answers. (a) f(z) = 2z.
(b) f(z) =6. (c) f(z) =2z (d) f(x) =4 (e) f(x) = 2z.

3.25 Here are possible answers. There are many other possible correct answers. (a) f(z) = 2z.
(b) f(z) = (2z) mod 6 (so f(4) = 2 instead of 8). (c¢) Impossible. The domain only has 4 numbers,
and the codomain has 6, so it is impossible to map to all of them. (d) f(z) = 2z (it doesn’t map
to 10 or 12). (e) Impossible. Since an onto function is impossible, a bijective one is as well.

3.26 (fog)(x) =22 and (go f)(z) = 2% 4+ 2. Did you get them backwards? If so, look at the
definition of composition of functions again.

3.27 (a) False. If a = b, then clearly f(a) = f(b), so that’s meaningless. You need to show that if
f(a) = f(b), then a = b. (b) True. (c) False. That’s the definition of a function. to show onto, you
need to show that every element of the codomain gets mapped to by some element of the domain.
(d) True. Since the range is the set of values actually mapped to, if it equals the codomain, then
every value is mapped to and the function is onto. (e) False. For two reasons. First, elements of the
range are always mapped to—that’s the definition of range. Even if you change range to codomain,
it is still false. You only need to show that there is at least one element of the codomain that is
not mapped to. (f)True.

3.28 First, notice that if f(a) = f(b), then a®> —8 = b® — 8, which implies a® = b3. Taking the third
root of each side, we get a = b. Thus, f is one-to-one. Now, notice that if z € R, then /z + 8 € R,
and f (\3/33 + 8) = (\3/33 + 8)3 —8=x+8—-8 =1, so0 fis onto. To find the inverse (which I already
did in order to prove it was onto, but I'll show the work anyway), we solve y = 2% — 8 for 2. We
get 23 =y + 8, so z = /y + 8. Replacing variables, we have that f~! = /z + 8.

3.29 (a) C = {1,3,5,7,9}. (b) C = {1,2,3,5,7,9} (or any set that contains all of 1,3,5,7,9,
and at least one of 2, 4, 6, 8 or 10). (c) C = {1,3,7,9} (or any proper subset of {1,3,5,7,9}).
(d) C ={1,3,5} and D = {7,9} (or any two disjoint sets such that C U D = {1,3,5,7,9}. (e)
C ={1,2,3,5} and D = {7,9} (or many other possibilities).

3.30 Yes. It is a subset of Z x Z.

3.31 There are many possible answers. Here is one. Define T" to be the relation on human beings
such that =Ty if and only if x is at least as tall as y. It is not hard to see that T is reflexive,
anti-symmetric, and transitive, so it is a partial order.

3.32 answers we vary, but here is one possibility. Let C' be the set of all cars. Define the relation R
on C' by xRy if and only if  was manufactured in the same year as y. It is not hard to see that R
is symmetric, reflexive, and transitive, so it is an equivalence relation. Let C, be the set of all cars
manufactured in year y. Then it is not hard to see that C' = Cigg6 UC1887U - - - UCo923 U Cop24 U Cop25
is a partition of C' (assuming you aren’t reading this in 2026 or later, and assuming we regard 1886

=N
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as the first year a car was made, which turns out to be a question without a clear answer). For a
representative for class Cy, simply pick any car that was manufactured in year y.

3.33 (a) It is straightforward to prove that B is symmetric, reflexive, and transitive, so it is an
equivalence relation. (b) It is not. It is no anti-symmetric. (c) Let B; be the positive integers that
have i ones in their binary representation. It is easy to see that B; N B; = 0 if i # j and that
Zt = By UBy U B3 U---, so this definition gives us a partition of ZT. (d) We just let a; be the
number whose binary representation is ¢ 1s. For instance, a1 = 1, as = 3, ag = 7, etc. Notice that
we can do better by defining it explicitly: a; = 2° — 1. (e) The smallest elements of By would be
3 =119, 5 =1015, 6 = 1109, and 9 = 10015. There are infinitely many other possible answers.

4.1 It means that the result of the algorithm is some value that can be assigned to a variable.
For instance, when a line of code like int a = min(4,5) executes, the min method (algorithm)
“returns” the minimum value so it can be assigned to the variable a.

4.2 Here it is. Note that the order of the parameters does not matter.

double cuboidVolume(double w, double h, double d) {
return wxh*d;

}
4.3 Here is one possibility: keep subtracting n from a until you get to a number less than n:

int modN(int a, int n) {
while (a>=n) A
a=a-n;
return a;

}
That is not very efficient if a is large, however. A more efficient solution would be as follows:

int modN(int a, int n) {
return a - (a/n)*n;
}
Make sure you understand why this solution works! Also, it should be noted that both of these
solutions require that a > 0.
4.4 As was the case there, two reasonable solutions include (n+m/2)/m and (2n+m)/(2m).
4.5 Here is one possible solution:

boolean congruentModN(int a, int b,int n) {
if (a%n==b%n) A{
return true;
} else {
return false;
}
}

Here is a very concise solution. Do you see why it works?

boolean congruentModN(int a, int b,int n) {
return((a-b)%n == 0);
}
4.6 The first one will not work if a and b have different signs. The second one will always work
since if the difference between a and b is a multiple of n, it will always return 0. Thus, the second
solution is better.
4.7 This one is pretty straightforward: if (x%2==1)
4.8 The easy answer is as follows:

if (x%2==0) {
X++;
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} else {

x--;
}
One way to do it without a conditional statement is: x+=1-2%(x%2); Yikes!
4.9 It is probably a contingency. A tautology is a proposition that is always true. Since there is a
conditional statement involved, it is likely that different cases happen. In other words, there would
be no need for the if statement if the expression inside it is a tautology.
4.10 We need to use a nested conditional statement:
if (11list.isEmpty()) {

if(list.get (0)>= 100) A

list.clear ();

¥
}
4.11 if( x > 0 & y > 0 ) (using DeMorgan’s law). Note that if( x >= 0 & y >= 0 ) is
not correct since x>0 is the negation of x<=0.
4.12 ~x =218 (11011010), xz&y = 32 (00100000), x|y = 117 (01110101), and 2~y = 85 (01010101).
4.13 n — 1. Notice that the loop starts at 1 and ends at n — 1, so that’s n — 1 times (not n as you
might have guessed).
4.14 Here is the solution I expected you to come up with:

sumFirstN(int n) {

int sum = 0;

for( int i = 1; i <= n; i++) {
sum+=1i;

}

}
O.K., I can’t resist giving the better answer. The following is much more efficient, but it may be
unclear to you why it is correct. Do not worry—we will see the idea behind it later.

sumFirstN(int n) {
return n*(n + 1) / 2;
}
Do not worry if you do not understand this one—I definitely did not expect you to come up with
this one yet. But I wanted to prime your mind for something we will learn very soon.
4.15

int minimum(int al[l, int n) {
int min = al[0];
for(int i=1;i<n;i++) {
if (alil<min) {
min=al[i];
}
}

return min;

}
4.16 Does your solution use a boolean variable to keep track of whether or not you found a 07
If so, try to rewrite your code so that it does not do so before you read the solution given below.
If you used a boolean variable, your solution is both more complicated and less efficient than it
should be, and it is best that you figure out the better way on your own so that you are less likely
to write similar code in the future.

Again, before reading the solution given below, does your solution contain an else clause? If
o, think about whether or not it is correct by walking through your code on a small array. Since
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I can’t read your code, I cannot be certain, but if you have an else clause, your solution is likely
to be incorrect.

boolean containsZero(int al[], int n) {
for(int i=0;i<n;i++) {
if(alil==0) {
return true;
}
}
return false;

}
4.17 Here is the first version:

boolean noZeroes(int al[l], int n) {
return !containsZero(a,n);

}
Here is the second version, which looks almost identical to the solution to the previous question:

boolean noZeroes(int al[], int n) {
for(int i=0;i<n;i++) {
if (ali]l==0) {
return false;
}
}
return true;
}
4.18 Although these two conditional statements are logically equivalent, they are actually not
equivalent in most programming languages due to short-circuiting. The first one is correct because
it makes sure that the index is valid before indexing into the array. The second one will probably
crash if ¢ indexes outside of the array, so it is not correct. For a more complete discussion, see
Example 4.64, since it is addresses almost the same exact same question! The only difference is
that here we added a check to make sure the index was not negative.
4.19 (a) The array has no entries that are 0. (b) Here is the most obvious solution:

boolean foo(int [JA, int n)
for (int 1 = 0; i < n; i++) {
if (ali]l == 0) {
return false;
}
}
return true;
}
(¢) A better name would be noZeroes or containsNoZeroes because it determine whether or not
the array contains any zeroes, returning true if it contains no zeroes and false otherwise.
4.20 (a) Translating it very literally, it is saying that it is not the case that there exists an element
of the array that is zero. In other words, the array contains no zeroes. In other words, this is
saying the exact same thing as the expression in Question 4.19. (b) The same algorithm from
Question 4.19, but replace foo with bar. (¢) Same as answer to Question 4.19.
4.21

boolean allAre2MultipleOr3Multiple(int[] a, int n) {
for(int i=0;i<n;i++) {
if (alil%2'=0 && alil%3!=0) {
return false;
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}
}
return true;

}
4.22
int i=1;
while (i<n) A
// do something
i++;
¥
4.23 Go through each element until you find a zero. At the end, if we looked at the last element,
there are no zeros, so we return true. Otherwise, we return false.

boolean noZeroes(int al[], int n) {
int i=0;
while(i<n && al[i]!=0) {
i++;
}
if (i==n) A
return true;
} else {
return false;
}
}
51 21 =3-2=1,20=32-22=5,23=33-23=19, 24 = 3* -2 =65, and z5 = 3° — 2° = 211.
5.2 It means to find an explicit formula (or closed formula) for it. In other words, a formula that
is not recursively defined.
53 20 =221+3=2-143=5,23=229+3=2-54+3=13, x4 =2x3+3=2-13+3 =29, and
5 =2x4+3=2-294+ 3 =61.
54 (a) g =21 +3 =243=5 23 =29+3=5+3=8, 24 =x3+3 =8+3 =11,
and 5 = x4 +3 = 114+ 3 = 14. (b) 2, = 3n — 1. (c) Notice that if z,, = 3n — 1, then
Tp-1=3n—-1)—1=3n—4. Soxp,—1+3=3n—4+3 =3n—1=x,, verifying that it works for
the recurrence relation. But we also need to show that it works for the base case: 1 =2 = 3(1)—1,
so it also works for the base case and we are done.
5.5 Increasing because for most algorithms, if you have more input it takes longer to even read
the input, so it would also take longer to run the algorithm. In rare cases it might be constant—for
instance, an algorithm that returns the fifth element of an array will take the same amount of time
regardless of the size of the array.
5.6 They are sometimes monotonic. If 7 < 0 they will not be monotonic, but if » > 0 they are
monotonic. They are also sometimes increasing. For instance, if » > 1, it will be increasing, but if
0 < r < 1 it will be decreasing. If r < 0, they are neither increasing nor decreasing since they go
back and forth between positive and negative.
5.7 They are always monotonic. A given arithmetic progression is either always increasing or
always decreasing, depending on whether d is positive or negative.
5.8 Many answers are possible, but your answer should be very similar in form as the ones given.
(a) a, =3(2/3)™. (b) b, =2+ 8n. (¢c) ¢, = (5/3)cn-1, co =3. (d) d, = dp—1 +9/4, dyg = 8.
5.9 They are not because —z' = —(2%) and (—z)* = (—1)%(x)’. Depending on whether z is positive
or negative and depending on whether 7 is even or odd, these may have opposite signs.
6

6
510 ) —(=3) or ¥ (—1)"*13",
=0

1=0
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30 30 30 30 3031
5.11 bk — 7= 5k — 7T=5 k—7%31=5——— —217 = 2108
2 20k T=5) kT 5
+
5.12 Z2’f 2 1
5.13 Sure. Whenever zg = 0.

5.14 If you can get this one without mistakes, you are doing really well! If you don’t quite get it,
keep trying to do it on your own. You will learn a lot in the process and it will be a good algebra

1— 2n+1 1— 2n+1
= ontl 1orz2k — = - —ontl 1

refresher.
23 23 23 k 23 L 23 k 0
1 ! 1 1 1 1
kzzl (=7)* a 2 ;<—7> ;( 7> (g( 7> < 7) )

(S =
=11 (% - 1) =11 (1 — (_154 0" 1) =11 <£ <1 - (%)24> - 1)
(1) () -2 ()

22 gt 22
5.15 According to Theorem 5.84, cosx =1 — o7 + TR + (=) 2n)! + ---. To approximate
n)!
cos(1), we can just use several terms of the infinite sum. So,
12 1t 16 11 1 720-360+30—1 389
Del-gmt+ g -a=1"5%T3 =30 = 22 ~0.540277.
cos(1) M T 521 720 720 70 "~ 0040277

Note that cos(1) = 0.540302305- - -, so our approximation is pretty good.
5.16 No. You can only add matrices that have the same dimensions (number of rows and columns).

1 3 9
2 6 18
5.17 A= 412 36
8 24 T2
9 0 3 —4 -7 6
5-18 34 = {12 —6 15}‘4_3_[—3 -3 —3]
1 0 0
5.19 03X4:[8 8 8 8 8} andlgz 0 1 0].
0 01

5.20 In the first case you can since the number of columns of the first matrix is equal to the
number or rows of the second one. The result will have dimension 4 x 7. In the second case you
cannot do the multiplication since 3 # 6. That is, the number of columns of the first is not the
same as the number or rows of the second.

2 2
b

5.22 A = A5A" =0,4" =0,

5.23 Observe that
[_4 xr_ {—4 ﬂ
—x 4] |-z 4

and so we must have 16 — 22 = —1 which gives us x = +/17.

—4 ﬂ_{lﬁ—m? 0
—x 4] L 0 16 — 22]”
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5.24 Disprove! Take for example A = [0 0 1 8

1 J andB:{

} . Then

T i P e

} and B = {3 O}. Clearly AT = A

5.25 Disprove! This is not generally true. Take A = [1 1 01

1 2
and BT = B. We have

15=[g )
but
sy [} 3]

5.26 Disprove! Take A = B =1, for any n > 1. Then tr (AB) = n < n? = tr (A) tr (B).
5.27 We have
(AATYT = (ATYT AT = AAT,

6.1 f(n) = O(g(n)) means that f(n) grows no faster than g(n). Another way of phrasing it is
saying that g(n) is an upper bound on f(n). If you said that it means g(n) grows faster than
f(n), you are not quite correct. Go reread the definition and make sure you are clear on this point!
f(n) = ©(g(n)) means that f(n) and g(n) grow at the same rate. Another way of phrasing it is
saying that g(n) is a tight bound on f(n).

6.2 (a) No. It means there is some ng such that whenever n > ng, f(n) < cg(n) (where ¢ > 0
is some constant). So there are two problems with saying it means f(n) < g(n). First, there is a
constant involved. So f(n) < cg(n), not just f(n) < g(n). Second, it does not have to hold for all
values of n, but only for (i.e. n > ng). (b) No. Repeating what was said in the previous part, it
has to hold for all values of n at least as large as some given value ng, but it does not have to hold
for smaller values of n. (c) That is certainly possible. For instance, if f(n) = 100n and g(n) = n?,
g(10) = 100 < 1000 = f(10), but hopefully it is clear that f(n) = O(g(n)).

6.3 No. For instance, if f(n) = 23n and g(n) = n?, then f(n) = O(g(n)), but f(n) # O(g(n)).
6.4 Yes. f(n) = O(g(n)) i and only if f(n) = O(g(n)) and f(n) = 2g(n)). Soif f(n) = O(g(n)),
then f(n) = O(g(n)).

6.5 If f(n) = o(g(n)), then we know that f(n) grows slower than g(n). If f(n) = O(g(n)), then
f(n) grows no faster than g(n). That is, f(n) either grows slower than g(n) or they grow at the
same rate.

6.6 More. If you know that f(n) = ©(g(n)), then you know that they grow at the same rate. But
if you only know that f(n) = O(g(n)), it is possible that the grow at the same rate, but it is also
possible that f(n) grows slower than g(n).

6.7 Proof 1: Notice that if n > 1, Tn34+4n? — 8n 427 < Tn3 +4n? +27 < Tn3 +4n3 4+ 27n3 = 38n3.
By definition of Big-O, 7n® + 4n? — 8n + 27 = O(n?).

n3 + 4n? — 8n + 27 ™3 4n? 8n 27 4 8 271
Proof 2: Notice that lim e Aan nt = lim i4— n” n—i— = lim 7T+———+— =
n—o00 n3 n—oo N3 n3 n3 ’I’L3 n—300 n n2 nd

7+0+0+0=7. Thus, 7n3 +4n? — 8n + 27 = O(n3) by Theorem 6.50 (part 3). By Theorem 6.18,
3 + 4n? — 8n + 27 = O(n?).

. . 3" . 3\" . 3 n
6.8 Notice that nh_)n;o 5 = nh_)Oo <3—1> = 0 since 377 < 1. By Theorem 6.50 (part 1), 3" =
o(3.1™).
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6.9 Notice that both functions have a factor of n. Since logn grows faster than ¢ (which doesn’t

grow at all since it is a constant), nlogn grows faster than cn.

nlogn logn
It is actually easy to prove this formally: li_>m AL lim &
n—oo CN n—oo C

nlogn = w(cn). In other words, nlogn grows faster than cn.
6.10 No! The function may grow slowly, but it is still growing. So you are multiplying a function
by another function that is growing (even if slowly), which grows faster than 1. Thus, f(n)logn
definitely grows faster than f(n).
As with the previous question, a simple limit computation gives a clear proof of this fact.

. f(n)logn . logn
lim ————— = lim ——
n—o00 f n n—oco 1
f(n)logn grows faster than f(n).
6.11 8675309, 7log,on ~ loggn, 2Tn, Tnlogyn, n? +n+1 ~ 3n2, n3 ~ n3 +n?log, n, 27, 7, n!,
nTL

= 00, 80 by Theorem 6.50,

= 00, so by Theorem 6.50, f(n)logn = w(f(n)). In other words,

6.12 It is unclear what types of machines the algorithms were run on. If one was run on a cellphone
and another on a supercomputer, it is definitely not a fair comparison. If they were run on the
same machine and on the same data, then we can compare them.

6.13 No. If one always takes 3 times as long, it’s just a constant multiple difference, so they have
the same growth rate. E.g. if one takes f(n) time, the other takes 3f(n) time, and these have the
same growth rate. Remember, when we are talking about growth rates, the constant multiples do
not matter.

6.14 Since g(n) grows faster than f(n), as n increases, algorithm B will take (relatively) longer
than A. In other words, algorithm A is faster. Remember: Faster growth rate of computational
complezity means slower algorithm!

6.15 You cannot even read all of the inputs in O(logn) time, so this is clearly ludicrous. It would
have to take at least Q(n) time (and even that is not attainable, but we aren’t ready for that proof
yet).

6.16 This would be an awful algorithm since searching should not take more than ©(n) time.
6.17 Better because insertionSort takes ©(n?) time and n'® = o(n?).

6.18 One (or both) of the loops could only execute a constant number of times. Also, maybe
the index variable(s) aren’t just incremented/decremented by 1 each time through the loop. If
instead the variables are doubled or halved, for instance, the complexity might involve a logarithm
or something (e.g. maybe O(nlogn)). Here’s a third (for free!): Maybe the outer loop executes n
times and the inner loop executes m times. Then the complexity is ©(nm).

6.19 (a) Generally speaking, B is faster. Since we are given © bounds on the complexities, we know
the exact growth rates and nlogn = o(n?), so B is definitely a faster algorithm. We know that B
is faster for large enough input. We do not know if is is faster for small inputs. (b) As mentioned in
the previous part, for small values of n, A could possibly be faster because the constants involved
in B might be much larger.

6.20 This is a trick question! The answer is unclear. We know that A has complexity ©(nlogn),
but we are only given a Big-O bound on the complexity of B. It is possible that B has complexity
©(n) and it is faster, or that it has complexity ©(nlogn) and it is the same as A, or that it has
complexity ©(n?) and it is slower than A.

6.21 Memory usage; how complicated the algorithms are to implement, maintain, and debug; the
constants; how convinced you are of the correctness of each algorithm.

7.1 We need a “starting point.” Induction proofs involve proving a statement of the form P(k) —
P(k+1). That is, we prove that if P is true for some value, then it is true for the next value. But
that does not imply that it is ever true—only that if it is true for some value, it is true for the next
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value. So we need to prove that P is true for some value to get things started.

7.2 This is not circular reasoning because we are not proving that P(k-+1) is true. We are proving
that P(k) — P(k+1) is true. In other words we are assuming P(k) is true, and the using that fact
to prove that P(k + 1), which is a different statement, is true. But again, we did not prove that
P(k +1) is always true. We only proved that IF P(k) is true, then P(k + 1) is true.

7.3 (a) It is saying that if P(a) is true and it is also true that whenever P(k) is true that P(k+1)
is true, then P(n) is true for all n > a. (b) We know that P(a) is true. We also know that
P(k) — P(k+1) is true for all k¥ > a. In particular, we know that P(a) — P(a + 1) is true. Using
modus ponens, we can conclude that P(a+ 1) is true. But then we can use modus ponens again to
conclude that P(a + 2) is true (since we know P(a + 1) and P(a + 1) — P(a + 2) are both true).
We can keep doing this over and over again so that eventually we can show that P(a + k) is true
for any k > 0. Thus, P(n) is true for all n > a.

7.4 No. Notice that we know that P(0) is true, but we only know that P(k) — P(k+1) for k > 0.
So we know P(1) — P(2), but we do not know whether or not P(0) — P(1). In other words, we
have a base case and an inductive case, but the inductive case does not go all the way down to the
base case, so we cannot connect them. (Note: this is not a failure of induction. It is a failure in
trying to use induction. A proper induction proof would show that P(k) — P(k+ 1) for k > 0 so
that the inductive step applies to the base case.)

7.5 There are clearly 2 = 2! binary strings of length 1 (‘0’ and ‘1’). Assume that there are 2%
binary strings of length k. Every string of length k 4+ 1 ends with either a ‘0’ or a ‘1’, and the first
k characters can be any of the possible binary strings of length k. In other words, the number of
binary strings of length k+1 is 2- 2% = 2+1 since we can append to each of the 2¥ strings of length
k either a ‘0’ (producing 2* strings of length k + 1) or a ‘1’ (producing a different 2* strings of
length k). Since we proved the base and inductive cases, we have shown that the number of binary
strings of length k is 2F.

7.6 These are both correct techniques.

7.7 In weak induction you assume P is true for a given value and show P is true for the next value.
For instance, you might assume P(k) is true and prove that P(k + 1) is true. In strong induction
you assume that P is true for every value from the base case up to a certain value, and then you
prove it for the next value. For instance, you assume P(1) A P(2) A--- A P(k —1) is true and prove
that P(k) is true. (By the way, I purposely used P(k) and P(k+ 1) for one and P(k— 1) and P(k)
for the other to re-emphasize that you can do it either way.)

7.8 Induction is like a bunch of dominoes lined up. If you push the first one over, it will push the
next one over, which will push the next one over, etc., until they have all fallen down. The first
domino is the base case. The fact that the dominoes are placed close enough to each other is like
the inductive case (because they are close enough, if one falls, the next one will).

7.9 It links to itself, kind of like how a recursive algorithm calls itself.

7.10 (1) A recursive algorithm mush have one ore more inductive cases (or recursive case) where
the algorithm calls itself. This is required since otherwise the algorithm is not recursive. (2) A
recursive algorithm must have one or more base cases that can be solved directly (or at least non-
recursively). This is required since otherwise the algorithm would never finish. (3) The recursive
calls must be making progress toward the base cases. This is also required since otherwise the
algorithm would never finish.

7.11 They are both based on the same ideas, particularly that of bases cases and inductive cases.
7.12 Here is one solution. This should be called with n being the size of the array. Notice
that it searches from the end of the array to the beginning of the array because it is the most
straightforward way to implement the recursive idea.
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int search(int[] a, int n, int value) {
if (n<=0) {
return -1;
} else if(aln-1]==value) {
return n-1;
} else {
return search(a,n-1,value);
}
}

7.13 Neither is better. Iterative algorithms are often faster than their recursive equivalents, but
recursive algorithms are often easier to come up with and implement. So they both have their
merits.
7.14 A recurrence relation is a recursively defined formula for the values of a sequence. In other
words, it is a formula to compute a,, based on one or more values of a; where i < n.
7.15 It means to come up with a closed formula. That is, formula to compute the nth term of the
sequence directly (not based on previous values of the sequence).
7.16 (a) The substitution method essentially involves guessing the correct formula and using
induction to prove it. (b) The iteration method keeps applying the recursive definition to the right
side of the formula until it can be simplified down to (generally speaking) a summation and the base
case(s) that is then simplified. (c¢) To use the Master Theorem, one verifying that the recurrence
relation is in the correct form, identifies the constants from the theorem (a, b, and d), determines
which case the formula falls into based on the values of the constants, and writes down the answer
based on which case it is. This technique only gives an asymptotic bound on the solution, not an
exact solution.
7.17 (a) They both give an exact formula whereas the Master Theorem only gives an asymptotic
bound. (b) The Master Method is much easier to use than the other two techniques. (c) You need
to be able to determine the answer before you prove it. If the formula is complicated, you may not
be able to determine what it is. (d) The main downside is that it is messy. It also only works well
on simple recurrence relations. For instance, if a recurrence relation has several recursive terms
(e.g. T(n) =T(n—1)—2T(n—3)), it would probably be quite complicated to try to solve it using
iteration. (e) The Master Theorem also only works on one specific type of recurrence relation and it
does not give an exact solution. (f) If I don’t care about an exact solution, the Master Theorem is
by far the easiest, so I would use that one. If I want an exact solution, I would prefer substitution if
I can see an obvious pattern and find the formula. If I can’t find a formula, I would prefer iteration
because I should be able to work it out using that technique.
7.18 Because the three topics have a lot in common. Recurrence relations are just a form of
recursion, and they can be solved using induction.
7.19 Because recursive algorithms are often analyzed by developing and solving recurrence rela-
tions.
7.20 Develop a recurrence relation that describes the running time of the algorithm, including one
or more base cases. Use one of the techniques from the previous section to solve the recurrence
relation.
7.21 Your answer may be different depending on your algorithm. However, if your algorithm
does not have a complexity of ©(n), you either have an incorrect algorithm (if its complexity is
better than this), a really bad algorithm (if its complexity is worse than this), or you analyzed it
incorrectly.

Let T'(n) be the time it takes to run search(int[] a, int n, int value). If n < 0, the
algorithm just returns -1 which takes constant time. So 7'(0) = 1. If n >= 0, the algorithm checks
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one value of the array, which takes constant time, and then either returns or (in the worst case)
makes a recursive call on an array of size n — 1. (technically the array still has size n, but we
are telling the algorithm that it only has size n — 1.) So in this case, T'(n) = T'(n — 1) + 1. This
one is easy to solve by a variety of techniques. Let’s do it using iteration. First, notice that if
T(n) = T(n — 1) + 1, then if we plug in n — 1 for n, we would get T'(n — 1) = T'(n — 2) + 1.
Therefore, T'(n) =T(n—1)+1= (T'(n—2)+1)+1) =T(n—2)+2. Bt T(n—2) =T(n—3) +1,
soT(n)=Tn—-2)+2=(T(n—3)+1)+2=T(n—3)+ 3. It’s not difficult to see that we can
generalize this to T'(n) = T'(n—k)+k. When k =n, weget T'(n) =T (n—n)+n=T(0)+n =n+1.
So the worst-case performance of the algorithm on an array of size n is n 4+ 1 steps.

8.1 Answers will vary, but here are a few examples. (a) I want to adopt a dog. At the pet shop,
there are four golden retrievers, two poodles and 5 corgis. How many choices do I have if I plan
to adopt one dog? You can choose either a golden retriever (4 options), a poodle (2 options), or a
corgi (5 options). So the total number of choices is 4 +2 4 5 = 11.

(b) T go to a restaurant and see that there are 15 dessert choices, 10 main courses, and 2
appetizers. How many choices do I have if I want to order one of each? You have 15 choices for
desserts, and independent of that you have 10 choices for a main course, and independent of both
of those you can choose one of two appetizers. So you have 15 % 10 * 2 = 300 choices.

(¢) Your password can be from 4 to 8 lower case alphabetic characters. How many possibilities
are there? There are 26 possible characters. If you use 4 characters, there are 26 x 26 x 26 x 26 = 26%
possible passwords. Similarly, with 5 characters there are 26° possible passwords. Likewise, for 6,
7, and 8 characters, there are 26°, 267, and 26® possible passwords. Since you have to choose one
of these lengths, the total number of possible passwords is 26 + 26° + 26% + 267 + 265.

8.2 You cannot conclude that a box has at least 3 objects, that two boxes have at least two items,
or that every box has at least one item. (For each of these you can come up with a distribution of
objects in boxes that does not fit the description.) The most you can conclude is that at least one
box has at least 2 objects.

8.3 You might have all 30 balls in one bin. You might have 15 balls in one bin, and 15 in a second
bin. You might have 1 balls in each of the first 6 bins and 24 in the 7th bin. You might have 4 balls
in each of the first 6 bins and 6 balls in the 7th bin. You might have 4 balls in each of the first 5
bins, and 5 balls in each of the final two bins. Notice that in all of these examples, there is at least
one box which has at least [30/7] = 5 balls as guaranteed by the generalized pigeonhole principle.
8.4 There are 4 types of discs. Therefore by the generalized pigeonhole principle, I know that I
have at least [21/4] = 6 discs of at least one type. But that is all I can say. I do not know which
type I have at least 6 of. For instance, it is possible all 21 are putter, or all 21 are distance drivers,
for instance, so I do not even know if I have a single disc of any type.

8.5 The numbers between 1 and 1000 can all be represented with 10 bits. A number between 1
and 1000 can have between 1 and 10 bits that are 1s. So the 12 numbers can each be placed in one
of 10 “bins” based on how many bits they have in their binary representation. Since we are placing
12 numbers in 10 bins, at least one bin has at least 2 numbers. In other words, two of the numbers
have the same number of 1s in their binary representation. (None of the numbers can actually have
10 1s because the number with 10 1s is 1023 which is larger than 1000. So technically there are
only 9 bins. But the argument is the same either way. However, if I said that ten people picked
numbers, then we would need to take this into account to solve the problem correctly.)

8.6 Permutations are ordered and combinations are not. More specifically, a permutation is a
reordering of objects, whereas a combination is a selection of objects. They are basically completely
different things.

8.7 (a) 10-10-10 = 10% = 1000 (assuming you regard 0 = 000, 12 = 012, etc. as 3 digit numbers).
(b) 10-9-8 = 720. (c) Because sets cannot have repeats, there are (130) = 130,'2—9_'18 = 120. Notice
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that there are 6 times as many three-digit numbers with no repeated digits than sets of three digits
because each set with three digits leads to 6 different three-digit numbers (e.g. the set {1,2,3} is
the same as the set {3,1,2}, for instance, but the numbers 123, 132, 213, 231, 312, 321 are all
different.) (d) Because lists can have repeats, there are 10 - 10 - 10 = 10% = 1000.

8.8 (a) 7!. (b) 5.

8.9 Using Theorem 8.49, there are ﬁ:l, = % = 30.

8.10 Choose 5 people who are not on the team.

8.11 () = (¥) = 822 _ B0 _ 95. 4. 23 = 2300.

8.12 (a) (141). (b) 4!. (c¢) We can choose the 4 members ((141) ways) and then place them into the
offices (i.e. order them, so 4! ways) for a total of (141) -41'=11-10-9-8 = 7920 ways. Alternatively,
we have 11 choices for president, and once the president has been decided there are not 10 choices
for vice-president, then 9 for treasurer, and finally 8 for secretary, for a total of 11-10-9-8 = 7920
ways of choosing.

8.13 Whether or not order matters, whether or not there are repetitions, whether or not objects

are distinguishable or not.

8.14 (a) Z (Z)mk = Z (Z)wh”-k = (10 + 1" = 11" (b) 119 = 1,11! = 11,11% =

k=0 k=0
121,113 = 1331,11* = 14641,11° = 161051. (c) The rows of Pascal’s triangle look kind of like
the powers of 11. When the numbers in the triangle are longer than 1 digit, you have to actually
line them up and add them to get the correct result. But the connection is more clear when you
consider the formula for the Binomial Theorem and think about what it says about a row of the
triangle.

8.15 Plugging in 2z and —3y into the formula, we obtain

(20— 3y)° = (2) (22)°(-39)° + (i’) (20)! (~3y)" + (2) (20)%(~39)° + (f;) (20)°(~3)?

+® (2)(~39)" + (2) (207 (~3)°

= —243y° + 810z y* — 1080z%y* + 72023y? — 2402ty + 3225,

Notice that the negative sign goes inside the parentheses so that it is included in the powers, and
that the constants are also inside the parentheses so they are included in the powers.

n n
8.16 Notice that Z <Z> = Z <n> 1%177%F = (1 4 1)" = 2", where the second-to-last step uses

k=0 k=0 k
the Binomial Theorem.

8.17 Let M be the set of children who took math and C' those who took computer science. Notice
that 12 — 4 = 8 children took either math or computer science, Thus, |M| = 6, |C| = 5, and
|M U C| = 8. Therefore, it must be that |[M NC| =6+ 5 — 8 = 3 children took both.

8.18 It is possible that the 4 students who sleep were also late, in which case 13 students did

neither. On the other extreme, the 4 students who slept are all different than the 7 who came late.

In that case there are 9 students who did neither. So at least 9 and at most 13 students did neither.

8.19 No. There are 7 things on the right side of the equation, so if you only have 6 pieces of

information you cannot fully solve the problem.

8.20 |[AUBUCUD| = |Al+|B|+|C|+|D|
—|ANB|—-|ANC|—|AND|—|BNC|—|BND|—|CnND|
+ANBNC|+|ANBND|+|ANCND|+|BNCND|
—[AnBNCND|
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9.1 (a) answers will vary. Your graph should have numbers (weights) on every edge, no arrows
on the edges, and can contain loops (edges from a vertex to itself). (b) answers will vary. You
graph should not have any numbers on the edges, the edges should have arrows, and there may be
repeated edges—that is, there might be two different edges from some vertex u to another vertex
v. (c) answers will vary. A network is just a weighted directed graph. So your graph should have
numbers on the edges and every edge should have an arrow. It should not have loops or repeated
edges.

9.2 (a) A road system, where the vertices are intersections and the edges are the segments of road
between intersections. The weights on the edges might be distances, speed limits, expected time
to traverse, etc. (b) A ski trail map, where the vertices are intersections and the edges are the
segments of trail between intersections. The edges are directed because on som trails you are only
allowed to go one direction. Since sometimes a trail splits and comes back together, multiple edges
are allowed between vertices. The weights can be distances or difficulty ratings. (c) Representing
connections on a social media app, where it is assumed that being connected is two-way (e.g. on
Facebook when you are friends versus on Instagram where following is one-way), and where you
are allows to connect to yourself (I actually do not know of a social media site that allows this, but
I suppose it is possible).

9.3 The easiest proof is to realize that edges are just pairs of vertices. There are n vertices. How
many ways are there of choosing pairs of vertices? You are choosing 2 things out of n things, so
(2)-

Here is a proof by induction: A graph with 2 vertices has 1 = (g) possible edge, so it holds for
the base case (We could use 1 vertex as a base case, but it is more confusing so we start at 2).
Assume a graph with k — 1 vertices, where k > 3 has (kgl) possible edges. If you add a vertex, it
can be connected to each of the k — 1 vertices, so a graph with k vertices has (kgl) +(k—-1) =

B 4 (= 1) = (b= 1) (52 +1) = (b= 1) (£322) = B8 = (5) possible edges. Since

the formula is true for k = 2, and whenever it is true for k£ — 1 it is true for k, it is true for all n > 2
by induction.

9.4 answers will vary, but here are two examples: OJ| or XA.

9.5 (a) n—1. (b) Clearly a tree with 2 vertices has 2 — 1 = 1 edges. Assume all trees with n — 1
vertices have n — 2 edges. Let T be a tree with n > 2 vertices. Since it is a tree, it contains at least
one vertex v of degree 1. Let T” be the tree T with vertex v deleted. Then T” has n — 1 vertices
and is clearly still a tree since removing a vertex of degree 1 cannot either add a cycle or disconnect
the graph. Thus 7" has n — 2 edges. But it was created from T by removing a single vertex and
edge. Therefore T' has n — 1 edges. Since the formula holds for n = 2 and whenever it holds for
n — 1 it holds for n, every tree with n > 2 vertices has n — 1 edges.

9.6 (a) unweighted. (b) undirected. (¢) e and z are not adjacent, but f and b are adjacent. (d) L
is connected. (e) 8. (f) 17. (g) deg(v) = 2 and deg(c) = 5. (h) 34. It is twice the number of edges
which makes sense because of the Handshaking Lemma. (i) answers will vary, but if you drew a
subgraph of L that contains exactly 7 edges and contains no cycles, then it is a spanning tree. Of
course it cannot contain cycles because it is a tree. (j) If you remove (e,v) and (f,v), then v is
disconnected from the rest of the graph. No single edge will disconnect the graph so 2 edges is
the minimum number. (k) answers will vary, but mine are efv, bedf, abedzr, axdfve, aefbedx, and
finally aevfbcdz. Notice in all of these, the vertices listed next to each other are adjacent and the
first and last one on the list are adjacent.

9.7 Here are the graphs for the next 3 questions. The vertices labels are optional.
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9.8 See above.
9.9 See above.
9.10 Notice to draw (2, you can draw two copies of )1 (i.e. two lines) and connect corresponding
vertices (i.e. if you draw the two lines vertically, connect the top vertices and the bottom vertices)
to make a square (notice that Q9 is the same as Cy). To draw Qs (a cube), you can draw two
copies of @2 (squares) and connect corresponding vertices. Using the same idea, to draw Qs, 1
would draw 2 copies of (4, and then connect corresponding vertices between the two copies.
9.11 Notice that two vertices are adjacent iff they differ by exactly 1 bit. Also notice that if
two numbers have the same parity, they cannot differ by exactly 1 bit. So we can pick V; =
{000,011,101,110}, and V5 = {001,010,101,111}. The numbers in V; have even parity, and the
numbers in Vo have odd parity. So within each subset, none of the numbers differ by exactly one
bit since all of the numbers in each set have the same parity. Thus, this is a valid partition.

9.12 Here is K35 and one possible subgraph.
BN
Kss a ¢

1 2 3
a b Z c \id\
9.13 Every edge has two endpoints. Each endpoint adds one to the degree of the vertex it is
incident with. So if you sum the degree of all of the vertices, it should be twice the number of
edges.
9.14 This is a simple application of the Handshaking Lemma. We create a graph as follows: People
are vertices, and there is an edge between two people if they have shaken hands. So the statement
would imply that in the graph there are an odd number of vertices of odd degree. This contradicts
Corollary 9.51 (which is a corollary of the Handshaking Lemma). Thus, the friend is incorrect.
9.15 (a) Recall that an adjacency list requires on the order of ©(n + m) memory, whereas for the
adjacency matrix it would be ©(n?). If the graph has few edges, then m is much smaller than n?,
so O(n + m) would be smaller and the adjacency list would be appropriate. (b) If the number of
edges is larger, then either might be appropriate, depending on how large. If m ~ n?, then we are
comparing O(n +m) = O(n 4+ n?) = O(n?) with ©(n?), so there is minimal difference between the
two. But if m is large but smaller than n?, the adjacency list might be the better choice.
9.16 If you are storing small graph (e.g. hundreds of vertices or less), it probably does not
matter a whole lot. But imagine storing the Facebook friendship graph. As of 2021, there are
2.85 billion Facebook users and each has an average of 350 friends (as of 2019 it was about 338, so
this number should be close). Since we are talking about exact numbers, we will compare without
using © notation. Recall that an adjacency list takes ©(n 4+ m) space and an adjacency matrix
takes ©(n?) time. We will just treat these as n 4+ m and n?. In our example, n = 2,850, 000, 000,
and m = 2,850,000,000 x 350 = 997, 500,000,000. So an adjacency list would take about n +
m = 2,850,000,000 4+ 997,500, 000,000 = 1,000, 350,000,000 space. An adjacency matrix would
take about n? = 2,850, 000,000% = 8,122, 500,000, 000,000,000 space. In case it isn’t clear, the
adjacency matrix takes about 8,119,658 times as much space! To be more precise, assuming it takes

N
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/
\
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€ e

a subgraph of K35
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32 bits to store each number in an adjacency list or matrix (and that is pushing it), the adjacency
list requires about 4 TB (terabtyes) of space, which is doable if you want to fill up the majority of
the hard drive on a very new top-of-the-line computer. On the other hand, the adjacency matrix
requires about 32.49 EB (exabytes). The largest hard drive you can currently buy is about 18 TB,
so you would need about 1,804,369 hard drives to store the adjacency matrix. (Even if you encoded
the matrix densely, using only 1 bit per entry, it would still require about 56,387 hard drives.) So
yes, it does matter.

9.17 (a) Arbitrarily pick either u or v and check its list for the other—we will look at u’s list. Since
it might have to traverse the entire list of the neighbors of u, it would be O(deg(u)), which might
be as large as n — 1. So O(n) in the worst case (although O(deg(u)) is more precise). I use big-O
notation on this one because it is possible it finds it sooner. (b) Either ©(deg(u)) if it has to traverse
the list and count, or ©(1) if this is maintained in the data structure. (c) O(deg(u)) = O(k).

9.18 (a) O©(1) since it can just look at the (u,v) entry of the matrix. (b) ©(n) since it has to look
through an entire row of the matrix to determine which vertices are neighbors. (c) Same answer
and reason as (b).

9.19 (a) Either one works fine, but it is more efficient with an adjacency matrix since an edge
(u,v) can be added and removed in constant time by just changing the matrix entry (u,v) to a 0
or 1. For an adjacency list, to remove (u,v), you would have to find u on v’s list and v on u’s list
and then remove them from the lists, so it would take longer. (b) Adjacency list by far. If you add
a vertex, you can just add an adjacency list for it to your current list. With a matrix, you need to
create an entirely new matrix with one more row and column and copy all of the entries, so it is
not very efficient. Similar problems exist when removing vertices.

9.20 (a) Since every vertex of K5 has degree 4, it is Eulerian by Theorem 9.69. (b) Since every
vertex of Kg has degree 5, it is not Eulerian by Theorem 9.69. (c) Since every vertex of @3 has
degree 3, it is not Eulerian by Theorem 9.69. (d) Since every vertex of Q4 has degree 4, it is Eulerian
by Theorem 9.69. Here is one of many possible orderings of the edges that form an Eulerian tour:
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(e) and (f) are both are Hamiltonian. Here is one possible Hamiltonian cycle for each:
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/ /
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0100 0110
000— 0010
1100 /
1000
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1010

(g) Yes. Since it is just a cycle with all of the vertices, it is clearly a Hamiltonian cycle.
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9.21 Here is the most obvious way to draw it:

9.22 It is not saying that. No planar graphs have more edges than that, but not every graph with
fewer edges is planar. For instance, K33 hasv =6 and e=9. Soe =9 < 12 = 3v — 6, but as we
saw earlier, K3 3 is not planar.

9.23 (a) I am too lazy to do another drawing, but draw it as a box inside a box with the corners
connected to each other and it is clearly planar. (b) Notice that v = 16, e = 32, and Cj3 is not a
subgraph of Q4. Then e = 32 > 28 = 2v — 4, so by part (b) of Theorem 9.79, Q4 cannot be planar.
9.24 No. By definition, the one with weight 35 would not be a minimum spanning tree.

9.25 (a) The dots are vertices and we can think of it being a complete graph where the weight of
each edge is the distance between the two dots. (b) We want to route to every house, but we want
to minimize wire. Thus, a spanning tree makes sense because if we have any cycles, we are wasting
wire. Not only that, we want a minimum spanning tree to use the least amount of wire. (c) Prim’s
algorithm makes the most sense because it is a lot easy to start somewhere and find the closest
point to the current partial tree. On the other hand, with Kruskal’s algorithm, we would have to
sort a list if (Z) edges. (d) There is a unique solution with a cost of about 50.3 as shown below.

9.26 (a) (A, D), (A,E), (B,D), and (C,D). (b) (A, E) is the only light edge. (c) (A,D) and
(B, D) cross the cut. (d) The path with vertices C, B, A, E, D is a minimum spanning tree of weight
10. (e) The minimum spanning tree is unique because it uses the 4 lightest edges of the graph so
there can’t be one with smaller weight.

9.27 A graph must have at least some edges of repeated weight in order for there to be multiple
minimum spanning trees.



Exercise Solutions

1.3 (a) false. (b) true. (c) false. If you don’t know the story behind this, Google it.

1.5 (a) Not a proposition. (b) I would like to think this is true. However, this is not a proposition
since not everyone agrees with me. (c¢) Also not a proposition. (d) true. (e) false. This one is a bit
tricky to think about it, so the next example will ask you to prove it.

1.9 “I am not learning discrete mathematics.” You could also have “It is not the case that I am
learning discrete mathematics,” although it is better to smooth out the English when possible.;
False. Since you are currently reading the book, you are learning discrete mathematics.

1.13 Either “I like cake and I like ice cream,” or “I like cake and ice cream” are correct.

1.16 “x > 0 or z < 107; true; true; z < 10; true.

1.17 (a) “It is not the case that Jill is tall,” which is awkward, so could be shorted to “Jill is not
tall” or perhaps “Jill is short.” (b) “Jill is tall or Jill is smart,” or more compactly, “Jill is tall or
smart.” (c) “Jill is tall and Jill is smart,” or more compactly, “Jill is tall and smart.” (d) “Jill is
tall and Jill is not smart.” (e) This one is a bit tricky, and we will see a tool shortly that will make
it easier. But for now, hopefully you can see that is would be “it is not the case that Jill is tall and
Jill is smart.” Notice that an incorrect answer would be “Jill is neither tall nor smart.” We will
see why later.

1.20 (a) XOR; (b) OR. This one is a little tricky because parts can’t be simultaneously true so it
sounds like an XOR. But since the point of the statement is not to prevent both from being true,
it is an OR. (c) Without more context, this one is difficult to answer. I would suspect that most
of the time this is probably OR. The purpose of this example is to demonstrate that sometimes
life contains ambiguities. This is particularly true with software specifications. Generally speaking,
you should not just assume one of the alternative possibilities. Instead, get the ambiguity clarified.
(d) When course prerequisites are involved, OR is almost certainly in mind. (e) The way this is
phrased, it is almost certainly an XOR.

1.21 pVq is “either list 1 or list 2 is empty.” To be completely unambiguous, you could rephrase
it as “at least one of list 1 or list 2 is empty.” p@®q is “either list 1 or list 2 is empty, but not both,”
or “precisely one of list 1 or list 2 is empty.” They are different because if both lists are empty,
pV q is true, but p @ q is false.

1.22 (a) No. If p and ¢ are both true, then pV ¢ is true, but p @ q is false, so they do not mean the
same thing. (b) We have to be very careful here. In general, the answer to this would be absolutely
not (we’ll discuss this more next). However, for this particular p and q, they actually essentially
are the same. But the reason is that it is impossible for x to be less than 5 and greater than 15 at
the same time. In other words, p and ¢ can’t both be true at the same time. The only other way
for p @ g to be false is if both p and ¢ are false, which is exactly when p V ¢ is false.

1.26 (a) An A. This is pretty obvious since we earned 94% and if we earn 94%, then we will get
an A. (b) We can’t be sure. We know that earning 94% is enough for an A, but we don’t know
whether or not there are other ways of earning an A. (c) We can’t be sure. If the premise is false,
we don’t know anything about conclusion.

1.30 (a) An A. (b) Yes. Because it is a biconditional statement that we assumed to be true, the
statements “you will receive an A in the course” and “you earn at least 94%” have the same truth
value. Since the former is true, the latter has to be true. (c¢) Yes. Notice that p <> ¢ is equivalent
to =p <> —¢ (You should convince yourself that this is true). Thus the statements “you don’t earn
at least 94%” and “you didn’t get an A” have the same truth value.

499



500 Chapter 9

1.32 The answers are in bold.

‘ With Variables/Operators ‘ In English ‘

p—q If Iron Man is on TV, then I will watch it.

(—rAp) = ¢q If T don’t own Iron Man on DVD and it is on TV, I will
watch it.

pATNAq Iron Man is on TV and I own the DVD, but I
won’t watch it.

q<—p I will watch Iron Man every time it is on TV, and that
is the only time I watch it.

r—q I will watch Iron Man if I own the DVD.

1.35 Here is the truth table with one (optional) intermediate column.

P qllp=>alp—>qNg
T T T T
T F| F F
F T| T T
F F|| T F

1.37 Here is the truth table with two intermediate columns. For consistency, your table should
have the rows in the same order.

aV-b| (aV-b)Ac)

MmN NN Ne
MmNNTTRNe
NN T ST Ne
NSNS
NNSRNRNSSS
MNNN TSNS S

1.40 (aAD)Ve

1.41 They are not equivalent. For instance, when a = F, b= F, and ¢ =T, (a A b) V ¢ is true but
a (bVc) is false.

1.42 Since (a — b) — ¢ is how it should be interpreted, the first statement is correct. The second
statement is incorrect. We’ll leave it to you to find true values for a, b, and ¢ that result in these
two parenthesizations having different truth values.

1.45 (a) tautology (b) contradiction; p and —p cannot both be true. (c) contingency; it can be
either true or false depending on the truth values of p and q.

1.47

Evaluation of Proof 1: Nice truth table, but what does it mean? It is just a bunch of symbols
on a page. Why does this truth table prove that the proposition is a tautology? The proof
needs to include a sentence or two to make the connection between the truth table and the
proposition being a tautology.

Evaluation of Proof 2: This is mostly correct, but the phrasing could be improved. For instance,
the phrase ‘they all return true’ is problematic. Who/what are ‘they’? And what does it
mean that they ‘return’ true? Propositions don’t ‘return’ anything. Replace ‘Since they all
return true’ with ‘Since every row of the table is true’ and the proof would be good.
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Evaluation of Proof 3: While I applaud the attempt at completeness, this proof is way too compli-
cated. It is hard to understand because of the incredibly long sentences and the mathematical
statements written in English in the middle of sentences. But I suppose that technically speak-
ing it is correct. Here are a few specific examples of problems with the proof (not exhaustive).
The first three sentences are confusing as stated. The point that the author is trying to make
is that whenever ¢ is true, the statement must be true regardless of the value of p, so there is
nothing further to verify. Thus the only case left is when ¢ is false. This point could be made
with far few words and more clearly. The phrase ‘we would have true and (true implies false),
which is false,” is very confusing, as are a few similar statements in the proof. The problem
is that the writer is trying to express mathematical statements in sentence form instead of
using mathematical notation. There is a reason we learn mathematical notation—to use it!

Evaluation of Proof 4: This proof is correct and is not too difficult to understand. It is a lot better
than the previous proof for a few reasons. First of all, it starts off in a better place—focusing
in on the single case of importance. Second, it uses the appropriate mathematical notation

and refers to definitions and previous facts to clarify the argument.

Evaluation of Proof 5: While I appreciate the patriotism (in case you don’t know, some people
use ‘merica as a shorthand for America), this has nothing to do with the question. Sorry, no
points for you! By the way, I did not make this solution up. Although it wasn’t really used on
this particular problem, one student was in the habit of giving answers like this if he didn’t

know how to do a problem.

1.51 Below is the truth table for =(p A ¢) and —p V =g (the gray columns).

p q|lpAg| =(Ag | -p| g | PV g
T T T F F | F F
T F F T F | T T
F T F T T | F T
F F F T T | T T
Since they are the same for every row of the table, =(p A q¢) = —p V —q.
1.53
p = pAT (identity)
= pA(pV-p) (negation)
= (pAp)V(pA—p) (distributive)
= (pAp)VF (negation)
= pAp (identity)

Thus, p A p = p.
1.55 (a) We can use the identity, distributive, and dominations laws to see that

pVipANg)=@AT)V(PAq=pAN(T Ve =pAT=p.

(b) We can prove this similarly to the previous one, or we can use the previous one along with

distribution and idempotent laws:

pAN(Vg=({@Ap)V(ANg =pV(PAq) =D

1.57 (a) p®q; (b) (pA—q)V(=pAq)or (pVqg)A-(pAgq). Other answers are possible, but most
likely you came up with one of these. If not, construct a truth table to determine whether or not

your answer is correct.
1.59
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Evaluation of Proof 1: This is an incomplete proof. It only proves that in one case (p and ¢ both
being true) they are equivalent. It says nothing about, for instance, whether or not they have
the same truth value when p is true and g is false.

Evaluation of Proof 2: This proof is also incomplete. It proves that in two cases they have the
same truth value, but is silent about the other cases. Are we supposed to assume that in all
other cases the expressions are both false?

Evaluation of Proof 3: This is either incomplete or incorrect, depending on how you read it. If by
“precisely” the writer means “exactly when”, then it is incorrect since the propositions are
also true when both p and q are false. Otherwise the proof is incomplete because it does not
deal with every case.

Evaluation of Proof 4: This is correct because it exhausts all of the cases. It is perhaps a bit brief,
however. The only way I know the proof is actually correct is that I have to verify what the
writer said. By the definition of p <> ¢, what they said is clearly true. But to see that it
is true of (p A q) V (=p A —q) T have to actually plug in a few values and/or think about the
meaning of the expression.

1.63 (a) is a predicate since it can be true or false depending on the value of z.; (b) is not a
predicate since it is simply a false statement—it doesn’t contain any variables.; (c) is a predicate
since it can be true or false depending on the value of M .; (d) is not a predicate. This one is tricky.
This is a definition. In this statement, x is not a variable but a label for a number so that it can
be referred to later in the sentence.

1.67

(a) Vz(2z < 3x). In case it isn’t obvious, there is nothing magical about z. You could also write
your answer as Va(2a < 3a), for instance.

(b) Yn(n! <n™).

1.70 Vx # 0(2% # 0). Alternatively, Vz(z # 0 — x2 # 0).
1.73 Jz(x > 0).
1.75

Evaluation of Solution 1: While perhaps technically correct, this solution is not very good. It at
least uses a quantifier. But the fact that it includes the phrase “is even” suggests that it
could be phrased a bit more ‘mathematically.’

Evaluation of Solution 2: This solution is pretty good. It is concise, but expresses the idea with
mathematical precision. Although it doesn’t directly appeal to the definition of even, it does
use a fact that we all know to be true of even numbers.

Evaluation of Solution 3: This solution is also good. It clearly uses the definition of even. It is
a bit more complicated since it uses two quantifiers, but I prefer this one slightly over the
second solution. But that may be because I didn’t come up with the second solution and I
refuse to admit that someone had a better solution than what I thought of (which was this
one).

1.77 Va3ydz(z = y? + 22).
1.78 You may have a different answer, but here is one possibility based on the hint. If we let
P(z,y) be x < y where the domain for both is the real numbers, then Vz3y(x < y) is true since for
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any given x, we can choose y = x + 1. However, JyVz(z < y) is false since no matter what value
we pick for y, x < y is false for x = y + 1. In other words, it is not true for all values of x. As with
the previous examples, the difference is that in this case we need to have a single value of y that
works for all values of .

1.82

(a) It is saying that every integer can be written as two times another integer. Simplified, it is
saying that every integer is even.

(b) The most direct translation of the final line of the solution is “There is some integer that cannot
be written as two times another integer for any integer.” A smoothed-out translation would be
“There is at least one odd integer.”

(¢) Since 3 is odd, the statement is clearly false.

1.85 —p, ¢, and r.

1.89 —p,q,pANqAT,"pAgqg, T, TADANQ.
1.92 —p, qVr,2gAr, pAgAT, " rApAg, (pA—T)V(rAq)V (=gAp), (pA—-r)V(rAq)V (—gApAT)
1.95 The truth table for p <> ¢ is given to the right. The first

row yields conjunctive clause p A ¢, and the fourth row yields P 49 )1P<9

conjunctive clause —p A =¢. The disjunction of these is (p A T T T

@)V (~p A=q). Thus, p < q= (pAgq)V (=p A —9). rry r
F T F
F F T

1.97 Y=(pAgAN-7)V(—pAgAT)V (=pA-gAT)V (=p A =g A —T).

2.4 2d+1;c+d—+1; even

2.6 2n; 20 + 1; some integers n and o; 4no + 2n = 2(2no + n) or 2(n(20 + 1)). (Your steps might
vary slightly, but you should end up with either 2(2no+n) or 2(n(20+1)) in the final step); 2no+1
or n(20 + 1); ‘an even integer’ or ‘even’.

2.7 Let a and b be even integers. Then a = 2m and b = 2n for some integers m and n. Their
product is ab = (2m)(2n) = 2(2mn) which is even since 2mn is an integer. Notice that we used two
different letters here! You cannot assume a = 2n and b = 2n because then you are assuming that
a = b whether or not you realize it!

2.8 Here are my comments on the proof.

e The first sentence is phrased weird—we are not letting a and b be odd by the definition of odd.
We are using the definition.

e [t does not state that n and ¢ need to be integers.

e Although it is not incorrect, using n and ¢ is just weird in this context. It is customary to
use adjacent letters, like n and m, or ¢ and r.

e Given the above problems, I would rephrase the first sentence as ‘Let a and b be an odd
numbers. Then a =2n + 1 and b =2m + 1 for some integers n and m.’

e There is an algebra mistake. The product should be 2(2ng + g + n).

e If you replace 2nq + 1 with 2nqg + ¢+ n (twice) in the last sentence (see the previous item) it
would be a perfect finish to the proof.
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2.9 Hopefully it is clear to you that the proof can’t be correct since the sum of an even and an
odd number is odd, not even. The algebra is correct. The problem is that n +m + 1/2 is not an
integer. In order to be even, a number must be expressed in the form 2k where k is an integer.
Any number can be written as 2z if we don’t require that x be an integer, so you cannot say that
a number is even because it is of the form 2z unless z is an integer.

2.13 a an integer; (3z + 2); (5bx — 7);7; 7 divides 1522 — 11z — 14.

2.15 This proof is correct. Not all of the Evaluate problems have an error!

2.17 The number 2 is positive and even but is clearly not composite since it is prime. Since the
statement is false the proof must be incorrect. So where is the error? It is in the final statement.
Although a can be written as the product of 2 and k, what if £k = 1 (that is, a = 2). In that case
we have not demonstrated that a has a factor other than a or 1, so we can’t be sure that it is
composite.

2.18 If you didn’t get, try this hint before reading the rest of the solution: Assume a is an even
number other than 2 and prove that a is composite.

Let a > 2 be an even integer. Then a = 2k for some integer k. Since a # 2, a has a factor other
than a or 1. Therefore a is not prime. Therefore 2 is the only even prime number.

2.19 It was O.K. because according to the definition of prime, only positive integers can be prime.
Therefore we only needed to consider positive even integers.

2.23 This one has a combination of two subtle errors. First of all, if a|c and b|c, that does not
necessarily imply that ablc. For instance, 6|12 and 4|12, but it should be clear that 6 - 4 { 12.
Second, what if a = b7 We’ll see how to fix the proof in the next example.

2.25 Since n is not a perfect square, we know that a # b. Therefore a < b or b < a. Since
a and b are just labels for two factors of n, it doesn’t matter which one is larger. So we can
just assume a is the smaller one without any loss of generality. By definition of composite, we
know that a > 1. Finally, it should be pretty clear that b < n — 1 since if b = n — 1, then
n=ab=an—-1)>2n—-1)=2n—-2=n+ (n—2) > nsince n > 4. But clearly n > n is
impossible.

2.26 We assumed that n = a® > 4, so clearly a > 2.

2.28

1. Experiment. If you aren’t sure what to do, don’t be afraid to try things.
2. Read Examples. But don’t just read. Make sure you understand them.
3. Practice. It makes perfect!

2.32 Only when you read zked and you don’t laugh.

2.33 If you build it and they don’t come, the proposition is false. This is the only case where it
is false. To see this, notice that if you build it and they do come, it is true. If you don’t build it,
then it doesn’t matter whether or not they come-it is true.

2.35 If you don’t know a programming language, then you don’t know Java.

2.37 true; —p; false; p; p is true; ¢ is false (the last two can be in either order).

2.39 If you don’t know Java, then you don’t know a programming language.

2.40 They are not equivalent. Since Java is a programming language, the proposition seems obvi-
ously true. However, what if someone knows C++ but not Java? Then they know a programming
language but they don’t know Java. Thus, the inverse is false. Since one is true and the other is
false, the proposition and its inverse are clearly not equivalent.

2.42 If you know a programming language, then you know Java.
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2.43 They are not equivalent. Since Java is a programming language, the proposition seems obvi-
ously true. However, what if someone knows C++ but not Java? Then they know a programming
language but they don’t know Java. Thus, the converse is false. Since one is true and the other is
false, the proposition and its converse are clearly not equivalent.

2.46 (a) The implication states that if I get to watch “The Army of Darkness” that I will be
happy. However, it doesn’t say that it is the only thing that will make me happy. For instance, if
I get to see “Iron Man” instead, that would also make me happy. Thus, the inverse statement is
false.

(b) T will use fact that p — ¢ is true unless p is true and ¢ is false. The implication is true unless
I watch “The Army of Darkness” and I am not happy. The contrapositive is “If I am not happy,
then I didn’t get to watch ‘The Army of Darkness.” ” This is true unless I am not happy and I
watched “The Army of Darkness.” Since this is exactly the same cases in which the implication
are true, the implication and its contrapositive are equivalent.

2.49 /35; 101/35; 3481 > 3500; nonsense or false or a contradiction.

2.50

Evaluation of Proof 1: Here are my comments on this proof:
e [t is proving the wrong thing. This proves that the product of an even number and an

odd number is even. But it doesn’t even do that quite correctly as we will see next.

e The first sentence is phrased weird—we are not letting a be even by the definition of even.
We are using the definition.

e It does not state that n and ¢ need to be integers.

e Although it is not incorrect, using n and ¢ is just weird. It is customary to use adjacent
letters, like n and m, or ¢ and r.

e Given the above problems, I would rephrase the first sentence as ‘Let a be an even
number and b be an odd number. Then a = 2n and b =2m + 1 for some integers n and

m.’

e There is an algebra mistake. The product should be 2(2ng + n).
e The last sentence is actually perfect (again, except for the fact that it isn’t proving the
right thing).

Evaluation of Proof 2: This proof is incorrect. It actually proves the converse of the statement.
(We'll learn more about converse statements later.) In other words, it proves that if at least
of one of a or b is even, then ab is even. This is not the same thing. It is a pretty good proof
of the wrong thing, but it can be improved in at least 4 ways.

e It defines a and b but never really uses them. They should be used at the beginning
of the algebra steps (i.e. a-b=---) to make it clear that the algebra is related to the
product of these two numbers.

e [t needs to state that k and x are integers.

e As above, using k and x is weird (but not wrong). It would be better to use k and [, or
x and y.

e It needs a few words to bring the steps together. In particular, sentences should not
generally begin with algebra.

Taking into account these things, the second part could be rephrased as follows.
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Let a = 2n and b = 2m+ 1, where n and m are integers. Then ab = (2n)(2m+1) =
4dnm + 2n = 2(2nm + n), which is even since 2nm + n is an integer.

Evaluation of Proof 3: This proof is correct.

2.54 (1,2,3), (1,3,2), (2,1,3), (2,3,1), (3,1,2), and (3,2,1).

2.56 Since it wasn’t obvious how to do a direct proof of the fact, proof by contradiction seemed
like the way to go. So we begin by assuming what we want to prove (that the product is even) is
false. The short answer: Because contradiction proofs generally begin by assuming the negation of
what you want to prove.

2.57 The proof gives the justification for this, but you may have to think about it for it to entirely
sink in. Consider carefully the definition of S: S = (a1 —1)+4(az —2)+- - -+ (a, —n). Notice it adds
and subtracts terms. If S = 0, then the amount added and subtracted must be the same. And if
you think about it for a few minutes, especially in light of the justification given in the proof, you
should see why. If you can’t see it right away, go back to how the a;’s are defined and think a little
more. If you get totally stuck, try an example with n = 3 or 4.

2.60 Because a®> = a - a, so to list the factors of a? you can list the factors of a twice. Thus, a
has twice as many factors as a, so it must be an even number.

2.63 (1) No. (2) Yes. (3) No. (4) No. (5) Statements of the form “p implies ¢” are false precisely
when p is true and ¢ is false. (6) No. Whether or not you are 21, you aren’t breaking the rule.
(7) No. If p is false, whether or not ¢ is true or false doesn’t matter—the statement is true. Let’s
consider the previous question—if you do not drink alcohol, you are following the rule regardless of
whether or not the statement “you are 21” is true or false.

2.64 a > b; “T_b; “T_b; b+ 35— % =g+ g; subtract § from both sides and multiple both sides by 2;
a > b; contradiction; a < b.

2.66 a (%)2 +b (%) + ¢; multiple both sides by ¢?; odd; 0; ap? + bpq is even and c¢® is odd, so
ap® + bpq + c¢? is odd; bpg + c¢? is even and ap? is odd, so ap?® + bpq + c¢? is odd; az® + bz +c =0
does not have a rational solution if a, b, and ¢ are odd.

2.70

2

Evaluation of Proof 1: This is attempting to prove the converse, not the contrapositive. Since the
converse of a statement is not equivalent to the original statement, this is not a valid proof.
Further, the proof contains an algebra mistake. Finally, it uses the property that the sum of
two even integers is even. Although this is true, the problem specifically asked to prove it
using the definition of even/odd.

Evaluation of Proof 2: This proof starts out correctly by using the contrapositive statement and
6

the definition of odd. Unfortunately, the writer claims that 5(5k + 1) is ‘clearly odd.” This

is not at all clear. What about this number makes it odd? Is it expressed as 2a + 1 for some

integer a? No. Even worse, there is a fraction in it, obscuring the fact that the number is
even an integer.

Evaluation of Proof 3: This proof is really close. The only problem is that we don’t know that
6k + 5 is odd using the definition of odd. All the writer needed to do is take their algebra a
little further to obtain 2(3k + 2) 4+ 1, which is odd by the definition of odd since 3k + 2 is an
integer.

2.76 Answers will vary greatly, but one proof is: 3 and 5 are prime but 3+ 5 = 8 = 23 is clearly
not prime.
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2.79 2s is a power of two that is in the closed interval.; 2" = 2-2""1 < 25 < 2.2" = 2"l 5o
5 < 2" < 2s <2 and so the interval [s, 2s] contains 2", a power of 2.

2.80 Because these statements are contrapositives of each other. In other words, they are equiva-
lent. Therefore you can prove either form of the statement.

2.82 If x is odd, then x = 2k + 1 for some integer k. Then x 4 20 = 2k + 14 20 = 2(k + 10) + 1,
which is odd since k + 10 is an integer. If z 4 20 is odd, then x + 20 = 2k + 1 for some integer k.
Then z = (z 4+ 20) — 20 = 2k + 1 — 20 = 2(k — 10) + 1, which is odd since k — 10 is an integer.
Therefore z is odd iff x + 20 is odd.

2.83 If x is odd, then x = 2k + 1 for some integer k. Then x 4 20 = 2k + 14 20 = 2(k + 10) + 1,
which is odd since k + 10 is an integer. If x is even, then x = 2k for some integer k. Then
x 420 = 2k + 20 = 2(k + 10). Since k + 10 is an integer, then = + 20 is even. Therefore z is odd
iff x + 20 is odd.

2.84 p implies ¢; ¢ implies p; p implies ¢; —p implies ¢

2.85

Evaluation of Proof 1: For the forward direction, they didn’t use the definition of odd. Otherwise,
that part is fine. For the backward direction, their proof is nonsense. They assumed that
x = 2k + 1 when they wrote (2k + 1) — 4 in the second sentence. This need to be proven.

Evaluation of Proof 2: For the forward direction, they didn’t specify that £ was an integer. Oth-
erwise it is correct. The second part of the proof is not proving the converse. It is proving the
forward direction a second time using a proof by contraposition. In other words, this proof
just proves the forward direction twice and does not prove the backward direction.

2.87 This only proves that 4 + 6 is even. It says nothing about the sum of any other two even
numbers.

2.89 The problem is that this is actually a proof that x + x is even if z is even since x = 2a = y
was assumed.

2.90 Notice that 4 and 6 are even, but 4 + 6 = 10 is not divisible by 4. So clearly the statement
is incorrect. Therefore, there must be something wrong with the proof. The problem is the same
as in the previous example—the proof assumed x = y, even if that was not the intent of the writer.
So what was proven was that if z is even, then x + z is divisible by 4.

2.91 Since it should be clear that the result (—1 = 1) is false, the proof can’t possibly be correct.
2.92 No! Example 2.91 should have made it clear that this approach is flawed.

2.93 No, you should not be convinced. As we just mentioned, whether or not the equation is true,
sometimes you can work both sides to get the same thing. Thus the technique of working both
sides is not valid. It doesn’t guarantee anything unless you already know that the equation is valid.

. . +4q . .
2.94 Since p and ¢ are odd, we know that p + ¢ is even, and so P94 an integer. But p < ¢

. + . .
gives 2p < p+ q < 2q and so p < ]% < q, that is, the average of p and ¢ lies between them.

Since p and ¢ are consecutive primes, any number between them is composite, and so divisible by
at least two primes. So p+ ¢ = 2 <1%> is divisible by the prime 2 and by at least two other

primes dividing ]%
2.95

Evaluation of Proof 1: This is not correct. It needs to be shown that z¥ can be written as ¢/d,
where ¢ and d are integers with d # 0. Ask yourself this: Are a¥ and Y necessarily integers?
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Evaluation of Proof 2: This is not correct. If y = 3/2, what does it mean to multiple x by itself
one and a half times?

2.96 The statement is false. There are many counterexamples, but here is an easy one: Let z = 2
and y = 1/2. Then z¥ = 2'/2 = /2, which is irrational.
2.97

Evaluation of Proof 1: This solution has two serious flaws. First, we absolutely cannot assume x
is an integer. The only thing we can assume about x is that it is rational, and not every
rational number is an integer. The other problem is that the writer proved the inverse, not
the contrapositive. What they needed to prove was that if 1/z is rational, then z is rational.
So in actuality, we know is that 1/z is rational, not . We need to prove that z is rational
based on the assumption that 1/z is rational.

Evaluation of Proof 2: This is not really a proof. It just takes the statement of the problem one
step further. Is the writer sure that 1/z can’t be expressed as an integer over an integer?
Why? There are just too many details omitted.

Evaluation of Proof 3: The biggest flaw is that this is a proof of the inverse statement, not the
contrapositive. So even it the rest of the proof were correct, it would be proving the wrong
thing since the inverse and contrapositive are not equivalent. But the rest is not even entirely
correct because the inverse statement is not quite true. If x = 0, then p = 0 as well and the
statement and proof falls apart for the same reason—you can’t divide by 0.

Evaluation of Proof 4: This proof is almost correct. It does correctly try to prove the contrapos-
itive, and if it had done so correctly, that would imply the original statement is true. But
there is one small problem: If ¢ = 0 the proof would fall apart because it would divide by O.
This possibility needs to be dealt with. This is actually not too difficult to fix. We just need
to add the following sentence before the last sentence: “Since 0 # 1/x for any value of x, we
know that a # 0.”.

Evaluation of Proof 5: This proof is correct.
2.98

Evaluation of Proof 1: As you will prove next, the statement is actually false. Therefore the proof
has to be incorrect. But where did it go wrong? It turns out they they tried to prove the wrong
thing. What needed to be proved was “If p is prime then 2P — 1 is prime.” They attempted
to prove the converse statement, which is not equivalent. We can still learn something by
evaluating their proof. It turns out that the converse is actually true, and the proof has a
lot of correct elements. Unfortunately, they are not put together properly. First of all, the
proof seems to be a combination of a contradiction proof and a proof by contrapositive. They
needed to pick one and stick with it. Second, the arrows (—) are confusing. What do they
mean? I think they are supposed to be read as “implies”, but a few more words are needed to
make the connections between these phrases. Finally, the final statement is incorrect. This
does not prove that all numbers of the form 2P — 1 are prime when p is prime.

Evaluation of Proof 2: This proof is not even close. This is a case of “I wasn’t sure how to prove it
so I just said stuff that sounded good.” You can’t argue anything about the factors of 27 — 1
based on the factors of 2P. Further, although 2P — 1 being odd means 2 is not a factor, it
doesn’t tell us whether or not the number might have other factors.
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2.99 Notice that 11 is prime but that 2! — 1 = 23 - 89 is not. Therefore, not all numbers of the
form 2P — 1, where p is prime, are prime.

3.5 The prime numbers less than 10 are 2, 3, 5, and 7. But the problem asked for the set of
prime numbers less than 10. Therefore, the answer is {2, 3,5, 7}. If you were asked to list the prime

numbers less than 10, an appropriate answer would have been 2,3,5,7 (but that is not what was
asked). The cardinality of the set is 4. That is, [{2,3,5,7}| = 4.

3.8 6; 5; 6; A and C represent the same set. That is, A = C.

3.11 o0; co. You might think it is co/2, but you can’t do arithmetic with oo since it isn’t a
number. Without getting too technical, although Z* seems to have about half as many elements
as Z, it actually doesn’t. It has the exact same number: oco. ; 0.

3.14 {2a:a€Z}and {...,—4,-2,0,2,4,...}.
3.17 Q={a/b:a,beZ,b+#0}.
3.20 (a) Yes. (b) Yes. A is a proper subset since 25, for instance, is in S but not in A. (c) Yes.

Every set is a subset of itself. (d) No. No subset is a proper subset of itself. (e) No. 25 € S, but
25 ¢ A.

3.21 (a) yes. Any number that is divisible by 6 is divisible by 2.; (b) yes. Any number that is
divisible by 6 is divisible by 3.; (¢c) no. 4 € B,but4 ¢ A.; (d) no. 4 € B,but 4 ¢ C.; (e) no. 3 € C,
but 3¢ A.; (f) no. 3€ C, but 3 ¢ B.

3.24 We will use the result of example 3.23. A subset of {a,b,c,d} either contains d or it does

not. Since the subsets of {a,b,c} do not contain d, we simply list all the subsets of {a,b,c} and
then to each one of them we add d. This gives

ST = o Sy = {d}

52 = {a} 510 = {CL, d}
Ss = {b} S11 = {b,d}
54 = {C} 512 = {C, d}

55 = {a, b} 513 = {a, b, d}

56 = {b, C} 514 = {b, c, d}

S7 = {a,c} Si5 = {a,c¢,d}

Ss = {a,b,c} S = {a,b,c,d}
3.27 Based on the answer to Exercise 3.24, we have that P({a,b,c,d}) = {&, {a}, {b},{c},{a,b},
{b,c},{a,c},{a,b,c}, {d},{a,d},{b,d},{c,d},{a,b,d}, {b,c,d},{a,c,d},{a,b,c,d}}. Notice that a
list of these 16 sets not separated by commas and not enclosed in {} is not correct. It may have
the correct content, but it is not in the proper form.

3.29 (a) By Theorem 3.28, |P(A)| = 2* = 16. (b) Similarly, |[P(P(A))| = 26 = 65536. (c) This is
just getting a bit ridiculous, but the answer is |[P(P(P(A)))| = 265336,

3.30 Applying Theorem 3.28, it is not too hard to see that the power set will be twice as big after
a single element is added.

3.33 Z, or the set of (all) integers.

3.36 <.

3.39 A; B.

3.43 B; A.

3.47 Since no integer is both even and odd, A and B are disjoint.

3.49 Let F be the set of all English speakers, S the set of Spanish speakers and F' the set of
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French speakers in our group. We fill-up the Venn
diagram (to the right) successively. In the intersection
of all three we put 3. In the region common to £ and ‘
S which is not filled up we put 5—3 = 2. In the region
common to F and F which is not already filled up we
put 5 — 3 = 2. In the region common to S and F
which is not already filled up, we put 7 — 3 = 4. In the
remaining part of £ we put 8 — 2 —3 —2 =1, in the
remaining part of S we put 12 —4 — 3 — 2 = 3, and
in the remaining part of F' we put 10 —2 -3 —4 = 1.
Therefore, 1 +2+4+3+4+ 142+ 3 = 16 people speak
at least one of these languages.

3.52 Ax B={(13),(23).(3,3),(43)}.

3.55 A% ={(0,0),(0,1),(1,0),(1,1)}

A3 =1{(0,0,0),(0,1,0),(1,0,0),(1,1,0),(0,0,1),(0,1,1),(1,0,1), (1,1,1)}.

3.58 (a) 10 x50 = 500 (b) 10 % 20 = 200 (c¢) 50 * 50 x 50 = 125,000 (d) 10 x 50 x 20 = 10,000

3.59

Evaluation of Solution 1: Although it is on the right track, this solution has several problems.
First, it would be better to make it more clear that the assumption is that both A and B
are not empty. But the bigger problem is the statement ‘(a,b) is in the cross product’. The
problem is that ¢ and b are not defined anywhere. Saying ‘where a € A and b € B’ earlier
does not guarantee that there is such an a or b. The proof needs to say something along the
lines of ‘Since A and B are not empty, then there exist some a € A and b € B. Therefore
(a,b) e Ax B...’

Evaluation of Solution 2: This one is way off. The proof is essentially saying ‘Notice that p — q.
Therefore ¢ — p.” But these are not equivalent statements. Although it is true that if both A
and B are the empty set, then A x B is also the empty set, this does not prove that both A
and B must be empty in order for A x B to be empty. In fact, this isn’t the correct conclusion.

Evaluation of Solution 3: The conclusion is incorrect, as is the proof. The problem is that the
negation of ‘both A and B are empty’ is ‘it is not the case that both A and B are empty’
or ‘at least one of A or B is not empty,” which is not the same thing as ‘neither A nor B
is empty.” So although the proof seems to be correct, it is not. The reason it seems almost
correct is that except for this error, the rest of the proof follows proper proof techniques.
Unfortunately, all it takes is one error to make a proof invalid.

Evaluation of Solution 4: This is a correct conclusion and proof.
3.63
Evaluation of Proof 1: This solution has several problems.

1. z € {A — B} means ‘z is an element of the set containing A — B, not ‘z is an element
of A— B. What they meant was ‘x € A — B/’

2. At the end of the first sentence, ‘x is not € B’ mixes mathematical notation and English
in a strange way. This should be either ‘x & B’ or ‘z is not in B.’
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3. In the second sentence, the phrase ‘z € A and B’ is a strange mixture of math and
English that is potentially ambiguous. It should be rephrased as something like ‘x € A
and x € B’ or ‘z is in both A and B.’

4. Finally, what has been shown here is that A — B C AN B. This is only half of the proof.
They still need to prove that AN B C A — B.

Evaluation of Proof 2: Overall, this proof is very confusing and unclear. More specifically,

1. This is an attempt at working through what each set is by using the definitions. That
would be fine except for two things. First, they were asked to give a set containment
proof. Second, the wording of the proof is confusing and hard to follow. I do not come
away from this with a sense that anything has been proven.

2. They are not using the terminology properly. The terms ‘universe’ or ‘universal set’
would be appropriate, but not ‘universal’ on its own (used twice). Similarly, what does
the phrase ‘all intersection part’ mean? Also, a set doesn’t ‘return’ anything. A set is
just a set. It contains elements, but it doesn’t ‘do’ anything.

Evaluation of Proof 3: This proof contains a lot of correct elements. In fact, the first half is on
the right track. However, they jumped from 2 € A and = € B to z € AN B. Between these
statements they should say something like ‘z ¢ B is equivalent to € B’ since the latter
statement is really needed before they can conclude that 2 € AN B. Also, it would be better
if they had ‘by the definition of intersection’ before or after the statement € AN B. Finally,
it would help clarify the proof if the end was something like "We have shown that whenever
r€A—-B,z€ ANDB. Thus, A—-BC ANB’

The second half of the proof starts out well, but has serious flaws. The statement *This means
that z € A and x &€ B’ should be justified by the definitions of complement and intersection,
and might even involve two steps. This is the same problem they had in the first half of the
proof. More serious is the statement ‘which is what we just proved in the previous statement’.
What exactly does that mean? It is unclear how ‘what we just proved’ immediately leads us
to the conclusion that A— B = AN B. First we need to establish that € A— B based on the
previous statements (easy). Then we can say that AN B C A — B. Finally, we can combine
this with the first part of the proof to say that A — B = AN B.

In summary, the first half is pretty good. It should at least make the connection between
r ¢ B and € B. The other suggestions clarify the proof a little, but the proof would be
0O.K. if they were omitted. The second half is another story. It doesn’t really prove anything,
but instead makes a vague appeal to something that was proven before. Not only is what
they are referring to unclear, but how the proof of one direction is related to the proof of the
other direction is also unclear.

3.65 x € C; x € B; definition of union; (z € B A x € C); distributive law (the logical one);
(z € AN C); definition of intersection; definition of union.
3.78 (a) 45; (b) 8; (c) 3; (d) 6; (e) 0; (£) 75 (g) 7; (h) 7; (1) 11.
3.81 Since every integer is either even (of the form 2k) or odd (of the form 2k + 1) we have two
possibilities:

(2k)? = 4k?

0 (mod 4),or
(2k+1)?2 = 4(k®+k)+1 1

(mod 4).

Thus, n? has remainder 0 or 1 when divided by 4.
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3.86 Observe that 32" =3.9" =3.2" mod 7 and 2"*2 = 4 - 2" mod 7. Hence 3?"*! 4+ 27+2 =
3-2"44-2"=7-2"=0 mod 7, for all natural numbers n.
3.89 2! =222 = 4,23 =1 mod 7, and this cycle of three repeats. Thus 2¥ — 5 can leave only
remainders 4 = (2 —5) mod 7, 6 = (4 — 5) mod 7, or 3 = (1 — 5 mod 7) upon division by 7, none of
which are 1.
3.93 -15; -7; 9; 13; 21. Notice that it is every 4th number along the number line, both in the
positive and negative directions.
3.99 gcd(524,118) = 2 as demonstrated here:

‘Step‘a ‘b ‘r ‘

1 524 | 118 | 52
2 118 | 52 | 14
3 52 | 14 | 10
4 14 110 |4
5 10 | 4 2
6 4 2 0
7 2 0 0

3.102 You should have computed that ged(867,5309) = 1 and therefore concluded that they are
relatively prime.

3.105 (1) 9; (2) 10; (3) 9; (4) 10; (5) 9; (6) 9.

3.114 f(z) = x mod 2 works. The domain is Z, and the codomain can be a variety of things.
Z, N, and {0,1} are the most obvious choices. Note that we can pick any of these since the only
requirement of the codomain is that the range is a subset of it. On the other hand, R, C and Q
could also all be given as the codomain, but they wouldn’t make nearly as much sense.

3.118 (a) F. Consider f(z) = |z] from R to Z. (b) F. Consider f(x) = z? from R to R which is not
one-to-one. (c) T. See Theorem 3.117. (d) F. f maps 1 to two different values, so it isn’t a function.
(e) T. We previously showed it was onto, and it isn’t difficult to see that it is one-to-one. (f) F. f
is not onto, but it is one-to-one. (g) T. By definition of range, it is a subset of the codomain. (h)
F. We have seen several counter examples to this. (i) F. If a = 2 and b = 0, the odd numbers are
not in the range. (j) F. Same counterexample as the previous question. (k) T. The proof is similar
to several previous proofs.

3.124 Let y =7z +2. Then Tx =y —2,s0 z = (y — 2)/7. Thus, f~1(z) = (x —2)/7 (or £ — 2).

3.127 (fog)(x) = f(x/2) = [x/2], and (g o f)(z) = g([z]) = (|=])/2.

3.131 (a) F. f might not be onto—e.g. if @ = 2 and b = 0. (b) F. Same reason as the previous
question. (c) T. Since over the reals, f is one-to-one and onto. (d) F. There are several problems.
First, 2 may not even have an inverse depending on the domain (which was not specified). Second,
even if it had an inverse, it certainly wouldn’t be 1/22. That’s its reciprocal, not its inverse. Its
inverse would be \/x (again, assuming the domain was chosen so that it is invertible). (e) F.
This is only true if n is odd. (f) F. v2 ¢ N, so not only is it not invertible, it can’t even be
defined on N. (g) T. The nth root of a positive number is defined for all positive real numbers,
so the function is well defined. It is not too difficult to convince yourself that the function is
both one-to-one and onto when restricted to positive numbers, so it is invertible. (h) T. In both
cases you get 1/x2. (i) F. (fog)(z) = flz+1) = (x+1+1)? = (z +2)? = 22 + 42 + 4, and
(go fx) = g((x +1)?) = (x +1)2 +1 = 22 + 22 + 2, which are clearly not the same. (j) F.
(fog)(x) = Jz], and (go f)(xz) = |x|. (We'll leave it to you to see why this is the case.) (k)
F. Certainly not. f(3.5) = 3, but g(3) = 3, not 3.5. (1) T. With the restricted domain, they are
indeed inverses.

3.134 We never said it was always wrong to work both sides of an equation. If you are working on
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an equation that you know to be true, there is absolutely nothing wrong with it. It is a problem
only when you are starting with something you don’t know to be true. In this case, we know that
2a — 3 = 2b — 3 is true given the assumption made. Therefore, we are free to ‘work both sides’.
3.135 Let a,b e R. If f(a) = f(b), then 5a = 5b. Dividing both sides by 5, we get a = b. Thus, f
is one-to-one.

3.138 Notice that f(4.5) = f(4) = 4, so clearly f is not one-to-one. (Your proof may involve
different numbers, but should be this simple.)

3.141 Notice that if y = 2z + 1, then y — 1 = 2z and = (y — 1)/2. Let b € R. Then
flb=1)/2)=2((b—1)/2)+1=b—1+1=0. Thus, every b € R is mapped to by f, so f is onto.
3.144 Since the floor of any number is an integer, there is no a such that f(a) = 4.5 (for instance).
Thus, f is not onto.

3.145 (a) f is not one-to-one. See Example 3.137 for a proof. (b) The same proof from
Example 3.137 works over the reals. But I guess it doesn’t hurt to repeat it: Since f(—1) = f(1) =1,
f is not one-to-one. (c) Let a,b € N. If f(a) = f(b), that means a®> = b*>. Taking the square
root of both sides, we obtain Va2 = Vb2, or |a| = |b| (if you didn’t remember that vz2 = |z|, you
do now). But since a,b € N, |a| = a and |b| = b. Thus, a = b. Thus, f is one-to-one.

3.146 If f(a) = f(b), 3a — 5 = 3b— 5. Subtracting 5 from both sides and then dividing both sides
by 3, we get a = b. Thus, f is one-to-one. If b € R, notice that f((b+5)/3) =3((b+5)/3) —5 =
b+5—5 = b, so there is some value that maps to b. Therefore, f is onto. Since f is one-to-one and
onto, it has an inverse. To find the inverse, we let y = 3z — 5. Then 3z =y + 5, s0 z = (y + 5)/3.
Thus, f~'(z) = (z+5)/3 (or £+ 3).

3.147 (a) Notice that if f(a) = f(b), then a —7 = b —7 so a = b. Thus, f is one-to-one. Also
notice that for any b € Z, f(b+7) =b+7—7=b, so f is onto. (b) Since g(1) = g(—1) =1, g is
not one-to-one. Also notice that there is no integer a such that g(a) = a* = 5, so g is not onto. (c)
If h(a) = h(b), then 3a = 3b so a = b. Thus, h is one-to-one. But there is no integer a such that
h(a) = 3a =1, so a is not onto. (d) Notice that 7(0) = |0/2] = [0] =0andr(1) = [1/2] = [0] =0,
so r is not one-to-one. But for any integer b, r(2b) = [2b/2| = |b| = b, so r is onto.

3.155 The following three cases probably make the most sense: When a = b, when a < b and
when a > b. These make sense because these are likely different cases in the code. Mathematically,
we can think of it as follows. The possible inputs are from the set Z x Z. The partition we have
in mind is A = {(a,a) : a € Z}, B = {(a,b) : a,b € Z,a < b}, and C = {(a,b) : a,b € Z,a > b}.
Convince yourself that these sets form a partition of Z x Z. That is, they are all disjoint from each
otherand Z x Z=AUBUC.

Alternatively, you might have thought in terms of a and/or b being positive, negative, or 0.
Although that may make some sense, given that we are comparing a and b with each other, it
probably doesn’t matter exactly what values a and b have (i.e. whether they are positive, negative,
or 0), but what values they have relative to each other. That is why the first answer is much better.
With that being said, it wouldn’t hurt to include several tests for each of our three cases that
involve various combinations of positive, negative, and zero values.

3.156 Did you define two or more subsets of Z? Are they all non-empty? Do none of them
intersect with each other? If you take the union of all of them, do you get Z7 If so, your answer is
correct! If not, try again.

3.158 Since R=QUI and QNI = @, {Q,I} is a partition of R. Hopefully this comes as no
surprise.

3.163 R is a subset of Z X 7Z, so it is a relation. By the way, this relation should look familiar.
Did you read the solution to Exercise 3.1557

3.164 Is it a subset of ZT x ZT? It is. So it is a relation on Z™.
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3.166 (a) T is not reflexive since you cannot be taller than yourself. (b) NN is reflexive because
everybody’s name starts with the same letter as their name does. (c) C is reflexive because every-
body have been to the same city as they have been in. (d) K is not reflexive because you know
who you are, so it is not the case that you don’t know who you are. That is, (a,a) ¢ K for any a.
(e) R is not reflexive because (Donald Knuth, Donald Knuth) (for instance) is not in the relation.
3.168 (a) T is not symmetric since if a is taller than b, b is clearly not taller than a. (b) N
is symmetric since if a’s name starts with the same letter as b’s name, clearly b’s name starts
with the same letter as a’s name. (c) C is symmetric since it is worded such that it doesn’t
distinguish between the first and second item in the pair. In other words, if a and b have
been to the same city, then b and a have been to the same city. (d) K is not symmetric
since (David Letterman, Chuck Cusack) € K, but (Chuck Cusack, David Letterman) ¢ K. (e)
R is not symmetric since (Barack Obama, George W. Bush) € R, but (George W. Bush, Barack
Obama)¢ R.

3.170 (a) Just knowing that (1,1) € R is not enough to tell either way. (b) On the other hand, if
(1,2) and (2,1) are both in R, it is clearly not anti-symmetric.

3.171 This is just the contrapositive of the original definition.

3.172 (a) T is anti-symmetric since whenever a # b, if a is taller than b, then b is not taller
than a, so if (a,b) € T, then (b,a) ¢ T. (b) N is not anti-symmetric since (Bono, Boy George)
and (Boy George, Bono) are both in N. (c) C' is not anti-symmetric since (Bono, The Edge) and
(The Edge, Bono) are both in C' (since they have played many concerts together, they have cer-
tainly been in the same city at least once). (d) Since both (Dirk Benedict, Jon Blake Cusack 2.0)
and (Jon Blake Cusack 2.0, Dirk Benedict) are in K, K is not anti-symmetric. (e) R is anti-
symmetric since it only contains one element, (Barack Obama, George W. Bush), and (George W.
Bush, Barack Obama)¢ R.

3.173 (a) No. The relation R = {(1,2),(2,1),(1,3)} is neither symmetric ((3,1) ¢ R) nor anti-
symmetric ((1,2) and (2,1) are both in R). (b) No. For example, R from answer (a) is not
anti-symmetric, but isn’t symmetric either. (c¢) Yes. If you answered incorrectly, don’t worry. You
get to think about why the answer is ‘yes’ in the next exercise.

3.174 Many answers will work, but they all have the same thing in common: They only contain
‘diagonal’ elements (but not necessarily all of the diagonal elements). For instance, let R = {(a,a) :
a € Z}. Go back to the definitions for symmetric and anti-symmetric and verify that this is indeed
both. Another examples is R = {(Ken, Ken)} on the set of English words.

3.176 (a) T is transitive since if a is taller than b, and b is taller than ¢, clearly a is taller than c.
In other words (a,b) € R and (b,c¢) € R implies that (a,c) € R. (b) N is transitive because if a’s
name starts with the same letter as b’s name, and b’s name starts with the same letter as ¢’s name,
clearly it is the same letter in all of them, so a’s name starts with the same letter as ¢’s. (c¢) C is
not transitive. You might think a similar argument as in (a) and (b) works here, but it doesn’t.
The proof from (b) works because names start with a single letter, so transitivity holds. But if
(a,b) € C and (b,c) € C, it might be because a and b have both been to Chicago, and b and ¢ have
both been to New York, but that a has never been to New York. In this case, (a,c) € C. So C' is
not transitive. (d) K is not transitive. For instance, (David Letterman, Chuck Cusack) € K and
(Chuck Cusack, David Letterman’s son) € K, but (David Letterman, David Letterman’s son) ¢ K
since I sure hope he knows his own son. (e) R is transitive since there isn’t even an a, b, ¢ € R such
that (a,b) and (b,c) are both in R, so it holds vacuously.

3.179 (a) T is not an equivalence relation since it is not symmetric. (b) N is an equivalence
relation since it is reflexive, symmetric, and transitive. (c) C is not an equivalence relation since
it is not transitive. (d) K is not an equivalence relation since it is not reflexive, symmetric, or
transitive. This one isn’t even close! (e) R is not an equivalence relation since it is not reflexive.
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3.181 (a) T is a not partial order because it is not reflexive. (b) N is not a partial order since
it is not anti-symmetric. (c) C is not a partial order since it is not anti-symmetric or transitive.
(d) K is not a partial order since it is not reflexive, anti-symmetric, or transitive. (e) R is not a
partial order since it is not reflexive.

3.182 In the following, A, B, and C are elements of X. As such, they are sets.

(Reflexive) Since A C A, (A, A) € R, so R is reflexive.

(Anti-symmetric) If (4,B) € R and (B, A) € R, then we know that A C B and B C A. By
Theorem 3.60, this implies that A = B. Therefore R is anti-symmetric.

(Transitive) If (A,B) € R and (B,C) € R, then A C B and B C C. But the definition of C
implies that A C C, so (A,C) € R, and R is transitive.

Since R is reflexive, anti-symmetric, and transitive, it is a partial order.

3.183 (a) Since (1,1) ¢ R, R is not reflexive. (b) Since (1,2) € R, but (2,1) € R, R is not
symmetric. (c¢) A careful examination of the elements reveals that it is anti-symmetric. (d) A
careful examination of the elements reveals that it is transitive. (e) Since it is not reflexive or
symmetric, it is not an equivalence relation. (f) Since it is not reflexive, it is not a partial order.
3.185 ((a,b),(a,b)); be; da; ((¢,d), (a,b)); symmetric; ad = be; cf = de; de/f; b(de/f); af = be;

((a,), (e, f))
4.7

double areaSquare(double s) { return s*s; }

4.10 It does not work. To see why, notice that if we pass in a and b, then x = a and y = b at
the beginning. After the first line, x = b and y = b. After the second line x = b and y = b. The
problem is that the first line overwrites the value stored in z (a), and we can’t recover it.

4.13 Either —1 or 3 are possible answers if we are uncertain whether it will return a positive or
negative answer. But we know it is one of these. It won’t be -5, for instance.

4.14

Evaluation of Solution 1: This solution is both incorrect and a bit confusing. The phrase ‘both
sides’ is confusing—both sides of what? We don’t have an equation in this problem. But there
is a more serious problem. If you thought it was correct, go back and try to figure out why it
is incorrect before you continue reading this solution. The main problem is that although this
may return a value in the correct range, it doesn’t always return the correct value. In fact,
what if (a (mod b) + b — 1) is odd? Mathematically, this would result in a non-integer result
which is clearly incorrect. In most programming languages it would at least truncate and
return an integer—but again, not always the correct one. This person focused on the wrong
thing—getting the number in a particular range. Although that is important, they needed to
think more about how to get the correct number. They should have plugged in a few more
values to double-check their logic.

Evaluation of Solution 2: Incorrect. Generally speaking, a mod b # —a mod b. In other words,
returning the absolute value when the result is negative is almost always incorrect.

Evaluation of Solution 3: Incorrect. If you think about if for a few minutes you should see that
this is just one way of implementing the idea from the previous solution.

Evaluation of Solution 4: Incorrect. If (a mod b) is negative, performing another mod will still
leave it negative.

4.15 There are several possible answers, but the slickest is probably: (b+(a mod b)) mod b. Try
it with both positive and negative numbers for ¢ and convince yourself that it is correct.
4.16
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Evaluation of Solution 1: This does not work. What happens when x = 3. 508, for instance?

Evaluation of Solution 2: This is incorrect for two reasons. First, 1/2 = 0 in most programming
languages, so this will always round down. Second, even if we replaced this with .5 or 1.0/2.0,
it would round up at . 5.

Evaluation of Solution 3: Nice try, but still no good. What if x = 2.5?7 This will round up to 3.
Worse, what if z = 2.00017 Again, it rounds up to 3 which is really bad.

Evaluation of Solution 4: This one is correct. Plug in values like 2, 2.1, and 2.5 to see that it
rounds down to 2 and values like 2.51, 2.7, and 2.9 to see that it rounds up to 3.

4.17 (a) 0; (b) L; (c) 1; (d) 15 (e) 1 (£) 1; (g) 2; () 9; (3) 0; (§) -1; (k) -1; (1) -2.
4.18

Evaluation of Solution 1: 0.5 is not an integer, and the floor function is not allowed.

Evaluation of Solution 2: The floor function is not allowed. Even if it were, this solution doesn’t
work. 1/2 is evaluated to 0 so it doesn’t help.

Evaluation of Solution 3: This one works, but 0.5 is not allowed so it does not follow the directions.

4.19 Two reasonable solutions include (n+m/2)/m and (2n+m)/(2m).
4.22 Here is one possibility:

int max(int x, int y, int z) {
int w = max(x,y);
return max(w,z);

}
We will use a proof by cases.

e If z is the maximum, then w =max(z,y) = z. so it returns max(w, z) = x, which is correct.
e If y is the maximum, the argument is essentially the same the previous case.

e If 2 is the maximum, then w is either x or y, but in either case w < z, so it returns max(w, z) =
z.

In each case the algorithm returns the correct answer.
4.25 Here is a possible answer.

void HelloGoodbye(int x) {
if(x >= 4) {
if(x <= 6) {
print ("Hello");
} else {
print ("Goodbye") ;
}
} else {
print ("Goodbye") ;
}
}
4.26 It is possible. If you thought it wasn’t, go back and try to write the algorithm before reading
any further.
Here is one way to do it using an extra variable and an additional conditional statement.
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void HelloGoodbye(int x) {
boolean sayGoodbye = true;
if(x >= 4) A
if(x <= 6) {
sayGoodbye = false;
}
}
if (sayGoodbye) {
print ("Goodbye") ;
} else {
print ("Hello");
}
}

It can also be done by using a return statement (this version is not recommended!):

void HelloGoodbye(int x) {
if(x >= 4) {
if(x <= 6) {
print ("Hello");
return;
}
}
print ("Goodbye") ;
}
The second solution is simpler, but this sort of code (with somewhat random return statements
in the middle of them) can be tricky to debug if it is changed later. Did you come up with a better
solution than these?
4.27 list.size()!=0 and !(list.size()==0) are the most obvious solutions.
4.32 Let p =“z > 0” and ¢ =“z < y”. Then the conditional above can be expressed as (p A q) V
(p A —q). Using a few of the logical equivalences from Table 1.3, it is not too difficult to see that
(pANgV(pA—q) =pA(qgV—q) =pAT = p. Therefore the code simplifies to:

if (x>0) {
X=y

}
4.33 This is not equivalent to the original code. Consider the case when z = —1 and y = 1, for
instance.
4.34 After my head is done spinning trying to understand what they are saying, I suspect
something isn’t right here. In fact, since both conditions need to be true when if statements
are nested, it is the same thing as a conjunction. In other words, the two ifs are equivalent to
if( x>0 && (x<y || x>0) ). By absorption, this is equivalent to if (x>0). So the simplified
code is:

if (x>0) {
X=y;
}
You can also think about it this way. The assignment x=y cannot happen unless x>0 due to the
outer if." But the inner if has a disjunction, one part of which is x>0, which we already know
is true. In other words, it doesn’t matter whether or not x<y. This argument also leads to the
solution we just gave.

If you think about it, this is why the solution to this in the previous example failed.
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4.36 p is evaluated. If it is false, then the whole expression is evaluated as false without evaluating
¢ since no matter what the truth value of ¢ is, p A ¢ = F. On the other hand, if p is true, then the
truth value of p A ¢ is the same as the truth value of ¢, so it evaluates ¢ and uses that as the value
of the whole expression.

4.37

Evaluation of Solution 1: This solution is incorrect. There are a few problems. The obvious one
is that the first statement actually prevents the program from crashing so it is certainly not
unnecessary! Also, the second and third statements may be equivalent, but how are they
connected? For instance, given the expression —(A A B) V = A, I cannot simply remove the
‘redundant’ = A to obtain an “equivalent” expression of =(AAB) (if necessary, plug in different
truth values for A and B to convince yourself that these are not the same).

Evaluation of Solution 2: This is not correct. The second part of the expression seems to have
disappeared. But how can we know it isn’t equivalent? We just need to find a scenario where
the two versions do different things. Notice that the ‘simplified’ expression is true when the
list is not empty regardless of the value of element 0. But what if the list is not empty and
element 0 is 507 The original expression is false and the ‘simplified’ expression is true. Clearly
not the same.

Evaluation of Solution 3: This solution is not only correct, but it is very well argued.

4.38 Technically speaking, the final solution is not equivalent. However, it turns out that it is
better than the original. This is because the original code would actually crash if the list is empty.
Go back and look at the code and verify that this is the case. Then verify that the final simplified
version will not crash.

4.43 11110000; 11110000; 00001111; 15.

4.44 00111001.

4.47 11000000; 11111100; 00111100.

4.50 It will return 1 for negative numbers which does not really make sense. This should be fixed
in two ways. Since n! is undefined when n < 0, it can’t return the correct answer for negative
values. So the first change is to have it return —1 if n < 0. Some other value can be used, but —1
works well because n! can’t be negative, so if it returns —1, you know something is up. Second,
this behavior should be clearly documented so that it clearly states that it returns n! for n > 0,
and —1 for n < 0.

4.51

Evaluation of Solution 1: This algorithm always returns 0. If you don’t see it right away, carefully
work through the algorithm with a few values of n.

Evaluation of Solution 2: This is correct. It doesn’t multiply by 1, but that doesn’t change the
answer.

Evaluation of Solution 3: This is also correct. It is just multiplying the values in the reverse order
of the other examples.

Evaluation of Solution 4: This is incorrect. It actually computes (n — 1)!. To fix this, does 7 have
to start at 0, or go to n (instead of n —1)? We’ll leave it to you to work out which is correct.

4.52 This isn’t really that much different than the algorithms to compute n!. Here is one algorithm
that does the job:
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double power (double x, int n) {

power = 1;

for(int i=0;i<n;i++) {
power = pOWer*x;

}

return power;
}
The loop could also have been for(int i=1;i<=n;i++), or any loop that executes n times since
the loop index, %, is not used as part of the calculation.
4.55 Here is one possible solution. Note that the parentheses are necessary.

boolean startsOrEndsWithZero(int[] a, int n) {
if( n>0 && (a[0]==0 || aln-11==0) ) {
return true;
else {
return false;
}
}

4.56 The solution uses the expression n>0 && (a[0]==0 || a[n-1]1==0). If n = 0, the expression
is false because of the &&, so the algorithm returns false as it should since an array with no elements
certainly does not begin or end with a 0. If n = 1, first note that n—1 = 0, so a[0] and a[n — 1] refer
to the same element. Although this is redundant, it isn’t a problem. If a[0] = 0, the expression
evaluates to TA(T'VT) = T, and the algorithm returns true as expected. If a[0] # 0, the expression
evaluates to T A (F'V F) = F, and the algorithm returns false as expected.

4.59 As we already discussed, many languages truncate when performing integer division. When
the numbers are positive (as they are here), that is the same thing as taking the floor. Even if a
language does not do this, Theorem 3.106 implies that it would still work.

4.60 It is easiest to see that this is correct by comparing with the previous solution. The only
difference is that the condition went from ¢ <= (n — 2)/2 to ¢ < n/2. Notice that (n —2)/24+ 1=
n/2—2/2+1=mn/2. But since we also replaced <= with <, it still stops at the same point.
4.62 Tt is correct. To convince yourself (but this is not a proof), plug the numbers 1 through 5 (or
some other set of both even and odd values) into both sides to see that you get the same number.
4.65 They are equivalent by the commutative property. But they are not practically equivalent
because whenever x>=a.length, the first statement works properly because it does not try to access
a[x] which avoids an IndexOutOfBoundsException, but the second one will try to access al[x]
first, causing an IndexOutOfBoundsException before it checks if the index is valid.

4.66 This is simple—we just need to add a check that the index is not negative:

if (x>=0 && x<a.length && al[x]!=0)

4.69 Using De Morgan’s Law, we get ' (P(i) || Q(i)).

4.70 First notice that if P(7) is true for every value of i, result will be true at the end of the first
loop, so isTrueForAl13 will return true without even considering ). However, if P(7) is false for
any value of 7, then it will go onto the second loop. The second loop will return false if Q(7) is false
for any value of 7. But if Q(i) is true for all values of 4, the method returns true. So, how do we
put this all together into a simple answer? Notice that the only time it returns true is if either P(i)
is always true or if Q(7) is always true. In other words, isTrueForAl13 is determining the truth
value of (ViP(i))V (ViQ(i)). By the way, notice that I used the variable i for both quantifiers. This
is sort of like using the same variables for two separate loops.

4.72

boolean has2MultipleOr3Multiple(int[] a, int n) {
for(int i=0;i<n;i++) {
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if(alil%2==0 || alil%3==0) {
return true;
}
}
return false;

}
4.76 Here is one answer:

int sequentialSearch(int [Ja, int n, int val) {
int i=0;
while (i<n) {
if( alil==val ) {
return i;

}
it++;
}
return -1;
Notice that this algorithm is almost identical to the code from the previous example—I just made
3 minor changes to the code! This is because this is using a pattern that is common when dealing
with arrays.
4.78 In the first iteration in the loop, n = 5,7 =1, nx ¢ > 4 and thus = 10. Next, n = 3, i = 2,
and we go through the loop again. Since n*¢ >4, x = 10+ 2% 3 = 16. Finally, n = 1,7 = 3, and
the loop stops. Hence x = 16 is returned.
4.81 |+/101| = 10. The only primes less than 10 are 2, 3, 5, and 7. Since 101 mod 2 = 1,
101 mod 3 = 2, 101 mod 5 = 1, and 101 mod 7 = 3, none of which are 0, Theorem 4.79 tells us that
101 is prime.
4.82 323 =17 %19, so it is not prime. I determined this by seeing if any of the primes no greater
than |v/323| = 17 were factors. Although 2, 3, 5, 7, 11, and 13, are not, 17 is.
4.84 No need to test the even integers. So we can modify the code to skip checking even numbers,
so long as we first make sure that it gets the correct answer for 2. If you didn’t think about this,
go back and try to write the algorithm before continuing to read the solution. Here is the modified
code:

boolean isPrime(int n) {
if (n<=1) { // Anything less than 2 is not prime
return false;
} else if (n==2) {
return true; // Need to deal with this as a special case
} else if( n%2==0 ) { // Discard even numbers.
return false;

} else {
// Determine if it has any odd factors.
int i = 3;

while( i <= sqrt(mn) ) {
if( n%i==0 ) {
return false;
}
i=1i+ 2;
}
return true; // It had no factors.
}
}
4.85 The following algorithm does the job.



Problems 521

int reverseDigits(int n) {
x=0;
while(n!=0) {
x = x*x10+n%10;
n=n/10;
}
return x;
}
4.88 Below is a table of the values the algorithm computes. The final answer of 8388608 is correct!
It took 9 steps as opposed to the 22 required by the algorithm from Example 4.52, so it was

definitely faster. Notice that 2logy(23) &~ 2 % 4.52356 = 9.04712 > 9, it works as advertised.

k | pow ans
23 | 2.0 1.0
22 | 2.0 2.0
11 | 4.0 2.0
10 | 4.0 8.0

5 | 16.0 8.0

4 16.0 128.0

2 | 256.0 128.0

1 | 65536.0 | 128.0

0 | 65536.0 | 8388608.0
53 (A)zo=1+ (-2 =1+1=20)z;=1+(-2)!=1-2=-1(c)zea=1+(-2)2=1+4=5
(d)zz=1+(-23=1-8=-T(e)zy=1+(-2)*=1+16=17

5.4 We will just provide the final answer for these. If you can’t get these answers, you may need
to brush up on your algebra skills. (a) 2, 1/2,5/4, 7/8, 17/16; (b) 2, 2, 3, 7, 25; (c) 1/3, 1/5, 1/25,
1/119, 1/721; (d) 2, 9/4, 64/27, 625/256, 7776/3125

5.8 Notice that zg =1, 21 =5-1 =5, 20 =5-5 =52, 23 = 5- 5% = 52, etc. Looking back, we
can see that 1 = 5°, so g = 5°. Also, 1 = 5 = 5'. So it seems likely that the solution is x,, = 5".
This is not a proof, though!

5.9 Notice that zg = 1, z1 = 1-1 =1, 29 =2-1 =2, 23 =3-2 =6, 14 = 4-6 = 24,
x3 = 5-24 = 120, etc. Written this way, no obvious pattern is emerging. Sometimes how you write
the numbers matters. Let’s try this again: 1 =1-1 =1, 20 =2-1 =2, 23 =3-2-1 = 3,
x4 =4-3-2-1=4!, 23=5-4-3-2-1=25!, etc. Now we can see that x,, = n! is a likely solution.
Again, this isn’t a proof.

5.10 Their calculations are correct (Did you check them with a calculator? You should have! How
else can you tell whether or not their solution is correct?). So it does seem like a, = 2" is the
correct solution. However,

a5 = | 255 X ag| +az = [ 155 < 16] +8 =33 £ 2°

so the solution that seems ‘obvious’ turns out to incorrect. We won’t give the actual solution since
the point of this example is to demonstrate that just because a pattern holds for the first several
terms of a sequence, it does not guarantee that it holds for the whole sequence.
5.12 Hopefully you came up with the solution x, = 5". Since zg = 1 = 5°, it works for the initial
condition. If we plug this back into the right hand side of z, =5 z,_1, we get

5-Tp_q = 5-5"71
57L

= Tn,
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which verifies the formula. Therefore x,, = 5™ is the solution.
5.13 Hopefully you came up with the solution z,, = n!. Since o = 1 = 0!, it works for the initial
condition. If we plug this back into the right hand side of z,, = n - x,,_1, we get

n-Tp1 = n-(n—1)
= n!
= Tn,

which verifies the formula. Therefore x,, = n! is the solution.

5.14 The computations are correct, the conclusion is correct, but unfortunately, the final code has
a serious problem. It works most of the time, but it does not deal with negative values correctly.
It should return 3 for all negative values, but it continues to use the formula. The problem is they
forgot to even consider what the function does for negative values of n. They probably could have
formatted their answer better, too. It’s difficult to follow in paragraph form. They could have put
the various values of ferzle(n) each on their own line and presented it mathematically instead of
in sentence form. For instance, instead of ‘ferzle(1) returns ferzle(0)+2, which is 3 + 2 = 5,” they
should have ‘ferzle(1) = ferzle(0) +2 =3+ 2 = 5. It would have made it much easier to see the

pattern.
5.15
int ferzle(int n) {
if (n<=0) {
return 3;
} else {

return 2*n+3;
}
}

5.19 We didn’t do anything wrong. We wrote the inequality in the other order, and the indexes
are one lower than those given in the definition. But that’s O.K. The definition is simply trying
to convey the idea that every term is strictly greater than the previous. That is what we showed.
We can show that x, < Tp11, Tnt1 > Tp, Tn-1 < Tp, OF Ty > Tp—1. Lhey all mean essentially the
same thing. The only difference is the order in which the inequalities are written (the first two and
last two are saying exactly the same thing—we just flipped the inequality) and what values of n are
valid. For instance, if the sequence starts at 0, then we need to assume n > 0 for the first pair of

inequalities and n > 1 for the second pair.

2
1 1
i . n—+—. This form might make the

5.21 If you got stuck on this one, first realize that z,, =

algebra a little easier. Then, follow the technique of the prezious exam?)lefshow that 11 —x, > 0.
So, if necessary, go back and try again. If you already attempted a proof, you may proceed to read
the solution.

Notice that,

1 1
Tp+l — Tp = <n+1+n—+1>—<n+ﬁ>

1 1
= 1+ =

n+1l n
1

n(n+1)

> 0,

the last step since 1/n(n + 1) < 1 when n > 1. Therefore, z,+1 — 2, > 0, SO Ty 41 > 2y, i.e., the
sequence is strictly increasing. If your solution is significantly different than this, make sure you
determine one way or another if it is correct.
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5.22 We could go into much more detail than we do here, and hopefully you did when you wrote
down your solutions. But we’ll settle for short, informal arguments this time. (a) This is just a
linear function. It is strictly increasing. (b) Since this keeps going from positive to negative to
positive, etc. it is non-monotonic. (c) We know that n! is strictly increasing. Since this is the
reciprocal of that function, it is almost strictly decreasing (since we are dividing by a number that
is getting larger). However, since 1/0! = 1/1! = 1, it is just decreasing. (d) This is getting closer
to 1 as n increases. It is strictly increasing (e) This is n(n —1). 1 = 0, 2 = 2, x3 = 6, etc.
Fach term is multiplying two numbers that are both getting larger, so it is strictly increasing.
(f) This is similar to the previous one, but xy = 1 = 0, so it is just increasing. (g) This alternates
between —1 and 1, so it is non-monotonic. (h) Each term subtracts from 1 a smaller numbers
than the last term, so it is strictly increasing. (i) Each term adds to 1 a smaller number than
the last term, so it is strictly decreasing.

5.26 You should have concluded that a = —3%7 and that r = 3%6/ (—3%) = —317/31 = —3 (or

you could have divided the second and third terms). Then the n-th term is —3217 (=3)" 1= 2—3(1—_%

(Make sure you can do the algebra to get to this simplified form). Finally, the 17th term is
_1)7 2

a2

5.28 We are given that ar® = 20 and ar® = 320. Dividing, we can see that r* = 16. Thus
r = +2. (We don’t have enough information to know which it is). Since ar® = 20, we know
that a = 20/r> = £20/32. So the third term is ar? = (+20/32)(£2)? = +£80/32 = £5/2. Thus
lar?| = 5/2.

5.32

(a) The difference between the each of the first 4 terms of the sequence is 7, so it appears to be an
arithmetic sequence. Doing a little math, the correct answer appears to be (d) 51.

(b) Although the sequence appears to be arithmetic, we cannot be certain that it is. If you are
told it is arithmetic, then 51 is absolutely the correct answer. Notice that the previous exam-
ple specifically stated that you should assume that the pattern continues. This one did not.
Without being told this, the rest of the sequence could be anything. The 8th term could be 0
or 8,675,309 for all we know. Of the choices given, 51 is the most obvious choice, but any of
the answers could be correct. This is one reason I hate these sorts of questions on tests.

Although I think it is important to point out the flaw in these sorts of questions, it is also
important to conform to the expectations when answering such questions on standardized
tests. In other words, instead of disputing the question (as some students might be inclined to
do), just go with the obvious interpretation.

5.33 (a) The closed form was x,, = 5", which is clearly geometric (with a =1 and » = 5) and not
arithmetic. (b) Since the solution for this one is x,, = n!, this is neither arithmetic or geometric.
(c) Since the sequence is essentially f,, = 2n + 3, with initial condition fy = 3, it is an arithmetic
sequence. It is clearly not geometric.

100
5.36 ) ¢

=0

50 50
538 > ()  or > y*

6 6 30 30
5.45 (a) » 5=5» 1=5-2=10. (b) > 200=200 > 1 =200(30 — 20 + 1) = 2200.
k=5 k=5 k=20 k=20
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5.48 Using Theorem 5.46, we get the following answers: (a) (30 — 20 + 1)200 = 11 % 200 = 2200.
(b) 900 (c) 909. Notice that this one has one more term than the previous one. The fact that the
additional index is 0 doesn’t matter since it is adding 9 for that term.

5.49 This solution contains an ‘off by one’ error. The correct answer is 10(75—25+1) = 10%51 =
510.

5.52 (a) 20-21/2 =210 (b) 100 - 101/2 = 5050 (c¢) 1000 - 1001/2 = 500500

5.53

Evaluation of Solution 1: Another example of the ‘off by one error’. They are using the formula
n(n —1)/2 instead of n(n + 1)/2.

Evaluation of Solution 2: This answer doesn’t even make sense. What is k£ in the answer? k is
just an index of the summation. The index should never appear in the answer. The problem
is that you can’t pull the k& out of the sum since each term in the sum depends on it.

5.54 It is true. The additional term that the sum adds is 0, so the sum is the same whether or

not it starts at O or 1.
100 100

100 - 101
5.57 2—1= 2 — ; = 200 — ——— = 200 — 5050 = —4850.
Z b= Z ; ¢ 2
5 58 The sum of the ﬁrst n odd 1ntegers is

Z%—1 Z% 21_2Zk 21_2 n+1)—n—n +n—n=n
k=1

k=1

5.61 (a) Zk:Zk—Zk:20-21/2—9-10/2:210—45:165.

k=10 k=1 k=1
40 40 20
b) Y k=) k- k=40-41/2—20-21/2 = 820 — 210 = 610.
k=21 k=1 k=1

5.62

Evaluation of Solution 1: Another example of the off-by-one error. The second sum should end at
29, not 30.

Evaluation of Solution 2: This one has two errors, one of which is repeated twice. It has the same
error as the previous solution, but it also uses the incorrect formula for each of the sums (the
off-by-one error).

Evaluation of Solution 3: This one is correct.

5.63 Two errors are made that cancel each other out. The first error is that the second sum in
the second step should go to 29, not 30. But in the computation of that sum in the next step, the
formula n(n —1)/2 is used instead of n(n + 1)/2 (The correct formula was used for the first sum).
This is a rare case where an off-by-one error is followed by the opposite off-by-one error that results
in the correct answer.

It should be emphasized that even though the correct answer is obtained, this is an incorrect
solution. They obtained the correct answer by sheer luck.
5.65 There are two ways to answer this. The smart aleck answer is ‘because it is correct.” But
why is it correct with 2, and couldn’t it be slightly modified to work with 1 or 07 The answer is no
because if you plug 1 or 0 into m, you get a division by 0. Hopefully I don’t need to tell you
that this is a bad thing.
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5.66

kzn:k3+k = Zn:k3+zn:k
=1

n(n+1)(n? +n +2)
4

n 7

5.68 (a) Z 1=

:1 7j=1 =1

i (n+1)‘

M:

1 2
- = n{nt1)(n+ ) (This one involves doing a little algebra,

6
i=1 j= =
applying two formulas, and then doing a little more algebra. Make sure you work it out until you
get this answer.)

K I " nn+1 nn+1) . nn+Dnn+1
DIDILEDIDHW :;(H;)): <2+>ZZZ LADLUER
n?(n +1)2

4
5.72 301 = 358043003845026204385124.

5.73 This is equivalent to k 0( 2)¥. so the summation is (1 — (=2)%)/(1 — (=2)) = (1 —
(—1)3%235)/3 = (1 4 23%)/3 = 11453246123.

1_ylo1 101_4
5.74 (a) 44— or L=
some algebra to make sure it is equivalent.) (b)
577 2° — 1= (z — 1)(x4+x3+x2+a:+1).
5.78 21 +22 +23 et 27L+1; 20’ 2n+1; 2n+1 _ 20

5.80 aZr al 17, .

5.81 LetS:a+a7‘+a7‘2+~'+a7‘”. Then rS =ar+ar’>+--- +ar"Z, so

(We won’t give the alternatives for the rest. If your answer differs, do

1— ( y)l()l 1+y101 1— y102
I-(-y) = 14y (c) 1—y? -

S—rS = at+artar’+---+ar" —ar—ar® —-- —ar"

= a—ar"tl.

From this we deduce that

a — ar"t!
S = ,
1—7r
that is,
n
e a—ar™tl
ar® =
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1 1 1
592 A=12 4 8§
3 9 27
10 000
0 0 0 O 01 0 0O
5.96 03.4=|0 0 0 O]l andIs= (0 0O 1 0 O
0 0 0 O 00010
0 00 01
-1 3
599 A+2B=1|3 3
(o +1 0 2c 2a —4a 2c
5.100 M + N = a b—2a 0|, 2M= 0 —2a 2b
| 2 0 -2 2a+20 0 —2
5.102 z=1and y =4.
(2 1 3] [2 1 3 16 15
5105 A4 = |0 1 1|0 1 1| =14 5 1
4 4 0] [4 4 0 8 8 16
a b c a+b+c b+c c
5.107 AB = c+a a+b b+c |, BA=|la+b+c a+b b
a+b+c a+b+c a+b+c a+b+c c+a a
32 -32
5.110 {_32 32]

5.115 Observe that A2 = (AB)(AB) = A(BA)B = A(B)B = (AB)B = AB = A. Similarly,
B? = (BA)(BA) = B(AB)A = B(A)A = (BA)A = BA = B.

5.116 Disprove! Take A = { (1) 8 and B = { 8 (1) } Then AB = B, but BA = 0-.
2 . a b:| a b:| ) . ( |:a2 + bC ab + bd:|> . 2 2
5.120 We havetr(A)-tr(C al le 4 = tr cated d+eap)) = + d* + 2bc and

a b

<tr<c d

is the condition sought.

15 9

2 6 10

3 7 11

4 8 12

5.127 We have (AB — BA)T = (AB)T — (BA)T = BTAT — ATBT = —-BA— A(—B) = AB — BA.
6.6 (a) Since we assumed that n > 1, —3n is certainly negative. In other words, —3n < 0. That’s
why in the first step we could say that 5n% — 3n + 20 < 5n? + 20. (b) We used the fact that
20 < 20n? whenever n > 1. If either of these solutions is not clear to you, you need to brush up on
your algebra.

6.7 This is incorrect. It is not true that —12n < —12n2 when n > 1. (If this isn’t clear to you after
thinking about it for a few minutes, you may need to do some algebra review.) In fact, that error
led to the statement 4n? — 12n + 10 < 2n? which cannot possibly be true as n gets larger since it
would require that 2n% — 12n + 10 < 0. This is not true as n gets larger. In fact, when n = 10, for
instance, it is clearly not true. But it is true that —12n < 0 when n > 0, so instead of replacing it
with —12n?, it should be replaced with 0 as in previous examples.

}))2 = (a+d)?. Thus tr (4?) = (tr (A))? < a®>+d? +2bc = (a + d)* < bc = ad,

5.123 NT =
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6.8 (a) Sure. Add the final step of 25n? < 50n? to the algebra in the proof. In fact, any number
above 25 can easily be used. Some values under 25 can also be used, but they would require a
modification of the algebra used in the proof. The bottom line is that there is generally no ‘right’
value to use for c. If you find a value that works, then it’s fine. (b) Clearly not. For this to work,
we would need 5n2 — 3n + 20 < 2n? to hold as n increases towards co. But this would imply that
3n2 —3n +20 < 0. But when n > 1, 3n? is positive and larger than 3n, so 3n? — 3n + 20 > 0. (c)
Sure. The proof used the fact that the inequality is true when n > 1, so it is clearly also true if
n > 100. And the definition of Big-O does not require that we use the smallest possible value for
no. (d) No. We would need a constant ¢ such that 5-0% —3-0+ 20 = 20 < 0 = ¢ - 02, which is
clearly impossible.

6.9 Ifn>1,

5n° +3n3 +n
5n° + 3n® +nd

= 9nd.

5n° —4nt +3n% — 202 +n

Therefore, 5n° — 4n* + 3n3 — 2n% + n = O(n).

6.10 We used ng =1 and ¢ = 9. Your values for ng and ¢ may differ. This is O.K. if you have the
correct algebra to back it up.

6.13 Since 4n? < 4n? +n+ 1 for n > 0, 4n? = Q(n?).

6.14 We used ¢ = 4 and ng = 0. You might have used ng = 1 or some other positive value. As
long as you chose a positive value for ng, it works just fine. You could have also used any value for
c larger than 0 and at most 4.

6.17 It is O.K. Since the second inequality holds when n > 0, it also holds when n > 1.

In general, when you want to combine inequalities that contain two different assumptions, you
simply make the more restrictive assumption. In this case, n > 1 is more restrictive than n > 0.
In general, if you have assumptions n > a and n > b, then to combine the results with these
assumptions, you assume n > max(a,b).

6.22 g(n) appears in the denominator of a fraction. If at some point it does not become (and
remain) non-zero, the limit in the definition will be undefined. If you never took a calculus course
and are not that familiar with limits, do not worry a whole lot about this subtle point.

6.23 o is like < and w is like >.

6.24 (a) No. If f(n) = ©(g(n)), f and g grow at the same rate. But f(n) = o(g(n)) expresses
the idea that f grows slower than ¢g. It is impossible for f to grow at the same rate as g and
slower than g. (b) Yes! If f grows no faster than g, then it is possible that it grows slower. For
instance, n = O(n?) and n = o(n?) are both true. (c) No. If f and g grow at the same rate, then
f(n) =0(g(n)), but f(n) # o(g(n)). For instance, 3n = O(n), but 3n # o(n). (d) Yes. In fact, it
is guaranteed! If f grows slower than g, then f grows no faster than g.

6.25

Evaluation of Solution 1: Although this proof sounds somewhat reasonable, it is way too informal
and convoluted. Here are some of the problems.

1. This student misunderstands the concept behind ‘ignoring the constants.” We can ignore
the constants after we know that f(n) = O(g(n)). We can’t ignore them in order to prove
it.

2. The phrase ‘become irrelevant’ (used twice) is not precise. We have developed mathe-
matical notation for a reason—it allows us to make statements like these precise. It’s
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kind of like saying that a certain car costs ‘a lot’. What is ‘a lot’? Although $30,000
might be a lot for most of us, people with a lot more money than I have might not think
that $500,000 is a lot.

3. The phrase ‘This leaves us with n* +n*~1 ... +n = O(n*)’ is odd. What precisely do
they mean? That this is true or that this is what we need to prove now? In either case,
it is incorrect. Similarly for the second time they use the phrase ‘This leaves us with’.

4. The second half of the proof is unnecessarily convoluted. They essentially are claiming
that their proof has boiled down to showing that n* = O(n*). To prove this, they use
an incredibly drawn out, yet vague, explanation that is in a single unnecessarily long
sentence. Why are they even bringing © and €2 into this proof? Why don’t they just
say something like ‘since n¥ < 1n* for all n > 1, n¥ = O(n¥)’? 1 believe the answer is
obvious: they don’t really understand what they are doing here. They clearly have a
vague understanding of the notation, but they don’t understand the formal definition.

The bottom line is that this student understands that the statement they needed to prove
is correct, and they have a vague sense of why it is true, but they did not have a clear
understanding of how to use the definition of Big-O to prove it. The most important thing
to take away from this example is this: Be precise, use the notation and definitions you have
learned, and if your proofs look a lot different than those in the book, you might question
whether or not you are on the right track.

Evaluation of Solution 2: This proof is correct.

6.26 We cannot say anything about the relative growth rates of f(n) and g(n) because we are
only given upper bounds for each. It is possible that f(n) = n? and g(n) = n, so that f(n) grows
faster, or vice-versa. They could also both be n.

6.27 (a) F. This is saying that f(n) grows no faster than g(n). (b) F. They grow at the same
rate. (c¢) F. f(n) might grow slower than g(n). For instance, f(n) = and g(n) =n% (d) F. They
might grow at the same rate. For instance, f(n) = g(n) =n. (e) F. If f(n) =n and g(n) =

f(n) =0(g(n)), but f(n) # Q(g(n)). (f) T. By Theorem 6.18. (g) F. f( ) =n and g(n) =

F(m) = Olg(m)., but () # Olg(n). () F. It fn) = n and g(n) = 2. F(n) - O(g(n)), but
g(n) £ O(f(n).

6.37 cig(n) < f(n) < cag(n) for all n > ng; = o f(n); % (n); esh(n) < g(n) < c4h(n) for all n >
ni.; c2; cacq; max{ng,ni}; cicsh(n); cacah(n); @(h( )); ©; transitive;

6.39 (a) T. By Theorem 6.36. (b) T. By Theorem 6.18. (c¢) T. By Theorem 6.32. (d) F. The
backwards implication is true, but the forward one is not. For instance, if f(n) = n and g(n) = n?,
clearly f(n) = O(g(n)), but f(n) # O(g(n)). (e) F. Neither direction is true. For instance, if
f(n) =n and g(n) = n?, f(n) = O(g(n)), but g(n) # O(f(n)). (f) T. By Theorem 6.36. (g) T. By
Theorem 6.18. (h) T. By Theorem 6.28.

6.42 cin?; con?; %— 3. % = %; %nz; %nz; 10.

6.43 There are a few ways to think about this. First, the larger n is, the smaller % is, so a smaller
amount is being subtracted. But that’s perhaps too fuzzy. Let’s look at it this way:

3

1
>10= — <2 T N =
"= 3 -3 10 =710 2 10

0n33§3 .
n

3
n

l\’)l}—t

6.45 (a) Theorem 6.18. (b) Absolutely not! Theorem 6.18 requires that we also prove f(n) =
Q(g(n)). Here is a counterexample: n = O(n?), but n # 0(n?). So f(n) = O(g(n)) does not imply
that f(n) = ©(g(n)).



Problems 529

6.46 Notice that whenn >1,nl=1-2-3---n <n-n---n=n". Therefore n! = O(n") (We used
nog=1,and ¢ = 1.)
6.49 If f(z) = O(g(x)), then there are positive constants ¢; and n( such that

0 < f(n) < c1 g(n) for all n > ny,
and if g(x) = O(h(z)), then there are positive constants cp and n( such that
0 < g(n) < cgh(n) for all n > nJ.
Set ng = max(n,ny) and ¢ = ¢; c2. Then
0< f(n) <ecr1g(n) <cpeah(n) =czh(n) for all n > ng.

Thus f(x) = O(h(z)).
6.53 (a) oo (b) oo (c) oo (d) oo (e) 0 (f) 0 (g) 8675309
6.57 Theorem 6.51 part (b) implies that lim n? = 0o. Since the limit being computed was actually

n—oo

1
lim —, Theorem 6.55 was used to obtain the final answer of 0 for the limit.
n—oo n2

6.58 Notice that lim,_ o ?;i; = limy y00 3z = 00, so 323 = w(x2) by the second case of the
Theorem 6.50, which also implies that 323 = Q(x?).
: _nn+1)/2 . nP4n 1 1 1 1 _
6.63 Notice that nh_)rroloT = nh—>H<;lo 52 = nh—>Hc;lo§ + m=3 +0= 57 50 nin+1)/2 =
O(n?).
27 2\*
6.64 (a) Since lim — = lim (—) = 0, the result follows.

(b) If x > 1, then clearly (3/2)* > 1, so 2% < 27 (%)m = (QL;’)QE = 3%. Therefore, 2* = O(3%).
6.70

Evaluation of Proof 1: 7% grows faster than 5% does not mean 7% — 5% > 0 for all « # 0. For one
thing, we are really only concerned about positive values of z. Further, we are specifically
concerned about very large values of . In other words, we want something to be true for all
x that are ‘large enough’. Also, this statement does not take into account constant factors.
Similarly, a tight bound does not imply that 7% — 5 = 0. The bottom line: This one is way
off. They are not conveying an understanding of what ‘upper bound’ really means, and they
certainly haven’t proven anything. Frankly, I don’t think they have a clue what they are
trying to say in this proof.

Evaluation of Proof 2: This one has several problems. First, the application of I’'Hopital’s rule is

*1
incorrect. The result should be le ?m IZE?’ which should make it obvious that I’Hopital’s

rule doesn’t actually help in this case. (The key to this one is to do a little algebra.) The
next problem is the statement ‘but xlog7 gets there faster’. What exactly does that mean?
Asymptotically faster, or just faster? If the former, it needs to be proven. If the latter, that
isn’t enough to prove relative growth rates. Finally, even if this showed that 5% = O(7%),
that only shows that 7% is an upper bound on 5*. It does not show that the bound is not
tight. The bottom line is that bad algebra combined with vague statements falls way short
of a correct proof.

Evaluation of Proof 3: This proof is very close to being correct. The main problem is that they
only stated that 5 = O(7%), but they also needed to show that 5% # ©(7%). It turns out that
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the theorem they mention also gives them that. So all they needed to add is ‘and 5% # ©(7*)’
at the end. Technically, there is another problem—they should have taken the limit of 5% /7%.
What they really showed using the limit theorem is that 7% = w(5%), which is equivalent to
5% = o(7%). It isn’t a major problem, but technically the limit theorem does not directly give
them the result they say it does. If you are trying to prove that f(x) is bounded by g(z), put
f(z) on the top and g(z) on the bottom.

6.72 You should have come up with n?logn for the upper bound. If you didn’t, now that you
know the answer, go back and try to write the proofs before reading them here. (a) If n > 1,

In(n? 4+ 1) <In(n? +n?) = In(2n?) = In2 +Inn?) < (Inn +2Inn) = 3Inn
Thus when n > 1,
nln(n2 +1) +n’lnn < n3lnn+n’lnn < 3n’lnn+nlnn < an?Inn.

Thus, nln(n?+1) +n%Ilnn = O(n?Inn). (You may have different algebra in your proof. Just make
certain that however you did it that it is correct.)

In(n? + 1) 4+ n?1 In(n? + 1
(b) Tim 2B i J+n'ln o, plo D) n(zn D
T—00 n?lnn z—oo  nlnn
2
~ 14 lim In(n® +1)
z—oo  nlnn
2n
= 1+ lim _ni+l (PHopital)
1‘—>0<>1'1nn+n'%
1+ 1i 2n
= im
=00 (n? +1)(Inn + 1)
2
= 1+ lim I’'Hopital
z—o0 2n(lnn +1) + (n2+1) - 4 (IHopital)
2
= 1+ lim T
e—o0 2n(lnn + 1) +n + -
= 14+40=1.
Therefore, nln(n? + 1) + n?Inn = O(n%logn).
6.74 We can see that (n? —1)5 = ©(n!?) since
2_1)5 2 _4q 5 1\°
i D (L> — lim <1 = —) — 1.
n—o00 n10 n—00 n2 n— 00 n2
6.75 The following limit shows that 2"+ + 5"~1 = ©(5").
o L L L. L (2)" 1 1
T A T T T AR 2\E) T 0ty

Note that we could also have shown that 2"+ 4 57~1 = ©(5"~1), but that is not as simple of a

function. "

1
6.78 Since a < b, b — a > 0. Therefore, lim n_b = lim n* 7’ = lim —— = 0. By Theorem 6.50,
n—0oo N n—00 n—oo Y4
n® = o(n?).
n

6.81 Since a < b, a/b < 1. Therefore, lim = lim <%)n = 0. By Theorem 6.50, a™ = o(b™).

n—oo HN n—00
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6.86 (a) False since 3" grows faster than 2". (b) True since 2" grows slower than 3". (c) False
since 3" grows faster than 2", which means it does not grow slower or at the same rate. (d) True
since they both have the same growth rate. Remember, exponentials with different bases have
different growth rates, but logarithms with different bases have the same growth rate. (e) True
since they have the same growth rate. Remember that if f(n) = ©(g(n)), then f(n) = O(g(n)) and
f(n) = Q(g(n)). (f) False since they have the same growth rate, so log;,n does not grow slower
than logs n.

l —_—
6.89 Using I'Hopital’s rule, we have lim 0g.(n) — lim 22O _ = 0 since b > 0.

n—oo b n—oo bnb=1  nSoo In(c)b nb

Thus, Theorem 6.50 tells us that log, n = o(n®).
6.94 (a) ©; (b) o (O is correct, but not precise enough.); (c) ©; (d) o (O is correct, but not precise
enough.); (e) O since 2" = 22"~1; (f) Q (Technically it is w, but I'll let it slide if you put € since
we haven’t used w much.); (g) through (j) are all o (O is correct, but not precise enough.)
6.96 If your answers do not all start with ©, go back and redo them before reading the answers.
Your answers should match the following ezactly. (a) ©(n7). (b) O(n?). (c) ©(n?). (d) O(3"). (e)
6(2). () O(n?). (g) OO, (h) O(n").
6.97 Here is the correct ranking (where ~ indicates two functions grow at the same rate):
10000, logz ~ log(z3%9), 1og®® z, 2000001 o « log(2%), zlog(z), x!°923, 22, 5 27 32
6.98 Modern computers use multitasking to perform several tasks (seemingly) at the same time.
Therefore, if an algorithm takes 1 minute of real time (wall-clock time), it might be that 58 seconds
of that time was spent running the algorithm, but it could also be the case that only 30 seconds
of that time were spent on that algorithm, and the other 30 seconds spent on other processes. In
this case, the CPU time would be 30 seconds, but the wall-clock time 60 seconds.

Further complicating matters is increasing availability of machines with multiple processors.
If an algorithm runs on 4 processors rather than one, it might take 1/4th the time in terms of
wall-clock time, but it will probably take the same amount of CPU time (or close to it).
6.99 We cannot be certain whose algorithm is better with the given information. Maybe Sue
used a TRS-80 Model 1V from the 1980s to run her program and Stu used Tianhe-2 (The fastest
computer in the world from about 2013-2014). In this case, it is possible that if Sue ran her program
on Tianhe-2 it would have only taken 2 minutes, making her the real winner.
6.100 As has already been mentioned, other processes on the machine can have a significant
influence on the wall-clock time. For instance, if I run two CPU-intensive programs at once, the
wall-clock time of each might be about twice what it would be if I ran them one at a time. If they
are run on a machine with multiple cores the wall-clock time might be closer to the CPU-time. But
other processes that are running can still throw off the numbers.
6.101 For the most part, yes. This is especially true if the running times of the algorithms are
not too close to each other (in other words, if one of the algorithms is significantly faster than the
other). However, the number of other processes running on the machine can have an influence on
CPU-time. For instance, if there are more processes running, there are more context switches, and
depending on how the CPU-time is counted, these context switches can influence the runtime. So
although comparing the CPU-time of two algorithms that are run on the same computer gives a
pretty good indication of which is better, it is still not perfect.
6.103 This one is a little more tricky. The answer is n - m since this is how many entries are in the
matrix. Sometimes we need to use two numbers to specify the input size. As suggested previously,
we will ignore the size of the two other pieces of data.
6.109 We focus on the assignment (=) inside the loop and ignore the other instructions. This
should be fine since assignment occurs at least as often as any other instruction. In addition, it is
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important to note that max takes constant time (did you remember to explicitly say this?), as do all
of the other operations, so we aren’t under-counting. It isn’t too difficult to see that the assignment
will occur n times for an array of size n since the code goes through a loop with ¢ =0,...,n — 1.
Thus, the complexity of maximum is always O(n). That is, ©(n) is the best, average, and worst-case
complexity of maximum.

6.112 The line in the inner for loop takes constant time (let’s call it ¢). The inner loop executes
k = 50 times, each time doing ¢ operations. Thus the inner loop does 50 - ¢ operations, which is
still just a constant. The outer loop executes n times, each time executing the inner loop, which
takes 50 - ¢ operations. Thus, the whole algorithm takes 50 - ¢ - n = O(n) time.

6.113 The line in the inner for loop takes constant time (let’s call it ¢). The inner loop executes n
times since j is going from 0 to n2 — 1, so each time the inner loop executes, it does en? operations.
The outer loop executes n times, each time executing the inner loop. Thus, the total time is
n x en? = O(n?).

This is an example of an algorithm with a double-nested loop that is worse than ©(n?). The
point of this exercise is to make it clear that you should never jump to conclusions too quickly
when analyzing algorithms. Read the limits on loops very carefully!

6.116 (a) AreaTrapezoid is constant. (b) factorialis not constant. It should be easy to see that
it has a complexity of ©(n). (c) absoluteValue is constant if we assume sqrt takes constant time.
6.121 Although it has a nested loop, the inside loop always executes 6 times, which is a constant.
So the algorithm takes about 6 - ¢ -n = ©(n) operations, not ©(n?).

6.126 (a) Since factorial has a complexity of ©(n), it is not quadratic. (b) Since there are n
entries it to consider, the algorithm takes ©(n?) time, so it would be quadratic.?

6.127 Bubble sort, selection sort, and insertion sort are three of them that you may have seen
before.

2

2

6.133 As we mentioned in our analysis, executing the conditional statement takes about 3 opera-
tions, and if it is true, about 3 additional operations are performed. So the worst case is no more
than about twice as many operations as the best case. In other words, we are comparing ¢ - n? to
2¢ - n?, both of which are ©(n?).

6.136 Since both of these methods require accessing the ith element of the list for some integer ¢,
and since we must traverse the list from the head, clearly the complexity of both methods is O (7).

We could be less specific and say that the complexity is O(n) since 0 < ¢ < n. However, when
analyzing algorithms that make repeated calls to these methods, using ©(i) might give a more
accurate answer overall. It makes the analysis more difficult, but sometimes it is worth it.

Note: For doubly-linked lists, some implementations traverse starting at the tail if the index is
closer to the end of the list. However, that just means the complexity is no worse than O(n/2) =
O(n). In other words, it only changes the complexity by a constant factor.

6.138 All of them should be ©(1), assuming we keep track of how many elements are currently in
the stack (which is a reasonable thing to do).

6.139 For an array, either enqueue or dequeue (but not both) will be ©(n). All of the others will
be O(1), assuming we keep track of how many elements are currently in the queue. Note that the
advantage of the circular array implementation is that both enqueue and dequeue are ©(1).
6.140 For the array implementation, addToFront, removeFirst and contains will all be ©(n) and
the rest will be ©(1). For the linked list implementation, contains will be ©(n) and the rest will be
constant if we assume there is both a head and tail pointer. If there is no tail pointer, addToEnd
will be ©(n).

2Technically this is linear with respect to the size of the input since the size of the input is n2. But it is quadratic
in n. In either case, it is ©(n?).
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6.141 For unbalanced, all operations can be done in ©(h) time, where h is the height of the tree.
This is the best answer you can give. You could also say O(n) time since the height is no more
then n, but this answer is not precise enough to be of much use. You cannot say O(logn) since this
is not necessarily true for an unbalanced tree.

For balanced (red-black, AVL, etc.), all operations can be implemented with complexity ©(logn).
6.142 The average-case complexity for all of these operations is O(1), and the worst-case complexity
is O(n).

6.143

Evaluation of Solution 1: I have no idea what logic they are trying to use here. Sure, o™ is an
exponential function, but what does that have to do with how long this algorithm takes?
This solution is way off.

Evaluation of Solution 2: Having the i in the answer is nonsense since it doesn’t mean anything
in the context of a complexity—it is just a variable that happens to be used to index a
loop. Further, the answer should be given using ©-notation. So this solution is just plain
wrong. Since having an 7 in the complexity does not make any sense, this person either has a
fundamental misunderstanding of how to analyze algorithms or they didn’t think about their
final answer. Don’t be like this person!

Evaluation of Solution 3: This solution is O.K., but it has a slight problem. Although the analysis
given estimates the worst-case behavior, it over-estimates it. By replacing ¢ with n — 1, they
are over-estimating how long the algorithm takes. The call to pow only takes n — 1 time
once. This solution can really only tell us that the complexity is O(n?). Is it possible the
over-estimation of time resulted in a bound that isn’t tight? Even if it turns out that ©(n?)
is the correct bound, this solution does not prove it. Although they are on the right track,
this person needed to be a little more careful in their analysis.

6.144 Before you read too far: if you did not use a summation in your solution, go back and try
again! This is very similar to the analysis of bubblesort. The for loop takes i from 0 to n — 1, and
each time the code in the loop takes i time (since that is how long power (a,i) takes). Thus, the
complexity is

n—1
St g
1=0

Notice that just because the answer is ©(n?), that does not mean that the third solution to Eval-
uate 6.143 was correct. As we stated in the solution to that problem, because they overestimated
the number of operations, they only proved that the algorithm has complexity O(n?).

6.145 Here is one solution.

double addPowers(double a, int n) {
if (a==1) {
return n;
} else {
double sum = 1; // for the $a"0% term.
double pow = 1;
for(int i=1;i<n;i++) {
pow = pow*a;
sum += pow;
}

return sum;
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}
}

If a = 1, the algorithm takes constant time. Otherwise, it executes a constant number of operations
and a single for loop n times. The code in the loop takes constant time. Thus the algorithm takes
©(n) time.
6.146 If you used recursion instead of a loop, cool idea. However, go back and do it again. There
is an even simpler way to do it. Need a hint? Apply some of that discrete mathematics material
you have been learning! When you have a solution that does not use a loop or recursion (or you
get stuck), keep reading.

The trick is to use the formula for a geometric series (did you recognize that this is what
addPowers is really computing?). We need a special case for a = 1 because the formula requires

that a # 1.

double addPowers(double a, int n) {
if (a==1) {
return n;
} else {
return (l1-power(a,n))/(1-a);
}
}

If a = 1, the algorithm takes constant time. Otherwise, it executes a constant number of
operations and a single call to power (a,n) which takes n time. Thus the algorithm takes O(n+1) =
©(n) time.

It is worth noting that ¢ = 0 is a tricky case. addPowers can’t really be computed for a = 0
since 0" is undefined. It is for this reason that the first term of a geometric sequence is technically
1, not a. Since a® = 1 for all other values of a, the case of a = 0 is usually glossed over. If you
don’t understand what the fuss is about, don’t worry too much about it.

6.148

Evaluation of Solution 1: This takes about 2 + 4n + 4m operations, which is essentially the same
as the ‘C’ version. Unfortunately, it is slightly worse than the original solution since it is now
incorrect. All they did is omit adding the final n in the first sum. This went from a ‘C’ to a
‘D’ (at best).

Evaluation of Solution 2: This one takes about 2+ 4(n — 1 —m + 1) = 2 + 4(n — m) operations.
This is a lot better than the previous solutions. Unfortunately, it misses adding the final n,
so it is incorrect. It also is not as efficient as possible. I'd say this is still a ‘C’.

Evaluation of Solution 3: This student figured out the trick—they know a formula to compute the
sum, so they tried to use it. Unfortunately, they used the formula incorrectly and/or they
made a mistake when manipulating the sum (it is impossible to tell exactly what they did
wrong—they made either one or two errors), so the algorithm is not correct. In terms of
efficiency, their solution is great because it takes a constant number of operations no matter
what n and m are. Because their answer is efficient and wery close to being correct, I'd
probably give them a ‘B’.

n n —1
B _nn+1) (m—1L)m . .
6.149 We use the fact that kE k= kg 1 — kg 1 = 5 — 5 to give us the following
=m = =

solution:

int sumFromMToN(int m,int n) {
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return n*x(n+1)/2 - (m-1)*m/2;
}

Since this is just doing a fixed number of arithmetic operations no matter what the values of m
and n are, it takes constant time.
6.152 The analysis of these is very similar to the analysis of Examples 6.151, so the details are
omitted. (a) For a LinkedList the contains method takes ©(m) time, so the overall complexity
is ©(nm). (b)For a HashSet it takes ©(1) time to call contains (on average), so the overall
complexity is ©(n +n) = O(n).
6.154 (a) contains takes ©(m) time so the complexity is ©(n(logn + m)).

(b) Here the contains method takes O(logm) time, so the overall complexity is O(n(logn +
logm)) (or ©(nlogn + nlogm) if you prefer to write it that way).

Note that we don’t know the relationship between n and m so we can’t simplify either answer.

n |n/2]
decimal ‘ binary decimal ‘ binary
12 1100 6 110
6.157 13 1101 6 110
32 100000 16 10000
33 100001 16 10000
118 1110110 59 111011
119 1110111 59 111011

6.158 The next theorem answers the question about the pattern.

7.2 (a) No. The domain is Z, which does not have a ‘starting point’. (b) Yes. The domain is Z*.
(c) Yes. The domain is {2,3,4,...}. (d) Yes. The domain is Z*. (e) No. The domain is R which is
not a subset of Z. Thus, not only is there no ‘starting point,” there is no clear ordering of the real
numbers from one to the next.

7.4 Modus ponens.

7.5 You can immediately conclude that P(6) is true using modus ponens. If that was your answer,
good. But you can keep going. Since P(6) is true, you can conclude that P(7) is true (also by
modus ponens). But then you can conclude that P(8) is true. And so on. The most complete
answer you can give is that P(n) is true for all n > 5. You cannot conclude that P(n) is true for
all n > 1 because we don’t know anything about the truth values of P(1), P(2), P(3), and P(4).
7.6 Nothing. We can conclude that P(n) is true for any n > 17, but there is not enough information
to say anything about values of n less than 17.

7.7 There are various ways to say this, including what was said in the paragraph above. Here is
another way to say it:

If P(a) is true, and for any value of k > a, P(k) true implies that P(k+ 1) is true, then
P(n) is true for all n > a.

7.9 If you answered yes and you aren’t lying, great! If you answered no or you answered yes but
you lied, it is important that you think about it some more and/or get some help. If you want to

succeed at writing induction proofs, understanding this is an important step!
k+1 k
1(1+1) . k+1 ; (k+1 k+2)
7.12 5 P(1) is true; P(k) is true; Zz = ——=; P(k+1); 2 Z
1= =1

k(k+1) k k+1)(k+2
w; B +1; % P(k+1) is true; P(1) is true; k > 1; all n > 1; induction or the

principle of mathematical induction or PMI.
7.13
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k
(a) P(k) is the statement “Zz’ Al=(k+ 1) =17

i=1
k+1
(b) P(k+ 1) is the statement “Zz’ il =(k+2)! =17
i=1

(d) RHS(k) = (k+1)! — 1

k+1

(e) LHS(k+1) E:zﬂ

(f) RHS(k+1) = (k+2)! — 1

nn+1)(2n+1)
6

n
7.16 Define P(n) to be the statement “Z 2 =
i=1

7. We need to show that P(n)

is true for all n > 1.

1
1(2
Base Case: Since Z P=12=1= m, P(1) is true. (If your algebra is in a different order,

i=1 6
1 1
1(2 1(2
like E_ i? = %(3) =1, it is incorrect. We only know that ;:1 i? = % because we first saw
1
1(2
that E i2 = 1, and then were able to see that 1 = ( 2(3) )

i=1

k(k +1)(2k + 1)
: .

k
Inductive Hypothesis: Let £ > 1 and assume P(k) is true. That is, Zz’2 =
i=1
(As a side note, I know that what I need to prove next is

’“i:l o (B Dk+2RE+D+1) (R D(k+2)(2k+3)

6 N 6

I am only writing this down now so that I know what my goal is. I am not going to start working
both sides of this or otherwise manipulate it. I can’t because I don’t know whether or not it is true

yet.)
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Inductive Step: Notice that

S
+
—_
=

it o= P24 (k+1)?
=1 =1

_ MEEDEEED o

kE(2k +1) k+1))

k2k+1 +6(l<:+1)>

(k+1)
(k+1)
(k+1)
(h+1) 2k +7/<:+6)

= (k+1)

(F5-
(%
(2 +k+6k+6>
(
(

(2k + 3)( /<;+2)>

(k+1)(k + 2)(% +3)

Therefore P(k 4 1) is true.

Summary: Since P(1) is true and P(k) — P(k+1) is true when k& > 1, P(n) is true for all n > 1
by induction.

7.18 For k =1 we have 1-2 = 2+ (1 — 1)22, and so the statement is true for n = 1. Let k > 1
and assume the statement is true for k. That is, assume

1242224328 4. k.28 =24 (k- 1)2F L.
We need to show that
1242224322 4+ 4 (k+1)- 281 =2 4 k2k+2,
Using some algebra and the inductive hypothesis, we can see that

12422243224 4 k- 28 p (k+ )28 = 24 (K —1)2%1  (k +1)28 !
= 24 (k—1+Fk+1)2k!
= 24 2k2FH!
= 24 k2FH2,

Thus, the result is true for k£ + 1. The result follows by induction.
7.20 This proof is very close to being correct, but is suffers from a few small but important errors:

e For the sake of clarity, it might have been better to use k throughout most of the proof instead
of n. The exception is in the final sentence where n is correct.

e The base case is just some algebra without context. A few words are needed. For instance,
‘notice that when n = 1,.

e The base case is presented incorrectly. Notice that the writer starts by writing down what
she wants to be true and then deduces that it is indeed correct by doing algebra on both
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sides of the equation. As we have already mentioned, you should never start with what you
want to prove and work both sides! It is not only sloppy, but it can lead to incorrect proofs.
Whenever I see students do this, I always tell them to use what I call the U method. What I
mean is rewrite your work by starting at the upper left, going down the left side, then doing
up the right side. So the above should be rewritten as:

1-1l=1=21-1=(1+1)!—1.

Notice that if the U method does not work (because one or more steps isn’t correct), it is
probably an indication of an incorrect proof. Consider what happens if you try it on the proof
in Exercise 2.91. You would write —1 = (—1)2 = 1 = 12 = 1. Notice that the first equality is
incorrect.

The U method can sometimes apply to inequalities as well.

e When the writer makes her assumption, she says ‘for n > 1°. This is O.K., but there is some
ambiguity here. Does she mean for all n, or for a particular value of n? She must mean the
latter since the former is what she is trying to prove. It would have been better for her to
say ‘for some n > 1.

e The algebra in the inductive step is perfect. However, what does it mean? She should include
something like ‘Notice that’ before her algebra just to give it a little context. It often doesn’t
take a lot of words, but adding a few phrases here and there goes a long way to help a proof
flow more clearly.

e She says ‘Therefore it is true for n’. She must have meant n + 1 since that is what she just
proved.

e As with her assumption, her final statement could be clarified by saying ‘for all n > 1.’

Overall, the proof has almost all of the correct content. Most of the problems have to do with
presentation. But as we have seen with other types of proofs, the details are really important to
get right!
7.21 Given this proof, we know that P(1) is true. We also know that P(2) — P(3), P(3) — P(4),
etc, are all true. Unfortunately, the proof omits showing that P(2) is true, so modus ponens never
applies. In other words, knowing that P(2) — P(3) is true does us no good unless we know P(2)
is true, which we don’t. Because of this, we don’t know anything about the truth values of P(3),
P(4), etc. The proof either needs to show that P(2) is true as part of the base case, or the inductive
step needs to start at 1 instead of 2.
7.23 Because our inductive hypothesis was that P(k — 1) is true instead of P(k). If we assumed
that £ > 0, then when k£ = 0 it would mean we are assuming P(—1) is true, and we don’t know
whether or not it is since we never discussed P(—1).
7.27 This contains a very subtle error. Did you find it? If not, go back and carefully re-read the
proof and think carefully—at least one thing said in the proof must be incorrect. What is it?
O.K., here it is: The statement ‘goat 2 is in both collections’ is not always true. If n = 1, then
the first collection contains goats 1 through 1, and the second collection contains goats 2 through
2. In this case, there is no overlap of goat 2, so the proof falls apart.
7.28

Evaluation of Proof 1: This solution is on the right track, but it has several technical problems.

e The base case should be £k =0, not k = 1.
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e The way the base case is worded could be improved. For instance, what purpose does

saying ‘2 = 2’ serve? Also, the separate sentence that just says ‘it is true’ is a little
vague and awkward. I would reword this as:

The total number of palindromes of length 2 -1 is 2 = 2!, so the statement is
true for k£ = 1.

Of course, the base case should really be k = 0, but if it were k = 1, that is how I would
word it.

The connection between palindromes of length 2k and 2(k + 1) is not entirely clear and
is incorrect as stated. A palindrome of length 2(k + 1) can be formed from a palindrome
of length 2k by adding a 0 to both the beginning and end or adding a 1 to both the
beginning and the end. This what was probably meant, but it is not what the proof
actually says.

But we need to say a little more about this. Every palindrome of length 2(k + 1) can be
formed from exactly one palindrome of length 2k with this method. But is this enough?
Not quite. We also need to know that every palindrome of length 2k can be extended to
a palindrome of length 2(k+ 1), and it should be clear that this is the case. In summary,
the inductive step needs to establish that there are twice as many binary palindromes of
length 2(k + 1) as there are of length 2k. The argument has to convince the reader that
there is a 2-to-1 correspondence between these sets of palindromes. In other words, we
did not omit or double-count any.

Evaluation of Proof 2: The base case correct. Unfortunately, that is about the only thing that is
correct.

The second sentence is wrong. We cannot say that ‘it is true for all n’—that is precisely
what we are trying to prove. We need to assume it is true for a particular n and then
prove it is true for n + 1.

The rest of the proof is one really long sentence that is difficult to follow. It should be
split into much shorter sentences, each of which provides one step of the proof.

The term ‘binary number’ should be replaced with ‘binary palindrome’ throughout. It
causes confusion, especially when the words ‘add’ and ‘consecutive’ are used. These
mean something very different if we have numbers in mind instead of strings.

I don’t think the phrase ‘each consecutive binary number’ means what the writer thinks
it means. The binary numbers 1001 and 1010 are consecutive (representing 9 and 10),
but that is probably not what the writer has in mind.

The term ‘permutations’ shows up for some reason. I think they might have mean
‘strings’ or something else.

Why bring up the 4 possible ways to extend a binary string by adding to the beginning
and end if only two of them are relevant? Why not just consider the ones of interest in
the first place?

In the context of a proof, the phrase ’you are adding’ doesn’t make sense. Why am
I adding something and what am I adding it to? And do they mean addition (of the
binary numbers) or appending (of strings)?

They switch from n to k in the middle of the proof to provide further confusion.
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Evaluation of Proof 3: This proof has most of the right ideas, but it does not put them together
well. The base case is correct. It sounds like the writer understands what is going on with
the inductive step, but needs to communicate it more clearly. More specifically, what does
‘assume 2k — 2F palindromes’ mean? I think I am supposed to read this as ‘assume that
there are 2F palindromes of length 2k.” 3

The final sentence is also problematic. The first phrase tries to connect to the previous
sentence, but the connection needs to be a little more clear. The final phrase is not a complete
thought. In the first place, I know that 2¥ + 2¥ = 25+1 and this has nothing to do with the
previous phrases. In other words, the ‘so’ connecting the phrases doesn’t make sense. But
more seriously, why do I care that 2% + 2% = 2¥+1? What he meant was something like ‘so
there are 2F + 28 = 2#+1 palindromes of length 2k + 2’

7.29 The empty string is the only string of length 0, and it is a palindrome. Thus there is 1 = 2°
palindromes of length 0.

Now assume there are 2™ binary palindromes of length 2n. For every palindrome of length 2n,
exactly two palindromes of length 2(n + 1) can be constructed by appending either a 0 or a 1 to
both the beginning and the end. Further, every palindrome of length 2(n 4 1) can be constructed
this way. Thus, there are twice as many palindromes of length 2(n + 1) as there are of length 2n.
By the inductive hypothesis, there are 2 - 2" = 2"*! binary palindromes of length 2(n + 1).

The result follows by PMI.
7.32 Yes. It clearly calls itself in the else clause.

7.35 (a) The base cases are n << 0. (b) The inductive cases are n > 0. (c) Yes. For any value
n > 0, the recursive call uses the value n — 1, which is getting closer to the base case of 0.

7.38 Notice that if n < 0, countdown(0) prints nothing, so it works in that case. For k > 0, assume
countdown (k) works correctly. Then countdown(k+1) will print ‘k 4+ 1’ and call countdown (k). By
the inductive hypothesis, countdown (k) will print ‘k k-1 ... 2 1’, so countdown (k+1) will print ‘k+1
k k-1...2 1’, so it works properly. By PMI, countdown(n) works for all n > 0.

7.42 1t is pretty clear that the recursive algorithm is much shorter and was a lot easier to write.
It is also a lot easier to make a mistake implementing the iterative algorithm. So far, it looks like
the recursive algorithm is the clear winner. However, in the next section we will show you why the
recursive algorithm we gave should never be implemented. It turns out that is is very inefficient.

The bottom line is that the iterative algorithm is better in this case. Don’t feel bad if you
thought the recursive algorithm was better. After the next section, you will be better prepared to
compare recursive and iterative algorithms in terms of efficiency.

7.45 PrintN will print from 1 to n, and NPrint will print from n to 1. If you go the answer wrong,
go back and convince yourself that this is correct.

7.48 (a) 2. (b) 1. (¢) an-1+2-ap-2+3-an-3+4-an_4. (d) There are none.

7.52 It means to find a closed-form expression for it. In other words, one that does not define the
sequence recursively.

7.54 Whenn=1,T(1)=1=0+1=1logy1+ 1. Assume that T'(k) =logok+1foralll1 <k <n

3In general, avoid the use of mathematical symbols in constructing the grammar of an English sentence. One of
the most common abuses I see is the use of — in the middle of a sentence.

4We are letting n = 0 be the base case. You could also let n = 1 be the base case, but then you would need to
prove that countdown (1) works.
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(we are using strong induction). Then

T(n) = T(n/2)+1
(loga(n/2) +1) +1
logon —logy 2 + 2
logon —1+2

= loggn + 1.

So by PMI, T'(n) =logyn + 1 for all n > 1.

7.56 We begin by computing a few values to see if we can find a pattern. A(2) = A(1) +2 =
242=4,A3) = A2)+2=4+2=6, A(4) = 8, A(5) = 10, etc. It seems pretty obvious
that A(n) = 2n. It holds for n = 1, so we have our base case. Assume A(n) = 2n. Then
An+1)=A(n)+2=2n+2=2(n+ 1), so it holds for n + 1. By PMI, A(n) = 2n for all n > 1.

7.59 It contains 3 very different looking recursive terms so it is very unlikely we will be able to
find any sort of meaningful pattern by iteration.

7.61

H(n) = 2H(n—-1)+1
= 2Q2H(n—-2)+1)+1
=22H(n—2)+2+1
= 22Q2H(n—-3)+1)+2+1
=2’H(n—3)+22+2+1

= "TH) +2" 2+ 2" 4 241
ol ponm2pon T 4241
= 2" -1

Thus, H(n) = 2™ — 1. Luckily, this matches our answer from Example 7.55.

7.63 Iterating a few steps, we discover:

T(n) = T(n/2)+1

T(n/4)+1+1

T(n/2%) +2 (I think I see a pattern!)
(
(

T(n/2%) +1+2
= T(n/2%)+3 (I do see a pattern!)

; T(n/2%) + k

We need to find k such that n/2% = 1. We already saw in Example 7.60 that k& = logy n is the
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solution. Therefore, we have

T(n) = T(n/2%) +k
= T(n/2"°82") 4 logyn
= T(1) 4 logyn
= 1+logyn

Therefore, T'(n) = 1 + logy n.

7.64 The final answer is T(n) = 2" —n — 2 or T(n) = 4-2""! —n — 2. It is important that
you can work this out yourself, so try your best to get this answer without looking further. But if
you get stuck or have a different answer, you can refer to the following skeleton of steps—we have
omitted many of the steps because we want you to work them out. It does provide a few reference
points along the way, however.

Tn) = 2T'(n—1)+n
= 2(2T(n—2)+ (n —1)) + n (having n instead of (n — 1) is a common error)
= 2°T(n —2) +3n — 2 (it is unclear yet if I should have 3n — 2 or some other form)

(many skipped steps)
k—1 '
= 2*T(n—k)+ 2" —1)n— ZiZ’ (the all-important pattern revealed)
i=1

(plug in appropriate value of k and simplify)
= 2"t 2
7.69 Here, a=2,b=2,and d=0. (d =0since 1 = 1-n° In general, c = c¢-n? so when f(n) is
a constant, d = 0.) Since a > 2°, we have T'(n) = O(n'°8« ) = ©(n') = O(n) by the third case of
the Master Theorem.
7.71 Wehave a =7, b=2, and d = 2. Since 7 > 22, the third case of the Master Theorem applies
so T'(n) = ©(n'°#27), which is about ©(n?8).
7.72 Because it isn’t true. Although the growth rate of n'°27 and n2?® are close, they are not
exactly the same, so ©(n'°&27) #£ O(n%8). We could say that T(n) = O(n'°%27) = O(n?8!), but
then we have lost the ‘tightness’ of the bound. And I want to be able to say “Yo dawg, that bound
is really tight!”
7.73 Here we have ¢ = 1, b = 2, and d = 0. Since 1 = 2°, the second case of the Master
Theorem tells is that T'(n) = ©(n’logn) = O(logn). Since we have already seen several times that
T(n) =logyn + 1, we can notice that this answer is consistent with those. It’s a good thing.
7.79 By raising the subscripts in the homogeneous equation we obtain the characteristic equation
2" = 92"t or x = 9. A solution to the homogeneous equation will be of the form z, = A(9)".
Now f(n) = —56n + 63 is a polynomial of degree 1 and so we assume that the solution will have
the form z,, = A9" + Bn+C. Now g = 2,21 = 9(2) — 56+ 63 = 25,29 = 9(25) — 56(2) 4 63 = 176.
We thus solve the system

2=A+C,

25 =9A+ B+ C,
176 = 81A +2B + C.
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We find A =2,B="7,C =0, so the solution is x,, = 2(9") + Tn.
7.83 The characteristic equation is 22 — 4z +4 = (z — 2)? = 0. There is a multiple root and so we
must test a solution of the form x, = A2™ + Bn2". The initial conditions give

1=A,

4=2A+2B.

This solves to A = 1, B = 1. The solution is thus x,, = 2™ + n2".

7.87 We have a = 2, b = 2, and d = 1. Since 2 = 2!, we have that T'(n) = O(nlogn) by the
second case of the Master Theorem.

7.88 (a) C1 and Cy are of lower order than n. Thus, we can do this according to part (c) of
Theorem 6.28. (b) We know that the ©(n) represents some function f(n). By definition of ©,
there are constants, c¢; and ¢y such that ¢yn < f(n) < con for all n > ng for some constant ng. So
we essentially replaced f(n) with can (since we are looking for a worst-case). Note that it doesn’t
matter what co is. We know there is some constant that works, so we just call it c.

7.90 T(n)=2Tn—1)+T(n—5)+T(vn)+1ifn>5T(1)=T(2)=T3)=T4) =T(5) = 1.
You can also have +c instead of +1 in the recursive definition.

7.91 Beyond the recursive calls, StoogeSort does only a constant amount of work—we’ll call it
1. Then it makes three calls with sub-arrays of size (2/3)n. Therefore, T'(n) = 3T((2/3)n) + 1 or
T(n) =3T(2n/3) + 1, with base case T'(1) = 1.

7.92 We can use the Master Theorem for this one. a = 3, b = 3/2 and d = 0. (Notice that b # 2/3!
If you made this mistake, make sure you understand why it is incorrect.) Since 3 > 1 = (3/2)°, the
third case of the Master Theorem tells us that T'(n) = © (nl°g3/ 2(3)). Although this looks weird, we
can have a rational number as the base of a logarithm (in fact, the base of In(n) is e, an irrational
number). It might be helpful to compute the log since it isn’t clear how good or bad this complexity
is. Notice that logs/(3) ~ 2.71, so T'(n) is approximately O(n%™), but T(n) # ©(n>™), so resist
the urge to place an equals sign between these.

1 3
7.93 The complexity of MergeSort is ©(nlogn) and the complexity of StoogeSort is © (n o84 )>

which is Q(n?7). Clearly © (nlOg%(s)

member: Faster growth rate means slower algorithm!

7.94 Let T(n) be the complexity of this algorithm. From the description, it seems pretty clear
that T'(n) = 5T7'(n/3) + cn. Using the Master Theorem with a = 5, b = 3, and d = 1, we see that
5 > 3! so the third case applies and T'(n) = © (n1°g3(5)), which is approximately ©(n'46).

8.4 Nobody in their right mind will choose fruit if cake and ice cream are available, so there are
3 + 8 = 11 choices. Just kidding. There are really 3 + 8 + 5 = 16 different choices.

8.7 There are 26 choices for each of the first three characters, and 10 choices for each of the final
three characters. Therefore, there are 263 - 10% possible license plates.

8.10 Every divisor of n is of the formplilpg2 . 'pZ’“, where 0 < b; <a1,0<by <ao,...,0 < b <ag.
(We could also write this as 0 < b; < a; for 0 < i < k.) Therefore there are a; + 1 choices for by,
as + 1 choices for bs, all the way through a4+ 1 choices for bg. Since each of the b;s are independent
of each other, the product rule tells us that the number of divisors of n is (a1 +1)(ag+1) - - - (ax+1).
8.11 Unless the p; are distinct, the b;s are not independent of each other. In other words, if the p;s
are distinct, then each different choice of the b;s will produce a different number. But this is not
the case if the p;s are not distinct. For instance, if we write 32 = 2322, we can get the factor 4 as
2220 2191 o 2022, Clearly we would count 4 three times and would obtain the incorrect number
of divisors.

grows faster than ©(nlogn), so MergeSort is faster. Re-
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8.13 Write n = 14+ 14 .--4+ 1. There are two choices for each plus sign-leave it or perform
n—1 +'s

the addition. Each of the 2"~ ways of making choices leads to a different expression, and every

expression can be constructed this way. Therefore, there are 27! such ways of expressing n.

8.15 This combines the product and sum rules. We now have 10 + 26 = 36 choices for each

character, and there are 5 characters, so the answer is 36°.

8.16 Each bit can be either 0 or 1, so there are 2™ bit strings of length n.

8.18 53-63%; 53 63%; 53 - 63~1.

8.21 It contains at least one repeated digit. The wording of your answer is very important. Your

answer should not be “it has some digit twice” since this is vague—do you mean ‘exactly twice’? If

80, that is incorrect. If you mean ‘at least twice’, then it is better to be explicit and say it that

way or just say ‘repeated’. To be clear, we don’t know that it contains any digit exactly twice, and

we also don’t know how many unique digits the number has—it might be 22222222222, but it also

might be 98765432101.

8.24 If all the magenta, all the yellow, all the white, 14 of the red and 14 of the blue marbles are

drawn, then in among these 8 + 10 4 12 + 14 4+ 14 = 58 there are no 15 marbles of the same color.

Thus we need 59 marbles in order to insure that there will be 15 marbles of the same color.

8.25 She knows that you are the 25th person in line. If everyone gets 4 tickets, she will get none,

but you will get the 4 you want. She can get one or more tickets if one or more people in front of

her, including you, get less than 4.

8.28 There are seven possible sums, each one a number in {—3, -2, —1,0, 1,2, 3}. By the Pigeonhole

Principle, two of the eight sums must add up to the same number.

8.31 We have [1] =4, so some cat has at least four kittens.

8.32

Evaluation of Proof 1: This proof is incomplete. It kind of argues it for 5, not n in general. Even
then, the proof is neither clear not complete. For instance, what are the 4 ‘slots’?

Evaluation of Proof 2: They only prove it for n = 2. It needs to be proven for any n.

Evaluation of Proof 3: You can’t assume somebody had shaken hands with everyone else without
some justification. You certainly can’t assume it was any particular person (i.e. person n).
Similarly, you can’t assume the next person has shaken n — 2 hands without justifying it. The
final statement is weird (what does ‘fulfills the contradiction’ mean?) and needs justification
(why is it a problem that the last person shakes no hands?).

8.33 Notice that if someone shakes n — 1 hands, then nobody shakes 0 hands and vice-verse. Thus,
we have two cases. If someone shakes n — 1 hands, then the n people can shake hands with between
1 and n — 1 other people. If nobody shakes hands with n — 1 people, then the n people can shake
hands with between 0 and n — 2 other people. In either case, there are n — 1 possibilities for the
number of hands that the n people can shake. The pigeonhole principle implies that two people
shake hands with the same number of people.

Note: You cannot say that the two cases are that someone shakes hands with n — 1 or someone
shakes hands with 0. It may be that neither of these is true. The two cases are someone shakes
hands with n — 1 others or nobody does. Alternatively, you could say someone shakes hands with
0 others or nobody does.

8.34 Choose a particular person of the group, say Charlie. He corresponds with sixteen others.
By the pigeonhole principle, Charlie must write to at least six of the people about one topic, say
topic I. If any pair of these six people corresponds about topic I, then Charlie and this pair do the
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trick, and we are done. Otherwise, these six correspond amongst themselves only on topics II or
III. Choose a particular person from this group of six, say Eric. By the Pigeonhole Principle, there
must be three of the five remaining that correspond with Eric about one of the topics, say topic II.
If amongst these three there is a pair that corresponds with each other on topic II, then Eric and
this pair correspond on topic II, and we are done. Otherwise, these three people only correspond
with one another on topic ITI, and we are done again.

8.38 FAT, ETA, ATE, AET, TAE, and TEA.

8.41 Since there are 15 letters and none of them repeat, there are 15! permutations of the letters
in the word UNCOPYRIGHTABLE.

8.43 (a)5-7-6-5-4-3-2=25,200. (b) We condition on the last digit. If the last digit were 1 or
5 then we would have 5 choices for the first digit and 2 for the last digit. Then there are 6 left to
choose from for the second, 5 for the third, etc. So this leads to

5:6:-5-4-3-2-2=17,200

possible phone numbers. If the last digit were either 3 or 7, then we would have 4 choices for the
first digit and 2 for the last. The rest of the digits have the same number of possibilities as above,
so we would have

4-6-5-4-3-2-2=15,760

possible phone numbers. Thus the total number of phone numbers is
7200 + 5760 = 12, 960.

8.45 Label the letters 11, Ay, L1, and Lo. There are 4! permutations of these letters. However,
every permutation that has L before Lo is actually identical to one having Lq before Lo, so we
have double-counted. Therefore, there are 4!/2 = 12 permutations of the letters in TALL.

8.46 TALL, TLAL, TLLA, ATLL, ALTL, ALLT, LLAT, LALT, LATL, LLTA, LTLA, and
LTAL. That makes 12 permutations, which is exactly what we said it should be in Exercise 8.45.
8.47 Following similar logic to the previous few examples, since we have one letter that is repeated
three times, and a total of 5 letters, the answer is 5!/3! = 20.

8.48 Ten of them are AIFEE, AFIEE, AEFEIE, AEEFEI, EAIEE, EAFIE, FEAEFEI, EEAIE,
FEEAFEI, EEEAI. The other ten are identical to these, but with the A and I swapped.

8.51 We can consider SMITH as one block along with the remaining 5 letters A, L, G, O, and

R. Thus, we are permuting 6 ‘letters’, all of which are unique. So there are 6! = 720 possible
permutations.
8.54 (a) 5-8% =1310720. (b) 5-8%-4 = 655360. ( ) 5 -8 -4 = 655360.
7-6-5-4-3 12-11 10-9-8-7-6
8.58 ——— =21. (b) ——— = 66. = 252.
@) 15 5T b)) 55 =66 75535 =%
200 -199 - 198 - 197

(d) - = 64,684,950. () 1

1.-2.3. )
17 17 17-16 12 12 1211
o o () () 00 (2) < (2) - 22

200 200 200-199 - 198 - 197 67 67
<c>< >:< >: — 64,684, 950. (d)( >:< >:67/1:67.

196 4 1-2-3-4 66 1
8.65 12,13,14, 15,23, 24,25, 34, 35, 45.
8.68

Evaluation of Solution 1: This solution does not take into account which woman was selected and
which 15 of the original 16 are left, so this is not correct.
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Evaluation of Solution 2: This solution has two problems. First, it counts things multiple times.
For instance, any selection that contains both Sally and Kim will be counted twice—once when
Sally is the first woman selected and again when Kim is selected first. Second, the product
rule should have been used instead of the sum rule. Of course, that hardly matters since it
would have been wrong anyway.

Evaluation of Solution 3: This solution is correct.

8.70 To count the number of shortest routes from A to B that pass through point O, we count
the number of paths from A to O (of which there are (g) = 10) and the number of paths from

O to B (of which there are (é) = 4). Using the product rule, the desired number of paths is

()

8.71

Evaluation of Solution 1: This answer is incorrect since it will count some of the committees mul-
tiple times. If you did not come up with an example of something that gets counted multiple
times, you should do so to convince yourself that this answer is incorrect.

Evaluation of Solution 2: This solution is incorrect since it does not take into account which man
and woman were selected and which 14 of the original 16 are left.

8.72 There are (156) possible committees. Of these, (g) contain only men and (g) contain only
women. Clearly these two sets of committees do not overlap. Therefore, the number of committees
that contain at least one man and at least one woman is (156) — (g) — (g)
8.73 Because we subtracted the size of both of these from the total number of possible committees.
If the sets intersected, we would have subtracted some possibilities twice and the answer would have
been incorrect.

8.75
Evaluation of Solution 1: This solution is incorrect since it double counts some of the possibilities.

Evaluation of Solution 2: This solution is incorrect because it does not take into account the re-
quirement that one course from each group must be taken.

8.76

Evaluation of Solution 1: This solution is incorrect since it counts some of the possibilities multiple
times.

Evaluation of Solution 2: This solution is incorrect because it does not take into account the re-
quirement that one course from each group must be taken.

8.79 Using 10 bars to separate the meat and 3 stars to represent the slices, we can see that this
is exactly the same as the previous two examples. Thus, the solution is (}8) = (133) = 286.
8.84

(22— ) = (‘0*) (2a)" + (‘f) (22 (—7) + (;*) (a2 (—)? + @ (20)(~4)* + (j)(—y2>4

= (20)" +4(22)°(—y?) + 6(22)*(—y*)* + 4(22) (—*)° + (=)
16zt — 3223y 4 242y — 8xyb + ¢/°
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8.85
(V3+ V)t = (V3)'+4(V3)*(V5) + 6(v3)*(v5)* + 4(V3)(V5)* + (v5)*

9 + 12v/15 + 90 4+ 2015 + 25

= 124+ 32V15

8.87 Using a little algebra and the binomial theorem, we can see that

n

o S R

k=1 k=0 k=0

8.91 Let A be the set of camels eating wheat and B be the set of camels eating barley. We know
that |A| = 46, |B| = 57, and |AU B| = 100 — 10 = 90. We want |AN B|. By Theorem 8.89 (solving
it for |A N BY),

|ANB| = |A|+ |B| —|AU B| = 46 + 57 — 90 = 13.

8.95 Using Theorem 8.93, we know that 28 +29 +19 — 14 — 10 — 12 + 8 = 48% watch at least one
of these sports. That leaves 52% that don’t watch any of them.

8.96 Let C' denote the set of people who like candy, I the set of people who like ice cream, and
K denote the set of people who like cake. We are given that |C| = 816, |I| = 723, |K| = 645,
|CNI| =562 |CNK|=463, |INK| =470, and |C NIN K| = 310. By Inclusion-Exclusion we
have

ICUITUK| = |C|+|I|+ K|
—|CnI|-|CNK|-|INC|
+CNINK|
816 + 723 + 645 — 562 — 463 — 470 + 310
999.

The investigator miscounted, or probably did not report one person who may not have liked any
of the three things.
8.98 We can either use inclusion-exclusion for four sets or use a few applications of inclusion-
exclusion for two sets. Let’s try the latter.

Let A denote the set of those who lost an eye, B denote those who lost an ear, C denote those
who lost an arm and D denote those losing a leg. Suppose there are n combatants. Then

n > |AUB]
= [Al+|B[-]AN B
= .Tn+.Thn—|AN B,

|C' U D|

S
v

ICl+ D] = |CN D
.8n+.85n — |C' N D.

This gives
|AN B| >.45n,

|C' N D| >.65n.

This means that

(AN B)U(CND)|
|JANB|+|CND|—]|AnBNCND|
.45n+.65n — [ANBNC N D|,

v v
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whence

|[ANBNCND|>.45+.65n —n =. 1n.

This means that at least 10% of the combatants lost all four members.

9.24 abed is a cycle of length 4 and ecdab is a cycle of length 5. Other answers are possible. There
is no cycle of length 6 since there are only 5 vertices in the graph and a cycle cannot repeat a
vertex.

9.27 You should have drawn something like this (but probably bigger and with dots on the corners):
aA

9.30 You should have drawn something like this (but probably bigger and with dots on the corners
and center): X

9.31 You should have drawn a path of length 2 and 4 vertices not connected to anything. Something
like this: | . . ..

9.47 (a) Yes. Put the vertices on opposite corners in the same set. (b) No. Every other vertex
needs to be in the opposite set, and since there is an odd cycle, eventually we get to a situation
where a vertex can’t be in either set. (¢) No. None of the vertices can be in a set with any others
since they are all connected to each other. (d) Yes. If I put 000,110,011,101 in one set and the
others in the other set, you can easily see that all of the edges go between sets. (e) Yes. Since it is
just a path, put every other vertex in the opposite set. Unlike the situation with the odd cycle, we
don’t ever loop back so no problems can arise.

9.48 It is true. Notice that a tree with 2 vertices is clearly bipartite since it is just an edge.
Assume all trees with n vertices are bipartite, where n > 2. Let T be a tree with n + 1 vertices
and v be a leaf connected to some vertex u. Let T’ be the tree T with the leaf v removed. Then
by in the inductive hypothesis, 7" is bipartite since it has n vertices. Then T is bipartite since we
can put v in the opposite set of v with no risk of edges between the nodes within that set since v
is only connected to u. Thus, by PMI, all trees with n > 2 vertices are bipartite.

9.57
+D—>E—=F

+D—=E—=F
+D—-E—=F
+A—-B—=C
+A—-B—=C

T = O Q w =

+A—-B—=C

9.58
+D—=E—=F

+D—=E—=F
D —>E—>F

0 o O Q ® >

9.63
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A B C D FEF FE
AT0O 0 0 1 1 17
B0 0 0 1 1 1
cl|o 0 o 1 1 1
D1 1 1 0 0 O©
Elj1 1 1 0 0 O
Fl1 1 1 0 0 0l

9.64

A B C D FEF FE
AJT0O 0 0 1 1 1]
B0 0 0 1 1 1
cl|o 0 o 1 1 1
Do 0 0 0 0 O
E|10 0 0 0 0 O
F L0 0 0 0 0 o0l

9.75 Did you draw a triangle with a vertex in the middle connected to the three vertices of the
triangle? T thought so!

9.81 Notice that K33 does not have C3 as a subgraph. Since K33 has 3 -3 = 9 edges and
9 > 8 =2(6) — 4, Theorem 9.79 part (b) implies that K33 is not planar.

9.91 Since C is the set of edges of a connected component of G4 = (V, A), then A has no edges
between vertices of C' and vertices of V — C.

Another way to think about it: If the cut (C,V — C) does not respect A, then there is some
(u,v) € A such that u € C and v € V — C. But C is the set of edges of a connected component,
and since (u,v) € A, v € C, contradicting the fact that v € V' — C. Therefore, the cut (C,V — C)
respects A.

9.94 Since Idea 1 is considering adding edges adjacent to a given vertex, Prim’s algorithm is
essentially using this idea, at least in the first step. Although to be fair, Prim’s algorithm is also
essentially directly using Theorem 9.90, where C' is the single tree it is growing.

On the other hand, Idea 2 is about using minimum weight edges without a specific endpoint in
mind, which is what Kruskal’s algorithm is doing.

9.97 Recall that the maximum number of edges a graph can have is m < (;L) = "("2_1) = 0(n?).
Therefore, O(logm) = O(logn?) = O(2logn) = O(logn). Given this, it is clear that O(mlogm) =

O(m]logn)
9.102 Lines 1-3 and 6-7 take constant time. Lines 4-5 line takes O(n) time since we are doing n
things that take constant time. Line 8 takes O(n) time. The While loop executes n times, each time
calling Q. extractMin that takes O(logn) and the ForAll loop. The code in the ForAll loop takes
O(logn) time, and it executes at most n—1 times (since there can be at most n—1 vertices adjacent
to a given vertex). Combining this together, the complexity is O(n) + O(n(logn+ (n—1)logn)) =
O(n?logn) (Make sure you understand how I simplified this!).

Unfortunately, this actually overestimates the time complexity of the algorithm. Obtaining
a better bound takes a little thought and can be tricky to understand, so read carefully! Let’s
analyze the ForAll loop more carefully. In particular, instead of counting up the operations
according to how the code is written (iterating over adjacency lists), we will think about how
many times the code inside that loop executes in total regardless of when it happens. Notice
that the code in the ForAll loop can execute at most two times for every edge—once from each
endpoint. If you cannot see why this is, definitely ask about it in class! Thus, the complexity
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of the ForAll loop is actually O(mlogn) over all of the iterations of the While loop. So the
complexity of the While loop is O(mlogn) plus the complexity of the Q.extractMin method
called n times, which we saw was O(nlogn). Given that, the complexity of the algorithm is
O(n) + O(mlogn) + O(nlogn) = O(mlogn).
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You may combine the Document with other documents released under this License, under the terms defined in section 4 above for modified
versions, provided that you include in the combination all of the Invariant Sections of all of the original documents, unmodified, and list them all
as Invariant Sections of your combined work in its license notice, and that you preserve all their Warranty Disclaimers.

The combined work need only contain one copy of this License, and multiple identical Invariant Sections may be replaced with a single copy.
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to the section titles in the list of Invariant Sections in the license notice of the combined work.
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Entitled “Endorsements”.

6. COLLECTIONS OF DOCUMENTS

You may make a collection consisting of the Document and other documents released under this License, and replace the individual copies
of this License in the various documents with a single copy that is included in the collection, provided that you follow the rules of this License for
verbatim copying of each of the documents in all other respects.

You may extract a single document from such a collection, and distribute it individually under this License, provided you insert a copy of
this License into the extracted document, and follow this License in all other respects regarding verbatim copying of that document.

7. AGGREGATION WITH INDEPENDENT WORKS

A compilation of the Document or its derivatives with other separate and independent documents or works, in or on a volume of a storage or
distribution medium, is called an “aggregate” if the copyright resulting from the compilation is not used to limit the legal rights of the compilation’s
users beyond what the individual works permit. When the Document is included in an aggregate, this License does not apply to the other works
in the aggregate which are not themselves derivative works of the Document.

If the Cover Text requirement of section 3 is applicable to these copies of the Document, then if the Document is less than one half of the
entire aggregate, the Document’s Cover Texts may be placed on covers that bracket the Document within the aggregate, or the electronic equivalent
of covers if the Document is in electronic form. Otherwise they must appear on printed covers that bracket the whole aggregate.

8. TRANSLATION

Translation is considered a kind of modification, so you may distribute translations of the Document under the terms of section 4. Replacing
Invariant Sections with translations requires special permission from their copyright holders, but you may include translations of some or all
Invariant Sections in addition to the original versions of these Invariant Sections. You may include a translation of this License, and all the license
notices in the Document, and any Warranty Disclaimers, provided that you also include the original English version of this License and the original
versions of those notices and disclaimers. In case of a disagreement between the translation and the original version of this License or a notice or
disclaimer, the original version will prevail.

If a section in the Document is Entitled “Acknowledgements”, “Dedications”, or “History”, the requirement (section 4) to Preserve its Title
(section 1) will typically require changing the actual title.

9. TERMINATION

You may not copy, modify, sublicense, or distribute the Document except as expressly provided for under this License. Any other attempt to
copy, modify, sublicense or distribute the Document is void, and will automatically terminate your rights under this License. However, parties who
have received copies, or rights, from you under this License will not have their licenses terminated so long as such parties remain in full compliance.

10. FUTURE REVISIONS OF THIS LICENSE

The Free Software Foundation may publish new, revised versions of the GNU Free Documentation License from time to time. Such new
versions will be similar in spirit to the present version, but may differ in detail to address new problems or concerns.
See http://www.gnu.org/copyleft/.

Each version of the License is given a distinguishing version number. If the Document specifies that a particular numbered version of this
License “or any later version” applies to it, you have the option of following the terms and conditions either of that specified version or of any
later version that has been published (not as a draft) by the Free Software Foundation. If the Document does not specify a version number of this
License, you may choose any version ever published (not as a draft) by the Free Software Foundation.

ADDENDUM: How to use this License for your documents

To use this License in a document you have written, include a copy of the License in the document and put the following copyright and license
notices just after the title page:

Copyright © YEAR YOUR NAME. Permission is granted to copy, distribute and/or modify this document under the terms of the
GNU Free Documentation License, Version 1.2 or any later version published by the Free Software Foundation; with no Invariant
Sections, no Front-Cover Texts, and no Back-Cover Texts. A copy of the license is included in the section entitled “GNU Free
Documentation License”.

If you have Invariant Sections, Front-Cover Texts and Back-Cover Texts, replace the “with ... Texts.” line with this:

with the Invariant Sections being LIST THEIR TITLES, with the Front-Cover Texts being LIST, and with the Back-Cover Texts
being LIST.

If you have Invariant Sections without Cover Texts, or some other combination of the three, merge those two alternatives to suit the situation.
If your document contains nontrivial examples of program code, we recommend releasing these examples in parallel under your choice of free
software license, such as the GNU General Public License, to permit their use in free software.
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o(f(n)) (little-o), 250
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~ (bitwise compliment), 159
| (bitwise OR), 160
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= (congruence modulo n), 97
3 (there exists), 28

!' (factorial), 45, 97

| | (floor), 102
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| (divides), 44, 96
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K, (complete bipartite graph), 441

K,, (complete graph), 439
Cy, (cycle), 439

deg~ (in-degree), 437
deg™ (out-degree), 437
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» (path), 439

(AND), 9

(NO ) 9, 29
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(cond1t1onal), 12
(biconditional), 13
(logically equivalent), 20
% (modulus), 97
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€ (element of set), 79
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Z~ (negative integers), 80
& (empty set), 80

{} (empty set), 80

P,
A
V
®
—
<~

C
N
Q
R
y/

555

(mtersectlon) 86

N
U
A (complement of A), 87
\ (set-difference), 87

x (Cartesian product), 90
P(A) (power set), 84
C (subset), 82
Z (not a subset), 82
C (proper subset), 82
>~ (summation), 205
I] (product), 220
adjacency list, 445
adjacency matrix, 447
adjacent, 433
adjacent from, 437
adjacent to, 437
algorithm, 139
AND, 9
AND (bitwise), 160
anti-symmetric relation, 121
arithmetic progression, 202
arithmetic sequence, 202
array, 164
assignment operator, 139
asymptotic notation, 243

base case, 326
base case (induction), 325
base case (recursion), 345
biconditional, 13
Big-0O, 244
Big-Omega, 247
Big-Theta, 248
binary search, 309, 312, 348, 354
binary search tree, 300
binomial coefficient, 406
Binomial Theorem, 414
bipartite graph, 440
bitwise operator
AND, 160
compliment, 159
NOT, 159
OR, 160
XOR, 160



556

boat, 451

boolean
proposition, 7

BST, 300

bubble sort, 294

cabbage, 451
cardinality, set, 79
Cartesian product, 90
ceiling, 102
characteristic equation, 368, 370
choose, 406
closed form (recurrence relation), 353
combination, 408
combinatorics, 389
complement, set, 87
complete bipartite graph, 441
complete graph, 439
complex numbers, 80
compliment, bitwise, 159
composite, 45, 96
compound proposition, 8
conditional statement, 12
congruence modulo n, 97
conjunction, 9
conjunctive clause, 31
conjunctive normal form, 34
connect, 433
connected component, 435
connected, graph, 435
constant growth rate, 290
contingency, 18
contradiction, 18
contradiction proof, 53
contraposition

proof by, 61
contrapositive, 50
converse, 51
counterexample

proof by, 63
CPU time, 281
cross edge, 459
cut, 459
cycle, 435, 439

decreasing sequence, 198
degree, 433
DeMorgan’s Law

for propositions, 21

for quantifiers, 29
difference, set, 87
digraph, 429
Dijkstra’s algorithm, 469
Dirac’s Theorem, 454
direct proof, 41
directed graph, 429
disjoint, set, 88
disjunction, 9
disjunctive clause, 34

disjunctive normal form, 32

divides, 44, 96
divisible, 96
divisor, 44, 96

edge, 429
efficient algorithm, 293
element, of a set, 79
empty set, 80
endpoint, 433
equivalence class, 128
equivalence relation, 124
equivalent

logically, 20
Euclid’s Algorithm, 101
Euler cycle, 453
Euler tour, 453
Euler’s formula, 455
Eulerian graph, 453
Eulerian Trail, 453
even, 41, 96
exclusive or, 10
existential quantifier, 28
exists, 28

exponential growth rate, 294

face, 455

face, planar graph, 455
factor, 44, 96

factorial, 45, 97, 161, 344
ferryman, 451

INDEX

Fibonacci numbers, 198, 333, 349, 352, 357,

371
Fibonacci sequence, 198
finite set, 79
first order recurrence, 368
floor, 102
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for all, 26

for loop, 161

forest, 436

function
injective, 105

ged, 100
geometric progression, 201
geometric sequence, 201
geometric series, 216
goat, 451
graph, 429
bipartite, 440
complete, 439
complete bipartite, 441
cycle, 435, 439
directed, 429
Eulerian, 453
Hamiltonian, 454
hypercube, 439
path, 439
planar, 455
simple, 429
weighted, 431
greatest common divisor, 100
growth rate
constant, 290
exponential, 294
linear, 292
logarithmic, 291
polynomial, 293
quadratic, 292

Hamiltonian cycle, 454
Hamiltonian graph, 454
handshake lemma, 443
Hanoi, Towers of, 375
hash table, 300

homogeneous recurrence relation, 368

hypercube, 439

if-else statement, 149
implication, 49
in-degree, 437
incident with, 433
inclusion-exclusion
three sets, 419
two sets, 417
inclusive or, 9

increasing sequence, 198
induction, 323, 324

inductive case (recursion), 345

inductive hypothesis, 326
inductive step, 326
infinite set, 79

initial vertex, 437
insertion sort, 296, 297
integers, 80

intersection, set, 86
inverse, 50

irrational number, 56
iteration method, 358

Konigsberg Bridge, 453

Kruskal’s algorithm, 458, 462, 463

I’Hopital’s Rule, 267
leaf, 436
light edge, 459
linear growth rate, 292
linear recurrence relation, 368
literal, 31
little-O, 250
little-omega, 250
logarithmic growth rate, 291
logical
operator, 8
AND, 9
biconditional, 13
conditional, 12
conjunction, 9
disjunction, 9
exclusive or, 10
inclusive or, 9
negation, 9
OR, 9
XOR, 10
logical operator, 8
logically equivalent, 20
loop, 431
for, 161
while, 173

Master Theorem, 366

mathematical induction, 323, 324

matrix, 222
addition, 224
identity, 223
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multiplication, 226, 306
scalar multiplication, 224
skew-symmetric, 234
symmetric, 234
transpose, 233
zero, 223

matrix multiplication, 306

maximum

array element, 164
of three numbers, 149
of two numbers, 149
merge, 372
merge sort, 372, 373
minimum spanning tree, 458
mod, 97
modus ponens, 58, 324
monotonic sequence, 198
MST, 458
multigraph, 430
multiple, 44, 96

natural numbers, 80
negation, 9
quantifiers, 29
negative integers, 80
network, 431
non-monotonic sequence, 198
non-recursive term (recurrence relation), 352
nonhomogeneous recurrence relation, 368
null set, 80

odd, 41, 96
operator
logical, see logical, operator, 8
OR, 9
OR (bitwise), 160
out-degree, 437
outside face, 455

parity, 41, 96

partial order, 125

partition, 117

Pascal’s Identity, 416
Pascal’s Triangle, 416

path, 434, 439

permutation, 55, 400
pigeonhole principle, 394
planar graph, 455
polynomial growth rate, 293

INDEX

positive integers, 80
power set, 84
precedence, logical operators, 17
predicate, 26
Prim’s algorithm, 458, 462, 466
primality testing, 175
prime, 45, 96
priority queue, 465
product rule, 390
product-of-sums, 34
proof
by cases, 64
by contradiction, 53
by counterexample, 63
contrapositive, 61
direct, 41
induction, 324
trivial, 63
proper subset, 82
proposition, 7
compound, 8
propositional function, 26
pseudograph, 431

quadratic growth rate, 292
quantifier
existential, 28
universal, 26
queue, 299
Quicksort, 378

rational number, 56
rational numbers, 80
real numbers, 80
recurrence relation
homogeneous, 368
nonhomogeneous, 368
recurrence relations, 352
definition, 193
first-order, 368
linear, 368
second-order, 370
solving, 353
first-order, 368
iteration method, 358
linear, 368
Master Theorem, 366
second-order, 370
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substitution method, 354 Stooge, 376
recursion, 344 spanning tree, 436
recursive, 344 stack, 299
recursive term (recurrence relation), 352 Stooge sort, 376

reflexive relation, 119 strictly decreasing sequence, 198
relation, 118 strictly increasing sequence, 198

anti-symmetric, 121
equivalence, 124
reflexive, 119
symmetric, 120
transitive, 123
reverse, an array, 166

safe edge, 459
search
binary, 309, 348, 354
sequential, 283, 285
second order recurrence, 370
selection sort, 320
sequence, 191
sequential search, 174, 283, 285, 520
set, 79
cardinality, 79
complement, 87
containment proof, 93
difference, 87
disjoint, 88
empty, 80
finite, 79
infinite, 79
intersection, 86
mutually exclusive, 88
operations, 86
partition, 117
power, 84
relation, 118
size, 79
union, 86
universe, 88
short circuiting, 155
simple cycle, 435
simple graph, 429
single-source shortest path, 469
sort
bubble, 294
insertion, 296, 297
merge, 372
Quicksort, 378
selection, 320

strong induction, 337
subset, 82

proper, 82
substitution method, 354
sum notation, 205
sum rule, 389
sum-of-products, 32
swap, 141, 143, 165
symmetric relation, 120

tautology, 18
terminal vertex, 437
tour, 453
Euler, 453
Towers of Hanoi, 375
trace, 232
trail, 434, 453
Eulerian, 453
transitive relation, 123
transpose, 233
tree, 436
trivial proof, 63
truth table, 14
truth value, 7

union, set, 86
universal quantifier, 26
universal set, 88
universe, 88

unrooted tree, 436

Venn diagram, 86
vertex, 429

walk, 434
wall-clock time, 281
weak induction, 337
weight, tree, 458
weighted graph, 431
while loop, 173
wolf, 451

XOR, 10
XOR (bitwise), 160
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